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1. Introduction
In recent years, rapid advancements in technol-
ogy have propelled reinforcement learning (RL)
to the forefront of innovation, revolutionizing
various domains such as healthcare, finance, and
autonomous systems. RL is distinguished by
its focus on sequential decision-making and in-
teraction with an environment to achieve a de-
fined goal. RL agents learn through trial and
error, receiving feedback in the form of rewards
or penalties based on their actions. Deep rein-
forcement learning (DRL) leverages the expres-
sive power of neural networks to handle high-
dimensional input spaces and complex decision-
making tasks, achieving remarkable success in
areas such as game playing, robotics, and au-
tonomous driving.
Within the realm of RL, curriculum learning
(CL) has emerged as a promising strategy to
facilitate the training of RL agents. Inspired
by the concept of curriculum in education, CL
in RL involves designing a sequence of tasks
or environments with increasing levels of diffi-
culty. By initially exposing the agent to sim-
pler tasks and gradually increasing the com-
plexity, CL aims to guide the agent’s learning
process, facilitating faster convergence and im-
proved generalization to more challenging sce-

narios.
Despite significant advancements in RL, DRL,
and CL, various challenges continue to prevent
their widespread adoption in real-world appli-
cations. These challenges include sample inef-
ficiency, the exploration-exploitation trade-off,
stability, generalization, and safety in complex
and uncertain environments. One specific chal-
lenge this thesis addresses is the complexity of
tasks, which traditional approaches are ineffec-
tive in solving them. To overcome this, the re-
search employs manual CL to incrementally in-
crease task difficulty or utilizes automatic CL to
focus on different sub-tasks, ultimately enabling
the solution of the target task. By examining
existing literature and conducting empirical in-
vestigations, this research aims to enhance the
training process of RL agents, particularly in
the context of robotic control for air hockey.

2. Related Work
2.1. Deep RL for Continuous Control
DRL for continuous control has gained substan-
tial attention due to its potential in solving com-
plex, high-dimensional control tasks in robotics,
autonomous driving, and other real-world ap-
plications. Unlike discrete action spaces, con-
tinuous control problems require the agent to
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select actions from a continuous range, adding
complexity to the learning process. One of the
most prominent DRL algorithms for continuous
control is Soft Actor-Critic [2] algorithm.

2.2. Curriculum Learning in Rein-
forcement Learning

CL in RL enhances the learning process by
gradually introducing tasks of increasing diffi-
culty. This approach accelerates training and
improves performance on complex tasks. CL
can be implemented manually, with human ex-
perts designing task sequences, or automat-
ically, with algorithms dynamically generat-
ing curricula based on metrics like Learning
Progress (LP).
A notable contribution to automatic CL in RL is
the study by Portelas et al. [4]. They introduced
a teacher algorithm that creates a curriculum
without prior knowledge of the student’s abili-
ties or task difficulties. The algorithm uses ab-
solute learning progress (ALP) to measure im-
provement and employs Gaussian Mixture Mod-
els (GMMs) to select tasks that are appropri-
ately challenging. This method ensures contin-
uous improvement by engaging the student with
tasks that match their learning progress.
In this work, we applied manual and automatic
CL on various tasks of Air Hockey Challenge [1]
including defend, counter-attack and hit tasks.

3. Air Hockey as an MDP
The air hockey game, though it appears simple,
offers a complex and dynamic environment suit-
able for exploration through MDPs. To model
the game, we used the robot’s joints as the main
method of control and observation for the agent.
The environment was set up to receive the next
joint positions and velocities as actions, and the
system planned to reach these positions using
different types of interpolation, such as linear
and cubic interpolation.

3.1. State Space
In the joint-centric modeling approach, the state
space includes the positional and velocity states
of the robot’s joints, end-effector, and puck, of-
fering a detailed view of the air hockey environ-
ment for better decision-making and control.

3.2. Action Space
The action space, defined by joint accelerations,
allows the agent to finely control the robot’s
movements, influencing the end-effector’s tra-
jectory on the air hockey surface. Using ATA-
COM [3], these accelerations are converted into
feasible joint positions and velocities, ensuring
the robot’s constraints are respected and main-
taining stability and safety during gameplay.

4. Methodology
4.1. Approach to Manual Curriculum

Learning in Air Hockey Defend
4.1.1 Defend Task

In this task, the puck starts on the opponent’s
side and moves towards our side with an initial
velocity. The agent’s goal is to prevent the puck
from entering our goal while attempting to stop
it in a predefined area.

4.1.2 Factors Influencing Task Complex-
ity in the Defend Task

To regulate task complexity, three primary fac-
tors were controlled: the puck’s initial position,
its linear velocity, and its initial direction.

4.1.3 Reward Function

The agent gets a large penalty of -2000 if the
puck reaches our goal. Successful interaction
with the puck gives a reward based on how fast
the puck is moving, calculated as follows:

rt(s, a) = 1000− 300 · ‖ṗpuck‖ (1)

If the puck stops in the predefined area, the
agent receives a reward of +2000. The episode
ends right after the interaction with the puck,
as the remaining steps do not give useful feed-
back to the agent, but the rewards of the useless
steps are accumulated considering the discount
factor.

4.1.4 Training

The training process employed manual CL to
adjust task complexity systematically, creating
three classes of environments: easy, medium,
and hard tasks. This approach allowed the
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agent to progressively refine its defensive strate-
gies by adapting to varying degrees of complex-
ity. The complexity was dynamically adjusted
based on the agent’s performance using a sig-
moid function:

c(epochi) =(ctarget − cinit) ·
σ(−4.5 · (epochi − epochstart) · α)

(2)

where c represents the bounds for linear veloc-
ity, position, and initial direction of the puck,
ctarget and cinit are the target and initial bounds,
epochi is the current epoch, epochstart is when
the adjustment begins, α is the step size, and
σ(x) = 1

1+e−x is the sigmoid function. In this
setting, the transition from one complexity to
the other will take place in 1000 epochs.
This method ensured a smooth transition be-
tween different complexity levels, improving the
agent’s adaptability and performance in the air
hockey domain.

4.2. Approach to Manual Curriculum
Learning in Air Hockey Counter-
Attack

4.2.1 Counter-Attack Task

This task is similar to the defense task, but in-
stead of just defending, the goal is to shoot the
puck back to the opponent’s side to score. We
created this task to improve our team’s perfor-
mance in the tournament phase, as it was not
part of the original air hockey challenge.

4.2.2 Factors Influencing Task Complex-
ity in the Counter-Attack Task

The factors influencing task complexity remain
consistent with those outlined for the defend
task.

4.2.3 Reward Function

Each episode begins with the puck moving to-
wards our goal. The agent receives a penalty
of -2000 if the puck reaches our goal. Success-
ful interaction with the puck earns a positively
proportional reward based on the cube of the
puck’s velocity norm:

rt(s, a) = 100 + 50 · ‖ṗpuck‖3

Since the norm of a vector is maximized when
all elements have equal values, the puck’s ve-
locity norm will encourage the agent to shoot
the puck towards the side boundaries, making it
difficult for the opponent to defend. Using the
cube of the norm amplifies this effect, making
it even more important for the agent to shoot
towards the boundaries with maximum force.
Post-interaction states and actions are excluded
from the replay buffer; however, rewards are
accumulated with the consideration of the dis-
count factor. If the puck hits the goal, the agent
receives an additional reward of +2000. Other-
wise, a penalty based on the distance between
the point where the puck hits the right side of
the table and the center of the goal is applied:

rt(s, a) = −100 · ‖Ppuck −Pcenter of goal‖

4.2.4 Training

The latest defend agent was used as the starting
point for the counter-attack task. Leveraging
learned defensive strategies, the agent was tran-
sitioned into a new environment with a modi-
fied reward function to promote offensive ma-
neuvers. The counter-attack task’s complexity
was dynamically adjusted using Equation 2, fa-
cilitating the agent’s learning process.

4.3. Automatic Curriculum Learning
In RL, the automatic design of curricula au-
tonomously guides agent learning in complex
environments. This section outlines the appli-
cation of an automatic CL approach to the hit
task. Utilizing a teacher-student architecture,
this method addresses the complexity of the
hit task, which is too challenging to solve with
sparse rewards alone. The teacher assists the
student by assigning mini-tasks relevant to the
ultimate goal, facilitating incremental progress
toward solving the target task.

4.3.1 Hit Task

In the hit task, the puck starts on our side, and
the agent’s objective is to shoot the puck accu-
rately to score. This task posed a significant
challenge for our team during the air hockey
competition and was difficult to address using
sparse reward and traditional methods.
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4.3.2 Reward Function

In this approach, reward function is calculated
like the following:

rt(s, a) =
∑
i

fi,t(s, a)× ci,t

At time t, fi,t is the i-th reward feature and
ci,t is its corresponding importance coefficient.
Reward features consist of the rewards of spe-
cific micro tasks, such as a reward related to
the distance between the puck and the mal-
let, which provide dense rewards, except for the
target task, which offers sparse rewards. The
importance coefficients must hold the following
condition:

n∑
i=1

c2i = 1 (3)

4.3.3 Calculating the Importance Coef-
ficients

The teacher is responsible for outputting the
importance coefficients (C). However, as the
teacher samples the next importance coefficients
from its policy, there may be instances where the
condition outlined in Equation 3 is not met. To
address this, we transition from Cartesian coor-
dinates to hyper-spherical coordinates. This ap-
proach reduces the teacher’s action space by one
dimension. In this method, the teacher samples
θ from the valid range of [0, π/2]. Subsequently,
θ is transformed into Cartesian coordinates, and
the importance coefficients C are calculated ac-
cordingly.

4.3.4 Teacher-Student Architecture

In this architecture, the teacher outputs the im-
portance coefficients C to maximize the stu-
dent’s learning progress or reward.
Learning Progress: This is calculated as the
difference between the average reward r ob-
tained by the student with configuration C and
the reward r′ of the nearest neighbor C′ from
previously trained data:

Learning Progress = r − r′

4.3.5 Training

The training involved parallel data collection in
multiple instances of the training environment.

The teacher set the importance coefficients for
each environment, and the student is trained us-
ing these coefficients. After a specified number
of steps, the average reward is calculated. Based
on the chosen criterion (learning progress or stu-
dent reward), the teacher’s reward is calculated
and normalized between 0 and 1, updating the
teacher’s strategy iteratively. The automatic
CL process is iterated, optimizing the student’s
performance. The automatic CL algorithm is
outlined in Algorithm 1.

Algorithm 1 Automatic Curriculum Learning
Require: Initial teacher parameters: πteacher,

initial hyper-parameters: number of steps
per training environment N

1: for each iteration do
2: Sample θ from teacher using πteacher
3: Calculates C from θ
4: Set environment importance coefficients

to C
5: Each training environment executes N

steps of data collection
6: Evaluate student policy in evaluation en-

vironment with target task
7: Compute average reward over training

steps
8: Calculate teacher reward based on learn-

ing progress or student reward
9: Interpolate the teacher reward between 0

and 1
10: Update teacher parameters πteacher using

the interpolated teacher reward and the θ
used for calculating C

11: end for

5. Results
5.1. Manual Curriculum learning for

Defend task
5.1.1 Experimental Setup

In contrast to typical curriculum learning ap-
proaches that progress from simple to complex
scenarios, this experiment began with the most
complex environment, hard environment. This
environment necessitates the development of ad-
vanced defensive strategies from the start. After
achieving consistent performance in this chal-
lenging setting, the agent was transferred to the
easy environment. This allowed the agent to re-

4



Executive summary Amirhossein Zhalehmehrabi

(a) Average Return (b) Average Success

Figure 1: Performance metrics of the agent
training defend task using manual curriculum
learning.

fine its basic defensive skills before proceeding
with the standard CL approach.

5.1.2 Results

The performance of the agent during the cur-
riculum learning stages is shown in Figure 1.
Initially, the agent trained in the hard environ-
ment for the first 3000 epochs, showing a steady
increase in average return and success rate. At
epoch 3000, the agent transitioned to the easy
environment, resulting in a sharp spike in per-
formance due to the reduced complexity. Be-
tween epochs 3500 and 4500, the environment
shifted from easy to medium, causing a slight
performance decrease as complexity increased.
Training continued in the medium environment
until epoch 6000, where performance stabilized.
Transitioning back to the hard environment be-
tween epochs 6000 and 7000 led to another per-
formance drop as the agent readjusted. Finally,
from epochs 7000 to 7900, continued training
in the hard environment led to a gradual re-
covery and improvement in both average return
and success rate, demonstrating the agent’s en-
hanced ability to handle complex scenarios.

5.2. Manual Curriculum learning for
Counter-Attack task

5.2.1 Experimental Setup

The CL strategy for the counter-attack task
built upon the defend task. Initially, the agent
trained in the defend task setup. After com-
pleting the defend curriculum, the agent was
transferred to the counter-attack environment,
which featured a new reward function tailored
to counter-attack objectives.

The first counter-attack environment was the
medium environment, requiring a balance of de-
fensive and offensive strategies. This phase al-
lowed the agent to adapt its defensive skills to
the new task.
Upon consistent performance in the medium en-
vironment, the agent moved to the hard envi-
ronment to further enhance its ability to handle
complex situations by building on the skills ac-
quired during the defense task and intermediate
training.

5.2.2 Results

The performance of the counter-attack agent
throughout the various training stages is de-
picted in Figure 2. Initially, the agent was
trained in the defend task up until epoch 8000.
During this period, a consistent increase in av-
erage return was observed, demonstrating the
agent’s proficiency in the defend task. At epoch
8000, the training task switched to counter-
attack in the medium environment. This change
resulted in a significant increase in average re-
turn, as the agent adapted to the new task and
environment, highlighting a marked improve-
ment in performance and success rate.
From epochs 9000 to 10000, the training en-
vironment transitioned from medium to hard.
During this phase, the agent’s performance ex-
hibited variability, with notable peaks around
epoch 9500, followed by a slight decline as the
agent adjusted to the increased difficulty. This
transition period is crucial as it reflects the
agent’s ability to adapt to progressively more
challenging environments.
After epoch 10000, the agent was exclusively
trained in the hard environment. Despite the
initial drop in performance due to the increased
difficulty, the agent’s average return and suc-
cess rate gradually stabilized, demonstrating an
improved capacity to handle the high complex-
ity of the hard environment. This stabilization
indicates that the agent effectively learned and
adapted to the counter-attack task, even under
the most challenging conditions.

5



Executive summary Amirhossein Zhalehmehrabi

(a) Average Return (b) Average Success

Figure 2: Performance metrics for the agent’s
training in the counter-attack task using man-
ual curriculum learning are depicted. The red
line indicates the epochs during which the agent
was trained in the defense task; consequently,
the success rate is calculated exclusively during
the epochs when the agent was engaged in the
counter-attack task.

5.3. Automatic Curriculum learning
for Hit task

5.3.1 Teachers

In this section, we implemented three types
of teachers: LP-UCB, Reward-UCB, and LP-
GMM. These teachers were then used to train
the students.
• LP-UCB: This teacher employs a learning

progress approach, selecting among differ-
ent arms. Each arm is associated with dif-
ferent values of θ, dividing the valid bound
equally into three values.

• Reward-UCB: Similar to LP-UCB, this
teacher selects among arms, but it directly
optimizes the student’s reward.

• LP-GMM: Inspired by the work of Porte-
las et al.[4], this teacher also bases its ap-
proach on the student’s learning progress.
However, unlike LP-UCB and Reward-
UCB, the action space of the LP-GMM
teacher is continuous within the valid
bound. It utilizes a GMM to optimize the
teacher’s actions.

5.3.2 Reward Features

The reward features used for training the agent
are as follows:
• A reward based on the progress along the

path of the end-effector and the puck.
• A reward based on the progress along the

path of the puck and the goal.

• A reward based on the velocity of the end-
effector.

• A target reward, which indicates whether
the puck is scored.

5.3.3 Experimental Setup

The automatic curriculum learning strategy em-
ployed a teacher-student architecture, utilizing
20 server cores for each experiment. The impor-
tance coefficients were adjusted after one rollout
in each training environment, with each rollout
consisting of 1000 steps, leading to a total of
20,000 training steps per each importance coef-
ficient.
The LP-UCB and Reward-UCB algorithms were
trained using three levels of discretization. With
4 reward features and 3 discretization levels, this
resulted in a total of 12 arms.

5.3.4 Results

Figure 3 presents the average return, and av-
erage success over time for various approaches
evaluated in this experiment. The key observa-
tions are:

1. Without Teacher: This approach, rely-
ing only on sparse rewards, fails to increase
the average return or achieve any success,
with the average return remaining at zero
throughout 20 million steps, demonstrating
its ineffectiveness for learning in this con-
text.

2. Reward-UCB and LP-GMM: Similar
to the "without teacher" case, the Reward-
UCB and LP-GMM approaches do not re-
sult in a significant increase in the average
return. Even after 40 million steps, both
methods fail to demonstrate any substan-
tial improvement in performance. This sug-
gests that these approaches are not suitable
for the given task or environment.

3. LP-UCB: The LP-UCB approach shows a
gradual increase in the average return over
time. However, the improvement is min-
imal even after 40 million steps, indicat-
ing that while LP-UCB is capable of learn-
ing, it is highly sample inefficient. The
agent requires a large number of steps to
achieve a relatively small increase in per-
formance, highlighting the method’s ineffi-
ciency in terms of sample usage.
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Figure 3: Performance metrics of the agent dur-
ing automatic curriculum learning.

6. Conclusion
This study demonstrated the effectiveness of CL
strategies in improving RL agent performance
in complex air hockey tasks. Manual CL, start-
ing from hard and then following the traditional
curriculum enabled significant skill refinement
in both defend and counter-attack tasks, result-
ing in notable performance improvements.
Automatic CL highlighted the varying effective-
ness of different approaches. While LP-UCB
showed gradual improvement, it was sample in-
efficient. Reward-UCB and LP-GMM did not
significantly enhance performance.
Overall, structured CL, whether manual or au-
tomatic, is essential for developing RL agents ca-
pable of handling complex scenarios effectively.
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