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Abstract

Emergency response efficiency is a critical factor in reducing casualties during large-
scale evacuations. This thesis explores the integration of socially-aware autonomous
systems with formal verification techniques to enhance search and rescue (SAR) oper-
ations. The study builds upon the FormIDEAble framework, refining its decision-making
model through the use of automata learning and strategy synthesis. By leveraging Priced
Timed Markov Decision Processes (PTMDPs) and agent-based simulations in NetLogo,
the research aims to optimize the role of SAR robots in coordinating evacuations.

A core focus of this work is the adaptive-support strategy, designed to dynamically assess
the willingness of zero responders (untrained civilians) to assist victims, thereby reducing
reliance on first responders. Experimental results obtained through extensive simulations
highlight the potential and limitations of this approach. The comparative analysis with
existing evacuation strategies, including the original FormIDEAble model, reveals that
while the adaptive-support strategy improves flexibility, it does not always lead to better
evacuation times due to suboptimal decision-making in responder engagement.

Findings suggest that refinements in decision logic, machine learning integration, and en-
hanced real-world validation are necessary for further improving SAR efficiency. Future
directions include hybrid evacuation strategies, improved environmental awareness, and
human-robot cooperation frameworks to maximize emergency response effectiveness.

Keywords: Search and Rescue Robotics, Automata Learning, Strategy Synthesis, Markov
Decision Processes, Agent-Based Simulation, Emergency Evacuation.





Abstract in lingua italiana

L’efficienza nella gestione delle emergenze è un fattore cruciale per ridurre il numero
di vittime durante evacuazioni su larga scala. Questa tesi esplora l’integrazione di sis-
temi autonomi socialmente consapevoli con tecniche di verifica formale per migliorare le
operazioni di ricerca e soccorso (SAR). Lo studio si basa sul framework FormIDEAble,
affinando il suo modello decisionale attraverso l’uso di apprendimento automatico degli
automi e sintesi strategica. Grazie all’utilizzo di Priced Timed Markov Decision Processes
(PTMDPs) e simulazioni ad agenti in NetLogo, la ricerca mira a ottimizzare il ruolo dei
robot SAR nel coordinamento delle evacuazioni.

Il cuore di questo lavoro è l’adaptive-support strategy, una strategia progettata per va-
lutare dinamicamente la disponibilità dei zero responders (civili non addestrati) ad as-
sistere le vittime, riducendo così la dipendenza dai soccorritori professionisti. I risul-
tati sperimentali, ottenuti attraverso simulazioni su larga scala, mettono in evidenza sia
il potenziale che i limiti di questa strategia. L’analisi comparativa con le strategie di
evacuazione preesistenti, incluso il modello FormIDEAble originale, mostra che, sebbene
l’adaptive-support strategy migliori la flessibilità decisionale, non sempre garantisce tempi
di evacuazione inferiori a causa di scelte subottimali nell’assegnazione degli aiuti.

I risultati suggeriscono la necessità di affinare la logica decisionale, integrare tecniche di
apprendimento automatico e convalidare il modello in scenari reali per migliorare l’efficacia
dei sistemi SAR. Le direzioni future includono lo sviluppo di strategie di evacuazione ib-
ride, un miglioramento della consapevolezza ambientale e l’integrazione di modelli avan-
zati di cooperazione uomo-robot per massimizzare l’efficacia degli interventi di emergenza.

Parole chiave: Robotica di Ricerca e Soccorso, Apprendimento degli Automi, Sin-
tesi Strategica, Processi di Decisione Markoviani, Simulazione Agent-Based, Evacuazione
d’Emergenza.
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1| Introduction

1.1. Goal and Motivations

In the modern era, technology is evolving at an unprecedented pace, transforming the way
we interact with our environment and respond to challenges. One issue that should not be
ignored in today’s society, is the efficiency of emergency response systems. In unexpected
critical situations, such as natural disasters, evacuations, or accidents, the time taken
to locate and assist victims can mean the difference between life and death. Although
first responders, such as firefighters, paramedics, and law enforcement officers, play a
crucial role in these operations, they often face limitations in manpower, accessibility, and
response time. It is within this context that Search and Rescue (SAR), an autonomous
robotic system, emerges as a potential game changer.

The primary objective of this work is to improve the intelligence and effectiveness of the
SAR Robot, making it a more reliable and efficient tool for emergency response. The core
of this research lies in improving the AI-driven decision-making process by identifying
new parameters and methods to optimize its efficiency. This involves refining the robot’s
ability to analyze complex environments, assess risks, and make real-time decisions that
can significantly improve rescue operations. Furthermore, the goal is to ensure that the
SAR Robot not only aids first responders, but also leverages the power of common citizens,
integrating their assistance into the rescue framework. By intelligently coordinating the
efforts of professional responders and bystanders, the system aims to maximize efficiency
while minimizing response times, ultimately diminishing the time needed to complete the
evacuation.

Beyond the technical aspects, one of the motivations behind this work is based on the
desire to see technological advancements for humanitarian purposes. Technology should
not only push the boundaries of innovation, but should also serve as a force for good, ad-
dressing real-world problems that affect human lives. The exponential growth of artificial
intelligence (AI) and robotics presents an unparalleled opportunity to create systems that
prioritize safety, security, and human well-being.
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Ultimately, this research is driven by the belief that every second matters in an emergency
and that every available resource should be utilized to ensure the best possible outcome.
By enhancing the SAR Robot, this work contributes to optimize human-AI collaboration
to have access to a faster and more efficient way to deal with critic situations, empowering
security services to rescue a greater number of people.

1.2. Technical Aspects

In emergency situations, rapid and coordinated action is essential to minimize casualties
and ensure efficient evacuation procedures. Traditionally, first responders, including police
officers, firefighters, paramedics, and security personnel, are responsible for managing
evacuation efforts, locating victims, and providing immediate assistance. However, in
large-scale emergencies, their numbers are often insufficient to address every individual in
need. This is where autonomous systems, such as the Search and Rescue Robot, become
invaluable.

The SAR Robot is designed to operate in high-risk environments alongside human re-
sponders, with the primary goal of accelerating evacuation efforts and optimizing rescue
operations. Unlike traditional emergency response methods that rely solely on trained
personnel, this robot introduces an intelligent, automated approach to victim identifica-
tion and assistance delegation. Its fundamental role is to scan the environment, identify
individuals in distress, and facilitate their rescue by seeking human intervention when
necessary.

One of the core functionalities of the robot is victim detection. In chaotic evacuation
scenarios, it is common for some individuals to be unable to move due to injuries, entrap-
ment, or psychological shock. The robot employs sensor-based perception techniques to
recognize victims who require assistance, such as those who have fallen, those obstructed
by debris, or those who exhibit signs of extreme fear or immobility. Unlike human respon-
ders, who must manually search large areas, the robot automates this process, ensuring
that no victim goes unnoticed.

However, the robot is not designed to physically assist victims itself; instead, it serves as
a coordinator between those in need and potential rescuers. Once a victim is identified,
the system proceeds to search for an available bystander, referred to as zero responder
[22]. A zero responder is a civilian who is not formally trained as a first responder but
is capable of offering assistance in an emergency. The rationale behind this approach is
that, in a densely populated environment, there are often bystanders who are willing and
able to help but lack direction or awareness of where their intervention is needed. The
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robot acts as a mediator, strategically directing these individuals toward the victims, thus
improving the efficiency of evacuation efforts.

Upon locating a potential zero responder, the robot must assess their suitability for pro-
viding assistance. This decision is not arbitrary, but rather based on a set of criteria that
evaluate whether the individual is fit for the task. Factors such as the mobility of the
bystander, perceived confidence, and proximity to the victim play a role in determining
the probability of a successful intervention. If the selected individual is deemed unsuit-
able, for example, if they appear physically unable, unwilling, or too distressed to act
effectively, the robot will instead escalate the request to a first responder. This decision-
making mechanism ensures that the most efficient and appropriate course of action is
always taken.

The overarching goal of integrating zero responders into the evacuation process is to
reduce the burden on first responders and optimize the overall response time. Given that
first responders are typically limited in number, relying solely on their intervention may
result in delays that could prove critical in life-threatening scenarios. By intelligently
distributing tasks among both trained personnel and civilians, the system enhances the
scalability and efficiency of rescue operations, making it possible to assist a greater number
of victims in a shorter time frame.

1.3. Thesis Outline

The thesis is structured as follows.

Chapters 2 and 3 introduce the subject. In Chapter 2, we present a state-of-the-art review
by examining key studies that have contributed to our understanding of the topic. In con-
trast, Chapter 3 delves into the background of these studies, especially FormIDEAble [5].
FormIDEAble is a framework that enhances the safety and adaptability of autonomous
systems in dynamic environments. By integrating formal verification, probabilistic mod-
eling, and social identity theory, it enables intelligent decision-making in emergency sce-
narios, optimizing cooperation between robots, first responders, and civilians. The aim is
to highlight the foundational principles upon which this research is built.

Chapter 4 presents the structure of the objectives of this study, the methodologies em-
ployed to achieve them, and the tools utilized in the process. It provides an in-depth
discussion of the system framework and the modifications introduced in comparison to
the FormIDEAble project. A key focus is the integration of Automata Learning, which
represents the fundamental difference from the previous version.
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The first step in the development of this work was the implementation of a simulation
environment to generate data reflecting key behavioral and environmental parameters
affecting zero responders’ decision-making. The first part of Chapter 5 describes the en-
hancement of a NetLogo-based simulation [5], where synthetic data regarding mobility,
voice characteristics, and spatial positioning were extracted. The initial version of the
simulation did not include these factors; thus, a key part of this phase was modifying
the NetLogo code to ensure that all relevant information was logged and stored in an
analyzable format. The chapter concludes with an explanation of the data collection
process, clarifying how the obtained dataset was structured to support further analysis.
Once the dataset was generated, the focus shifted toward data processing and model
representation. The second part of Chapter 5 presents the updates made to an existing
Python-based analysis tool [5], which was originally designed to process prior datasets.
The modifications enabled the parsing and transformation of NetLogo-generated data
into a structured format suitable for formal modeling. This step was crucial, as it allowed
the collected information to be used for constructing an automaton that captures the
states and transitions of the system, representing the behavior of zero responders in dif-
ferent emergency contexts. The chapter discusses preprocessing techniques [57], textitdata
validation methods [27], and the rationale behind the chosen data-to-model translation
approach.

Having established a structured formal representation, the next step was strategy synthe-
sis using Uppaal. Chapter 6 details how the automaton built from the analyzed dataset
was replicated within Uppaal, leveraging its Priced Timed Markov Decision Process (PT-
MDP) framework [28]. This phase focused on designing a model capable of simulating
interactions between the robot, zero responders, and position and time constraints, with
the ultimate goal of deriving optimal strategies that maximize SAR robot’s efficiency
while ensuring compliance with safety constraints. The chapter provides an in-depth
discussion on how Uppaal was used to generate strategies that optimize the responders’
performance, ensuring a balanced trade-off between helping victims and maintaining an
efficient evacuation process. Following the synthesis of optimized strategies, it was essen-
tial to evaluate their applicability and effectiveness. Chapter 6, as well, introduces the
usage of another Phyton-based tool, named StrategoGenerator [5], designed to analyze
and validate the strategies generated by Uppaal. The main objective of this phase was to
assess whether the obtained strategies were practically applicable within the emergency
response model. This chapter describes the methodology used to interpret the strategy
output, the validation criteria employed, and the technical challenges encountered during
implementation.
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The final part of the research aimed at comparing the newly developed model with the
previous version to quantify improvements and identify potential drawbacks. Chapter 7
presents a comparative analysis, discussing wether the new probability-based model en-
hances decision-making compared to the original system. The analysis focuses on key
performance indicators, such as response time, success rate in obtaining assistance, and
overall system efficiency. Additionally, this chapter reflects on unexpected findings, limi-
tations, and possible refinements for future work.

Finally, Chapter 8 concludes the thesis by summarizing the key contributions of this re-
search, reflecting on the achieved objectives, and proposing potential future developments
to further improve the model. It discusses possible extensions, such as enhanced multi-
modal perception for the robot, more complex behavioral models for zero responders, and
real-world deployment strategies.
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2| State of the Art

This chapter includes the articles that have been useful in establishing a foundation for
the arguments discussed in this study, as well as those that have influenced, in various
meaningful ways, the decisions made throughout the project.

2.1. Related Works Overview

The advancement of autonomous systems and intelligent decision-making frameworks has
significantly improved the capabilities of search and rescue (SAR) robotics, pedestrian flow
modeling, and urban mobility simulations. In dynamic and unpredictable environments,
such as disaster zones, crowded public spaces, and large-scale urban settings, traditional
rule-based models often struggle to adapt to real-time changes and unforeseen obstacles.
This chapter provides an overview of recent innovations in robotic path planning, agent-
based simulation, and reinforcement learning-driven mobility modeling, highlighting the
methodologies that enhance navigation efficiency, adaptability, and decision-making ro-
bustness.

Section 2.1 explores path planning and adaptive learning techniques in SAR robotics,
emphasizing the shift from static heuristic-based approaches to machine learning and bio-
inspired optimization algorithms. The integration of Ant Colony Optimization (ACO)
and Q-Learning (QL) has shown promise in improving real-time path selection, while
additional refinements such as Bessel curve-based trajectory smoothing further enhance
robot maneuverability and efficiency in complex environments.

Section 2.2 focuses on the AnyLogic platform, a widely used agent-based and multi-
method simulation environment, demonstrating its application in high-density pedestrian
movement analysis, emergency evacuation planning, and infrastructure optimization. The
ability to simulate, test, and optimize space utilization strategies in airports, railway sta-
tions, and shopping malls provides valuable insights into urban design and crowd man-
agement.

Section 2.3 discusses the reinforcement learning-based simulation of mass human move-
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ment, emphasizing the transition from conventional travel demand models to adaptive,
data-driven mobility simulations. By leveraging Inverse Reinforcement Learning (IRL)
and Markov Decision Processes (MDP), researchers have developed AI-driven approaches
that dynamically predict and simulate pedestrian decision-making and large-scale human
mobility patterns.

Section 2.4 discusses other studies related to the subject, which were also instrumen-
tal in the initial development of the FormIDEAble project [5]. It primarily focuses on
frameworks for Human-Autonomous system cooperation, as well as the importance of
trustworthiness and safety in Human-Robot interaction.

Collectively, these sections illustrate the growing interdisciplinary convergence of machine
learning, optimization algorithms, and simulation-based methodologies, offering novel so-
lutions to the challenges of autonomous navigation, human movement forecasting, and
large-scale emergency response planning. This chapter lays the groundwork for under-
standing state-of-the-art innovations in SAR robotics, pedestrian simulations, and urban
mobility modeling, which will serve as a foundation for the methodological approach pro-
posed in this thesis.

2.2. Path Planning and Adaptive Learning in SAR

Robotics: Recent Innovations

One of the most critical challenges in SAR robotics is ensuring that autonomous agents
can efficiently navigate complex and hazardous environments while minimizing response
times and maximizing the number of individuals assisted. Traditional methods for robotic
navigation and path planning often rely on predefined heuristic rules or static decision
trees, which may not always be adaptable to dynamic and unpredictable real-world sce-
narios, such as earthquakes, building collapses, or fire emergencies. A key aspect of SAR
robotics is not only the identification of victims and obstacles but also the ability to de-
termine the most efficient route to reach those in need while avoiding unnecessary delays.
Given the inherent uncertainties and high-stakes nature of emergency response opera-
tions, recent research has turned toward machine learning and bio-inspired algorithms to
enhance the adaptability and efficiency of robotic navigation systems.

An intresting contribution to this field is presented in the work by Wenkai Fang, Zhigao
Liao, Yufeng Bai, which introduces an improved Ant Colony Optimization (ACO) algo-
rithm, a bio-inspired optimization algorithm that mimics the way ants find the shortest
path to food [16], like in Figure 2.1, fused with Q-Learning (QL), a model-free reinforce-
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ment learning algorithm used to find the optimal decision-making strategy in sequential
decision problems [38] to enhance global path planning for search and rescue robots [56].
The proposed hybrid approach aims to overcome the limitations of conventional ACO
and QL algorithms, which, despite their effectiveness in certain structured environments,
often struggle when applied to highly dynamic and uncertain SAR scenarios. Traditional
ACO-based path planning relies on pheromone trails to determine the most efficient paths
through an environment, simulating the way ants find optimal routes between their nest
and food sources. However, while ACO provides a robust foundation for environmental
exploration, it is often prone to slow convergence rates and suboptimal path selections,
especially when faced with dynamic obstacles or large-scale search areas.

Figure 2.1: Ant Colony Optimization

To address these issues, the authors propose an enhanced hybrid learning framework
that integrates Q-Learning, a well-established reinforcement learning (RL) technique, a
trial-and-error learning framework where an agent interacts with an environment, takes
actions, and receives rewards as feedback, where the goal is to learn an optimal policy
that maximizes the cumulative reward over time [3], to dynamically adjust path selection
strategies based on real-time feedback. In this model, ACO is initially used to establish
an optimal pheromone distribution, creating a structured representation of the environ-
ment. However, rather than relying solely on ACO heuristics, Q-Learning continuously
updates decision-making policies, allowing the robot to adjust its path based on the re-
wards obtained from previous movements. This adaptive fusion of bio-inspired ACO and
RL-based QL enables the system to continuously refine its route optimization strategy, en-
suring that the selected path is not only theoretically optimal but also practically feasible
given real-time environmental constraints.

One of the key innovations introduced in this study is the incorporation of Bessel curves,
a spectral curve that appears in the study of wave phenomena, differential equations,
and geometric structures [15], to further enhance the quality of path trajectories. A
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common limitation of traditional graph-based and heuristic path planning methods is
that they often generate rigid, angular, and abrupt turns, which can be problematic
for real-world deployment. In disaster environments, where SAR robots may need to
traverse narrow corridors, maneuver around debris, or operate in unstable terrains, sudden
changes in direction can increase energy consumption, reduce maneuverability, and even
cause instability in movement. By integrating smooth curve-based navigation, the authors
ensure that the robot’s planned trajectory is not only efficient in terms of distance traveled
but also practical in terms of real-world execution. The use of Bessel curves allows for
more fluid motion, reducing the sharp angles in the robot’s path and making navigation
more natural and stable.

The effectiveness of this hybrid optimization approach was validated through an exten-
sive series of simulation-based experiments, comparing the proposed model against con-
ventional ACO, Q-Learning, and Salp Swarm Algorithm (SSA) techniques, a bio-inspired
optimization algorithm that mimics the swarming behavior of salps in the ocean [1]. The
experiments were conducted in multiple test environments, including grid-based 10×10,
20×20, and 30×30 spatial configurations, as well as real-world scenario simulations us-
ing aerial imagery to replicate disaster-stricken environments. The results demonstrated
that the IAC-IQL hybrid approach outperformed traditional path planning algorithms in
several key performance metrics, including reduced travel time, shorter path lengths, and
improved convergence stability. Furthermore, the integration of reinforcement learning
mechanisms allowed the robot to continuously refine its navigation approach, demon-
strating higher adaptability to unforeseen obstacles and dynamically changing conditions.

While this approach primarily focuses on path optimization and autonomous decision-
making, rather than human-robot interaction, it provides valuable insights into how ma-
chine learning techniques can enhance the overall efficiency of search and rescue missions.
The ability to dynamically adjust path strategies, rather than relying on static predefined
routes, ensures that robotic systems can operate more effectively in real-world emergency
scenarios. This study highlights the growing importance of hybrid learning frameworks,
where multiple optimization techniques are combined to compensate for individual algo-
rithmic weaknesses and enhance decision-making robustness.

Although the method proposed in this research represents a significant improvement over
conventional navigation strategies, it is worth noting that the study does not directly
address how these path planning optimizations could be integrated with human assistance
mechanisms. In contrast, the approach proposed in this thesis, instead of discussing the
robot’s path planning, is more focused on its capacity to strategically involve human zero
responders in the rescue process. Future research could explore ways to merge these two
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perspectives, combining path optimization techniques with adaptive human-interaction
models to further improve the effectiveness of SAR robotics. Furthermore, the parameters
utilized by the robot when deciding whether it is worth asking help to a zero responder or
not, could depend on the position of the survivor and of the victim, as it will be discussed
further on, therefore it is an approach worth mentioning.

2.3. AnyLogic: Agent-Based and Multi-Method Sim-

ulations for Crowded Environments

The AnyLogic platform provides an advanced simulation environment for analyzing and
optimizing pedestrian flows and operational processes in large public facilities such as
airports, railway stations, and shopping malls. Managing high-density environments re-
quires ensuring smooth pedestrian movement, minimizing congestion, and improving user
experience, making simulation a critical tool for designers and managers [49]. Traditional
analytical approaches to pedestrian movement often rely on static models or rule-based
heuristics that do not fully capture the complexity of human behavior in crowded envi-
ronments [59]. AnyLogic, by leveraging agent-based, discrete event, and system dynamics
modeling, enables a more sophisticated representation of crowd dynamics, allowing for
real-time adjustments based on environmental factors, individual decision-making pro-
cesses, and external disruptions [34].

One of the most crucial applications of AnyLogic is in building design and space opti-
mization, where its Pedestrian Library allows modeling and simulating crowd behavior in
complex layouts [11]. This feature is particularly valuable for transport hubs and com-
mercial centers, where a detailed understanding of people movement patterns is essential
for optimizing space utilization and minimizing congestion risks. Using agent-based sim-
ulation, AnyLogic enables decision-makers to test different configurations, identify bottle-
necks, and improve infrastructure design, ensuring that pathways, escalators, elevators,
and corridors are used optimally [44]. For example, in airport terminals, where passengers
interact with multiple service points such as check-in desks, security checkpoints, baggage
claim areas, and boarding gates, predictive modeling helps optimize the placement of
these facilities to prevent overcrowding and excessive waiting times. Similarly, in rail-
way stations, subway platforms, and shopping malls, simulation models provide insights
into the movement of individuals based on peak-hour traffic, seasonal fluctuations, and
emergency evacuation needs [63].
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Figure 2.2: Simulation of a restaurant dynamic using AnyLogic

The introduction of new service points, such as automated ticket barriers in railway sta-
tions, self-service kiosks in shopping malls, or security screening areas in airports, has a
significant impact on pedestrian movement, requiring precise optimization of facility lay-
outs. Simulation-based analysis allows stakeholders to evaluate the placement of security
checkpoints, baggage drop areas, and customer service stations to improve efficiency and
prevent bottlenecks [29]. By running scenario-based simulations, managers can test var-
ious layouts and service configurations, measuring passenger throughput, queue lengths,
and waiting times, ultimately leading to data-driven decisions that enhance operational
efficiency and customer satisfaction. Additionally, simulation can help predict the effects
of new policies or regulations, such as increased security screening post-pandemic or the
introduction of digital-only ticketing systems, allowing planners to anticipate challenges
before implementing real-world changes [21].

In high-density environments, evacuation planning is a major challenge. AnyLogic sup-
ports the simulation of emergency scenarios, testing various evacuation strategies by incor-
porating realistic pedestrian behaviors and movement restrictions [39]. Unlike traditional
evacuation planning methods that assume uniform movement patterns, AnyLogic allows
for heterogeneous agent behavior, where individuals may hesitate, follow social groups,
or change their path dynamically based on perceived risks [48]. By evaluating multiple
emergency response strategies, planners can identify potential risks and refine procedures
to ensure safe and efficient evacuation [60]. For instance, in the case of a fire in an airport
terminal or shopping mall, simulations can determine how quickly the building can be
cleared, which exits become congested first, and how modifications in signage placement,
alarm timing, or staff intervention can influence escape times. These insights are critical
for meeting regulatory safety standards and ensuring public well-being in crisis situations.

Similarly, customer flow analysis is a crucial application for retail spaces, where pedestrian
simulations help businesses optimize store layouts, promotional placements, and signage
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visibility, ultimately maximizing revenue and enhancing the shopping experience [46]. In
a modern shopping mall, foot traffic is influenced by multiple factors, including store
positioning, advertising strategies, seasonal trends, and the presence of entertainment
zones. By simulating these interactions, mall operators can determine the ideal positioning
of high-footfall stores, assess the effectiveness of promotional campaigns, and optimize the
layout of food courts and common areas to maintain an even distribution of visitors. The
ability to model consumer behavior also aids in designing future expansions or renovations,
ensuring that new wings or anchor stores integrate seamlessly into the existing flow of
foot traffic [42].

AnyLogic is also used in transport accessibility and traffic management, simulating the
demand for public transport, parking availability, and road traffic dynamics to improve
the connectivity of public spaces. Transport hubs are often the entry and exit points
for thousands of people per hour, making congestion and access control critical factors
in facility management. The software provides a framework for evaluating the impact of
transit system modifications, parking expansions, and real-time traffic flow adjustments,
ensuring that public infrastructure can efficiently handle peak-time surges [10]. By inte-
grating traffic simulation models with pedestrian flow dynamics, AnyLogic helps urban
planners optimize the relationship between transportation and pedestrian activity, pre-
venting bottlenecks at bus stops, metro station entrances, taxi pick-up points, and drop-off
zones [37]. This type of predictive modeling is especially relevant for major event venues,
stadiums, and conference centers, where ensuring smooth arrival and departure processes
is essential for operational success.

The AnyLogic website on airports, stations, and shopping malls highlights how simula-
tion technology enhances the design, management, and operation of high-density public
spaces. By integrating pedestrian flow analysis, business process optimization, emer-
gency evacuation modeling, and transport accessibility studies, AnyLogic offers a powerful
decision-support tool for designers, urban planners, and facility managers, enabling them
to develop data-driven solutions that improve efficiency, safety, and user experience [17].
Unlike static spreadsheet-based planning methods, simulation allows for real-time scenario
testing, enabling decision-makers to explore multiple alternatives before committing to
costly infrastructure investments. As cities continue to grow and evolve, simulation-based
planning will become an increasingly valuable asset in ensuring that public spaces are
designed to accommodate both current demands and future challenges.
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2.4. Reinforcement Learning-Based Simulation of Mass

Human Movement

Understanding large-scale human mobility is a fundamental challenge in urban plan-
ning, transportation engineering, and disaster response management. Traditional models
of travel demand and pedestrian movement often rely on survey-based data collection,
Markov processes, or rule-based heuristics, which, while useful, suffer from inflexibility
and an inability to capture the dynamic decision-making processes of individuals [8]. The
research presented in [61] introduces a reinforcement learning (RL)-based framework for
modeling citywide movement patterns using real-world GPS data, offering a more adapt-
able and data-driven alternative to conventional mobility simulations.

The study leverages Inverse Reinforcement Learning (IRL), a machine learning technique
that infers reward functions from observed behavior, to simulate pedestrian decisions
based on real movement data collected from mobile devices [41]. Unlike standard rein-
forcement learning, where an agent learns through direct interaction with an environment,
IRL allows the system to deduce the implicit objectives and preferences of individuals
based on historical mobility patterns. This approach is particularly relevant for mod-
eling commuting behavior, daily activity planning, and emergency evacuation scenarios,
where people make decisions based on multiple dynamic factors such as traffic conditions,
accessibility, and infrastructure constraints [54].

2.4.1. Methodology and Model Architecture

The study employs Markov Decision Processes (MDP) to define pedestrian decision-
making as a series of state-action transitions, where each state represents a geographical
location (e.g., home, workplace, transit station), and actions correspond to movement
choices between locations [12]. The reward function, which guides an agent’s decision-
making, is learned through IRL and incorporates contextual features such as distance, time
constraints, accessibility, and availability of services. Unlike static travel demand models
that assume predefined rules, the RL-based approach dynamically adjusts decision-making
policies based on changing conditions [62].

To validate the effectiveness of this framework, the authors conducted experiments in two
Japanese cities (Tokyo and Hiroshima), utilizing GPS trajectory data from real users. The
simulation successfully reproduced urban mobility patterns, closely matching observed
behaviors in daily commuting, transport mode preferences, and spatial distribution trends.
The results demonstrated a higher accuracy in capturing real-world human movement



2| State of the Art 15

compared to traditional models, such as Markov chains and discrete choice models, which
lack adaptability in changing environmental conditions [19].

2.4.2. Key Contributions and Findings of AnyLogic

This research introduces a data-driven and adaptive approach for modeling mass human
movement, demonstrating several key advantages over conventional methods:

• Higher accuracy in replicating real-world mobility: The RL-based model was able to
learn and reproduce dynamic travel behavior with greater precision than traditional
mobility models [26].

• Adaptability to environmental changes: Unlike fixed-route simulations, this ap-
proach allows pedestrian movement patterns to adjust dynamically based on infras-
tructure modifications, policy changes, or disruptions [32].

• Potential applications in emergency response planning: The ability to simulate re-
alistic decision-making under uncertainty makes this model valuable for evacuation
route optimization, transit system design, and traffic congestion management [40].

However, the study also highlights some limitations. The reward function estimation
remains challenging, particularly in capturing long-term dependencies in decision-making.
Additionally, the framework does not yet incorporate demographic and socio-economic
factors, which could provide a more granular representation of travel behavior [23].

2.4.3. Relevance to Search and Rescue Robotics and Path Plan-
ning

While the focus of this research is on urban mobility simulation, its findings have direct
implications for path planning and decision-making in autonomous systems, particularly
in search and rescue (SAR) robotics. The RL-based approach provides a dynamic and
adaptable decision-making framework, which could be leveraged for optimizing robotic
movement in disaster-stricken environments. In the context of human-robot interaction,
this model suggests that reinforcement learning could help SAR robots predict and adapt
to human movement patterns, thereby improving response efficiency and resource alloca-
tion [45].

Furthermore, since this thesis explores the strategic involvement of human zero respon-
ders in search and rescue scenarios, this framework could inspire a similar reinforcement
learning-based approach where robots dynamically assess whether to engage human re-
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sponders based on real-time environmental data and survivor positions. Instead of relying
solely on predefined navigation heuristics, integrating machine-learned decision-making
strategies could significantly enhance SAR effectiveness and adaptability in complex res-
cue operations [52].

2.4.4. Considerations on AnyLogic Software

This paper presents an advancement in mass movement simulation by leveraging rein-
forcement learning and inverse reinforcement learning to model human mobility at scale.
By learning decision-making strategies from real-world GPS data, the proposed approach
overcomes the rigidity of traditional models, offering a dynamic, adaptive, and data-driven
alternative for transport planning, emergency management, and urban infrastructure opti-
mization. Its potential applications extend beyond mobility planning, providing a valuable
reference for robotic path planning, search and rescue coordination, and disaster response
modeling [7].

As future research explores multi-agent reinforcement learning, human-robot collaborative
decision-making, and real-time simulation integration, these methodologies will likely be
emergent discoveries in the next generation of AI-driven mobility and rescue systems.

2.5. Advancing Human-Autonomous System Coop-

eration

The cooperation between humans and autonomous systems (ASs) has been widely stud-
ied in various research domains, particularly focusing on understanding and modeling the
uncertainty inherent in human behavior during collaborative interactions [13, 35]. These
studies aim to develop strategies that optimize coordination between humans and ASs,
ensuring that autonomous systems can function efficiently while adapting to human re-
sponses in dynamic environments. This section explores three key aspects of human-AS
cooperation: frameworks for modeling adaptive behavior, trustworthiness in human-AS
interaction, and safety assurances in cooperative systems [5].

2.5.1. Frameworks for Human-Autonomous System Coopera-
tion

One of the major challenges in human-AS cooperation is modeling human behavior ef-
fectively, particularly in uncertain or high-stakes environments. Various approaches have
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been proposed to address this issue, many of which incorporate probabilistic modeling
and behavioral adaptation.

The MAPE-K_HMT framework, for instance, integrates monitoring, analysis, planning,
and execution phases to facilitate human-machine teaming. By leveraging runtime models,
this approach allows ASs to dynamically adjust their strategies based on observed human
behavior, ensuring smoother collaboration and reducing conflicts [13]. The framework
emphasizes the bidirectional nature of human-autonomous system interactions, where
human responses actively shape AS decision-making processes.

Similarly, the Identity-Aware Architecture for Autonomous Systems (IDEA) [20] extends
this concept by incorporating social identity theory to refine AS decision-making. This
architecture allows autonomous systems to reason about group dynamics and human
identity-related factors, enhancing their ability to anticipate human preferences and ac-
tions. Such models are particularly useful in scenarios where different human groups have
varying roles, objectives, and levels of familiarity with autonomous systems.

Despite these advancements, a critical limitation of these frameworks is their lack of formal
safety assurances. While they improve human-AS interaction efficiency, they often fall
short in providing guarantees that the system will operate safely under all conditions.
This concern leads to the next major research area: ensuring the trustworthiness of ASs
in real-world applications.

2.5.2. Trustworthiness in Human-Robot Interaction

Trust is a fundamental aspect of human-AS cooperation, particularly in emergency re-
sponse scenarios where human reliance on robotic assistance can be a matter of life and
death. Research has shown that people are more likely to follow rescue robots if they have
witnessed them making correct decisions [9, 55]. However, trust is inherently fragile, and
a single error or misjudgment by the robot can significantly reduce human confidence in
the system.

Several studies have investigated methods to enhance and sustain trust in autonomous
systems. One key factor influencing trust is the presence of other humans. Social in-
fluences often dictate whether individuals choose to follow AS guidance, especially in
high-risk situations [55]. Additionally, overtrust in ASs can also be problematic, as it
may lead humans to follow robotic instructions blindly, even when those decisions may
not be optimal [9].

To address these concerns, researchers have emphasized the need for ASs to be not only
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trusted but also inherently trustworthy. Trustworthy ASs should be capable of reasoning
about their own limitations and communicating uncertainty effectively to human collab-
orators. This involves designing robots that can adjust their behavior based on human
feedback, as well as implementing mechanisms that prevent over-reliance on robotic de-
cisions in uncertain situations. The aim is to integrate these principles by ensuring that
its decision-making process is transparent and grounded in formal safety assurances, re-
inforcing both trust and reliability in human-AS interactions.

2.5.3. Safety in Human-Autonomous Systems Cooperation

Safety has emerged as a key research priority in human-AS cooperation, with formal
methods playing a crucial role in verifying that AS decisions adhere to strict safety re-
quirements [31]. Unlike purely data-driven approaches, formal verification techniques
offer mathematical guarantees that an autonomous system will operate within predefined
safety constraints, reducing the risk of unpredictable or dangerous behavior.

A prominent technique in this domain is cooperative inverse reinforcement learning (CIRL) [24],
which models human-AS interactions as a collaborative learning process. By observing
human behavior, CIRL enables ASs to infer optimal strategies while aligning their ac-
tions with human intentions. This technique has been particularly effective in scenarios
where ASs must learn from limited human input while ensuring compliance with safety
regulations.

Another promising approach involves the use of iterative abstraction and controller syn-
thesis [53], which balances the trade-off between system complexity and verifiability. This
method simplifies the AS decision-making process by abstracting unnecessary details while
preserving essential safety properties. It has been successfully applied in security-critical
systems where minimizing human obligations is essential to prevent cognitive overload
and human error.

FormIDEAble builds upon these formal methods by integrating socially-aware decision-
making with rigorous verification techniques. By incorporating safety constraints into
its strategy synthesis process, it ensures that human-AS cooperation remains not only
effective but also provably safe. This fusion of social intelligence and formal verification
represents a significant advancement in the field, bridging the gap between theoretical
models and real-world applications.
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This chapter reviews the starting point of the work done and analyzes some possible ways
that could have been implemented in the study of the subject. Firstly there is an introduc-
tion on Netlogo. Then, the explanation of the FormIDEAble project is addressed, study
on which this work is based, to then examine what are other ideas explored and that could
have enhanced the functionality of a Search and Rescue robot or from which the ideas of
this work were taken.

3.1. An Overview of NetLogo: Agent-Based Model-

ing for Complex Systems

NetLogo is a multi-agent programmable modeling environment widely used for simulating
complex systems across various disciplines, including biology, social sciences, robotics, and
artificial intelligence. Developed by Uri Wilensky at Northwestern University [58], it is
particularly well-suited for exploring emergent behaviors in systems composed of multiple
interacting agents. Unlike traditional simulation environments that rely on equation-
based modeling, NetLogo provides a more intuitive and flexible approach by allowing
researchers to define individual agent behaviors and observe how macro-level patterns
emerge from their interactions.

At its core, NetLogo is built around an agent-based modeling (ABM) paradigm, meaning
that it simulates, using stochastic models, the actions and interactions of autonomous
agents, being assigned with certain attributes, in a predefined environment [43]. These
agents, known as turtles, move and interact on a grid-based world composed of patches
(stationary environmental elements) and can be programmed to follow specific rules. The
platform also includes links, which represent connections or relationships between agents,
enabling researchers to model networks and dynamic interactions.

NetLogo allows users to define behavioral rules using a high-level scripting language specif-
ically designed for agent-based modeling, and its programming language is based on Logo,
a dialect of Lisp [18], and provides a declarative, rule-based syntax that enables users
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to specify agent behaviors in an intuitive manner. NetLogo models typically follow a
discrete-time simulation structure, where the world updates in ticks, allowing for stepwise
execution of agent interactions.

Figure 3.1 illustrates the initial configuration of the simulation. The black human-shaped
icons represent passengers, who can be either normal-sized or smaller, the latter rep-
resenting children. The green car-shaped icon denotes the SAR Robot, responsible for
navigating the environment. The blue bands along the edges of the image indicate the
exits, while the straight gray lines connecting passengers represent the predefined links
between survivors.

Figure 3.1: Setup NetLogo Configuration

Figure 3.2 illustrates the progression of the SAR simulation as the emergency scenario
unfolds. The red square represents the fire, acting as the primary hazard in the environ-
ment. The pink human icons indicate individuals evacuating towards the exits, moving
away from danger. The orange icons represent victims, who are temporarily unable to
escape autonomously and require assistance. Throughout the scene, the green icons sym-
bolize first responders, who are actively engaged in the rescue operation. Meanwhile, the
blue icons represent zero responders, individuals who are voluntarily moving toward the
victims to provide aid. The SAR robot, depicted as a small vehicle, navigates through
the environment, assisting in the rescue process. This sequence demonstrates the coor-
dinated evacuation dynamics, highlighting the interaction between autonomous agents,
first responders, zero responders, and evacuees in response to the emergency situation.
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Figure 3.2: Simulation Progression in a SAR Scenario

A NetLogo simulation consists of four primary components:

• Turtles (Mobile Agents): These are autonomous entities that navigate the simu-
lation environment, execute programmed behaviors, and interact with other agents.
Each turtle has its own set of variables (e.g., position, state, attributes) and can
perform actions such as moving, sensing, and modifying the environment. In this
study the Turtles are divided in 3 different types:

– SAR Robots: the agent that describe the robot that will have certain charac-
teristics.

– Survivors: the agents that describe passengers or any common person in the
simulation; they are the ones that can become victims or zero responders.

– Staff members: the agents that describe the first responders such as security,
police, firefighters, etc...

• Patches (Static Environmental Units): The world in NetLogo is divided into a
grid of patches, each representing a fixed area of the simulation space. Patches can
store information (e.g., terrain properties, environmental conditions) and influence
agent behaviors.

• Links (Agent Relationships): These define connections between turtles, making
it possible to simulate social networks, collaborative tasks, or hierarchical structures,
for example the cultural relation that was introduced by FormIDEAble project [5].
Links can be directed or undirected, weighted, and dynamically created or removed
during the simulation.

• The Observer (Global Controller): This is an external entity responsible for
initializing the simulation, monitoring global properties, and executing top-level
commands. The observer interacts with turtles and patches to control execution
flow and manage simulation parameters.
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One of the major advantages of NetLogo is its ability to handle large-scale simulations with
a relatively low computational cost compared to more complex multi-agent frameworks.
The built-in parallel processing capabilities, the capacity to process data simultaneously
completing tasks [50], allow for the execution of thousands of agents in real time, making
it possible to model crowd dynamics, biological populations, and decision-making pro-
cesses. Additionally, NetLogo provides a rich visualization toolkit, enabling researchers
to observe simulations dynamically, interact with parameters through a graphical user
interface (GUI) shown in Figure 3.3, and export data for further analysis.

Figure 3.3: NetLogo GUI

NetLogo also supports behavioral modeling through stochastic processes, allowing re-
searchers to introduce randomness into agent actions and environmental interactions. This
is particularly useful for emergency response simulations, where human decision-making is
inherently non-deterministic. Furthermore, NetLogo’s integration with external program-
ming languages (such as Python and Java) enables the extension of its functionalities,
allowing for data-driven modeling and hybrid simulations, which will be relevant in the
second part of the study.

3.2. SearchandRescue Robot: FormIDEAble

The foundation of this research is built on FormIDEAble [5], a sophisticated framework
designed to enhance the safety, efficiency, and adaptability of autonomous systems op-
erating in dynamic and unpredictable environments. As already stated, in emergency
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situations, where every second is crucial and the margin for error is minimal, it is es-
sential to develop robotic systems capable of making intelligent, context-aware decisions
while interacting with both human responders and civilians. In this study, the SAR robot
that serves as the focal point of this study, operates within this framework to bridge the
gap between professional first responders and the general public, leveraging a combination
of formal verification techniques, probabilistic modeling, and real-time human interaction
to optimize emergency responses. The core principle behind FormIDEAble is that an au-
tonomous system must not only be capable of executing pre-defined safety protocols but
must also dynamically adjust its behavior based on its assessment of the surrounding en-
vironment and human social dynamics. To achieve this, FormIDEAble employs a Priced
Timed Markov Decision Process (PTMDP) network [28], a highly structured mathemat-
ical model that enables the system to analyze complex emergency scenarios, synthesize
optimal strategies under conditions of uncertainty, and guarantee safety properties while
ensuring an efficient response.

A crucial aspect of FormIDEAble is its reliance on theory from social identity research,
which suggests that during critical situations, human behavior is not purely individualistic
but is shaped by group identity, collective perception of risk, and social cohesion, according
to Kordoni et al. [30]. People in distress often develop a shared sense of identity, which
can lead to increased cooperation and mutual assistance. However, not all individuals
exhibit the same response patterns: while some may be naturally inclined to help others,
others may prioritize their own safety due to fear, confusion, or situational constraints.
FormIDEAble captures these behavioral nuances through an advanced stochastic multi-
agent modeling approach, which allows the system to predict, with high accuracy, the
likelihood that a zero responder will assist a victim. Unlike traditional models that assume
binary behaviors (i.e., help or not help), this framework introduces a spectrum of possible
reactions, where multiple factors dynamically influence decision-making. The system’s
ability to anticipate and adjust to these fluid social interactions is what distinguishes it
from conventional rule-based emergency response mechanisms.

Within this framework, SAR Robot is designed to perceive, process, and react to its en-
vironment in real time. Its operations can be broken down into a structured sequence of
steps: initially, the robot scans the environment to identify victims in need of assistance,
utilizing sensor fusion techniques to assess both physical conditions (such as posture,
movement, and apparent injuries) and contextual risks (such as proximity to hazards).
Simultaneously, it identifies potential zero responders within its vicinity, categorizing them
based on visual cues, behavioral indicators, and spatial positioning. Once a set of possible
human assistants has been established, the AI applies a probabilistic inference model to
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estimate their likelihood of cooperation, taking into account factors such as their current
movement patterns, perceived state of distress, and social behavior. After compiling this
data, SAR strategically selects and engages with the most promising candidates, issu-
ing carefully calibrated requests for assistance, while continuously adjusting its approach
based on real-time feedback. One of the defining characteristics of FormIDEAble is its
formal verification approach, ensuring that every decision taken by the robot is backed
by rigorous mathematical guarantees. This eliminates the risk of suboptimal or unsafe
choices, a critical requirement in high-stakes scenarios where human lives are on the line.
In Figure 3.4 illustrates the framework of the project, showing how the SAR robot’s
decision-making is influenced by the social identity of the passengers through game dy-
namics and the collection of relevant data. The framework has been extensively validated
through empirical testing, with simulation-based analyses demonstrating a 24% improve-
ment in efficiency compared to baseline cooperation models and a precision rate exceeding
93% in predicting safety-compliant outcomes.

Figure 3.4: FormIDEAble Framework [5]

Despite its advanced capabilities, FormIDEAble in its initial implementation still exhib-
ited areas where optimization was possible. This research introduces a series of refinements
aimed at further enhancing the robot’s ability to navigate human behavior, environmental
complexity, and long-term cooperation strategies.
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3.2.1. NetLogo Simulation

The FormIDEAble study focused on implementing parameters that the SAR robot could
use to compute the probability of a zero responder assisting a victim, as previously dis-
cussed. A specific function, offer-help?, was designed for this purpose, and a brief
explanation of its operation is provided below.

Core Logic

The function begins by retrieving the demographic attributes of the passenger. A boolean
variable, result, is initialized as FALSE and is updated only if certain conditions are met.
Specifically, a passenger is eligible to assist only if:

• Their age is not classified as a child (children do not autonomously decide to assist).

• They are not the same individual as the selected fallen person.

If these conditions hold, the function computes a social identity score through a specific
function, named get_social_identity. This calculation is based on the cultural cluster
classification of both the responder and the victim. Based on the passenger’s gender, age,
and social identity, the function determines the corresponding row and column in the
helping probability matrix. This matrix contains predefined likelihoods of assistance for
different demographic groups, as originally defined in the FormIDEAble framework.

Probability Computation

A probability value, helping_chance, is retrieved from the helping probability matrix
using the previously identified row and column indices. The main refinement in this work
lies in the way this probability is computed and weighted, ensuring a more realistic mod-
eling of human decision-making. The final decision is based on a weighted combination
of factors, including the retrieved helping_chance value (90% weight).

This probability score is then compared against a randomly generated value in the range
[0,1]. If the generated random number is lower than the computed probability, the pas-
senger decides to help (result is set to TRUE).

Function Output

At the end of execution, the function returns a boolean value, indicating whether or not
the passenger has offered help to the selected fallen person. Additionally, the function
modifies behavioral counters, tracking the number of zero responders who decide to pro-
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vide assistance. However, the influence of these counters on future decision-making will
be analyzed in detail in a later section.

Data Extraction

Once the simulation is defined and functioning correctly, data on passenger behavior is
extracted using dedicated functions and stored in a file. This file then forms the basis
for the strategy model, which is developed using the Python tool introduced in the next
section.

3.2.2. Learning Framework for Stochastic Hybrid Automaton

Within the FormIDEAble study, a Python tool was also developed to create a learning
system, which is referred to as SystemUnderLearning within the project.

This set of code is designed to support the Learning and refinement of a Stochastic Hybrid
Automaton (SHA), which models the behavior of a system by analyzing observed traces.
The framework follows an active learning paradigm, where different components work
together to iteratively build an accurate model of system behavior.

Learning Process

The learning process is structured as follows:

• Trace Collection and Processing: The system generates data in the form of traces,
which represent sequences of observed events. These traces are parsed and struc-
tured into meaningful representations that can be used for learning.

• Observation Table Construction: The collected data is organized into an observa-
tion table, which serves as the foundation for refining the model. This table helps
structure the learning process by storing information about system behavior under
different conditions.

• Querying and Refinement: The Learner interacts with the Teacher, who provides
insights based on prior knowledge and observed patterns. The learner issues queries
to determine system responses and detect inconsistencies. These queries help refine
the model by identifying gaps or contradictions in the learned behavior.

• Counterexample Identification and Model Adjustment: If inconsistencies arise, coun-
terexamples are generated to highlight areas where the model fails to align with
observed data. These counterexamples are used to iteratively improve the accuracy
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of the automaton.

• Automaton Generation and Validation: Once the model reaches a satisfactory level
of accuracy, a structured SHA is generated [5]. This automaton encodes the decision-
making process of the system, representing how it transitions between different
states based on environmental conditions and learned behaviors.

• Continuous Improvement: The learning process does not end after a single iteration.
New data can be integrated over time, and the automaton can be continuously re-
fined as more traces become available. This ensures that the model remains adaptive
and capable of handling new scenarios.

SampledSignal: Time-Dependent Data Representation

The parsed data are transformed into a SampledSignal object, a class designed to store
and process time-dependent signals, where each data point represents a particular value
at a given moment. This format is especially useful for structuring discretized temporal
data, ensuring that system behaviors and dynamic changes can be analyzed effectively.

Each sampled signal consists of a sequence of signal points, represented by the SignalPoint
class. Each SignalPoint contains:

• A Timestamp, marking the moment in time when the value was recorded.

• A numerical value, representing the measured parameter at that specific time.

A SampledSignal is then created by grouping multiple SignalPoint instances into a
structured sequence. Additionally, each signal can have a label for categorization, facili-
tating further analysis.

This representation is crucial for modeling state transitions and system evolution over
time, enabling efficient data processing and integration with external tools for automaton
generation.

Final Considerations on the Learning Framework

By leveraging this approach, the framework enables a systematic method for understand-
ing and modeling complex system behaviors, reducing the need to manually define every
possible scenario. The learned automaton serves as a valuable tool for both simulation
and real-world decision-making, ensuring a data-driven and adaptive approach to system
modeling.

This tool will also be used in this study to generate the automaton model required for
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strategy development.

3.2.3. Priced Timed Markov Decision Process (PTMDP) For-
mulation

As already introduced, one of the main steps of the FormIDEAble project was to create
a Priced Timed Markov Process. In this part it will be analyzed more deeply how this
has been done.

Definition of PTMDP

The Priced Timed Markov Decision Process (PTMDP) is a formal model used within the
FormIDEAble framework to describe the interaction between autonomous systems and
social groups in scenarios where cooperative behavior is required under uncertainty and
safety constraints. This model integrates multiple dimensions:

• Temporal dimension: It captures time-dependent constraints and the duration of
actions.

• Cost dimension: It defines performance metrics, enabling optimization based on
cost or reward functions.

• Stochastic dimension: It incorporates environmental uncertainty through proba-
bilistic state transitions.

• Game-theoretic aspect: It considers uncontrollable actions of the environment as
adversarial decisions against the autonomous agent.

The primary goal of this model is to solve a cost-constrained reachability problem, where
the system must synthesize an optimal strategy that minimizes cumulative cost while
ensuring safe reachability. In Figure 3.5 is shown the Framework of the FormIDEAble
strategy.

Figure 3.5: Zoomed Framework of FormIDEAble [5]
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PTMDP Construction in the FormIDEAble Framework

The FormIDEAble framework constructs a network of PTMDPs to formally represent the
interaction between the autonomous agent and its surrounding environment. The process
follows these steps:

The system is structured as a two-player game:

• The autonomous system is modeled as a controller that makes strategic decisions.

• The environment acts as an adversary, with partially observable and stochastic
transitions.

• Actions are categorized into:

– Controllable actions: Executed by the autonomous agent.

– Uncontrollable actions: Governed by environmental dynamics.

A key feature of PTMDPs in FormIDEAble is their ability to enforce safety constraints.
The framework ensures that all synthesized strategies satisfy predefined safety properties,
typically expressed as:

P≤p(ϕ) subject to C≤c(ψ) (3.1)

where ϕ and ψ denote reachability constraints, and p, c represent probability and cost
bounds, respectively.

The framework leverages Uppaal Stratego, a model-checking tool for PTMDPs, to derive
optimal control strategies. These strategies maximize system performance by:

• Minimizing expected cumulative cost.

• Ensuring constraint satisfaction under stochastic uncertainty.

The PTMDP formalism underpins the FormIDEAble framework, enabling precise mod-
eling of autonomous decision-making in uncertain environments. By integrating time,
cost, and stochasticity into a unified decision model, the system synthesizes robust and
adaptive strategies that optimize safety and performance in high-risk scenarios.

In Figure 3.6, the graphical model of the FormIDEAble project [5] is represented. The
Robot model consists of a straightforward decision between requesting help from a zero
responder or a first responder, using two distinct actions: help_victim! or, as only
alternative, contact_first_responder!.

The Survivor model, on the other hand, is more complex. On one side, the branch
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represents the scenario without considering the study’s implementation, while on the
other, it incorporates it. In each branch, the two possible options remain the same:
seeking help from either a zero responder or a first responder. From there, the diagram
further branches based on the probability of receiving assistance.

(a) Survivor Model.

(b) Robot Model.

Figure 3.6: FormIDEAble Strategy Model

The strategy is designed to determine the optimal path that minimizes the overall cost,
where cost is defined as the total evacuation time. The final computation relies on a
specific payoff function, which is used to assess which action leads to the best outcome.
This concept will be further elaborated in the following sections.

3.2.4. Stratego Generator

An integral component of the FormIDEAble study is the Stratego Generator Tool.
This Python-based tool creates a dynamic interaction between the strategy generated in
the earlier phase and the NetLogo simulation environment. Its primary purpose is to
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leverage the strategy developed from the Uppaal model to determine the optimal actions
for each situation, taking into account both the defined strategic criteria and the specific
targets of the strategy [5].

By integrating these elements, the tool serves as a critical bridge between theoretical
model outputs and practical simulation applications. It continuously assesses the current
state of the simulation, thereby allowing it to adapt the recommended actions in real
time. This adaptive approach ensures that the decision-making process remains closely
aligned with the evolving dynamics of the system.

Furthermore, the Stratego Generator Tool is designed with modularity and scalability in
mind. Its flexible framework not only supports the current research objectives but also
facilitates future extensions, such as incorporating additional strategy inputs or refining
decision parameters. This robust integration of simulation data and strategic analysis
enhances the overall effectiveness of the model, paving the way for more advanced appli-
cations in automated strategy generation.

It will be discussed more deeply in Chapter 6 considering the implementations applied
according to the strategy generated by this study.

3.3. SearchandRescue Robot: Other Ideas

As the field of search and rescue robotics continues to evolve, researchers have explored
various methodologies to enhance the efficiency and effectiveness of autonomous systems
(AS) in emergency scenarios. While the approach presented in this thesis focuses on lever-
aging zero responders to optimize evacuation times, alternative strategies have been pro-
posed to tackle similar challenges from different perspectives. Many of these approaches
emphasize path planning, autonomous decision-making, and reinforcement learning, seek-
ing to improve a robot’s ability to navigate complex environments, identify victims, and
facilitate human-robot collaboration.

This section explores some of the most interesting studies that have addressed the opti-
mization of search and rescue operations, highlighting their methodologies, key findings,
and potential implications. By analyzing these alternative approaches, we can better
understand how different strategies contribute to the broader goal of improving robotic
assistance in emergency situations and how they compare to the model proposed in this
research.
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Environment Approach

One of the fundamental aspects that could have been leveraged in assessing the availability
and willingness of zero responders is the analysis of environmental conditions. The physi-
cal state of an emergency scene significantly influences human behavior, affecting whether
individuals feel capable of assisting others or whether they prioritize their own safety and
evacuation. In extreme situations, environmental hazards such as fire, gas leaks, unsta-
ble structures, and limited visibility may create psychological and physical barriers that
prevent civilians from taking action, even if they are otherwise inclined to help. For this
reason, SAR robots must not only be able to detect and analyze their surroundings for
operational purposes but also use this data to enhance their decision-making processes
when coordinating human assistance.

Several approaches have been explored in the field of SAR robotics to improve environmen-
tal perception and awareness, primarily focusing on hazard detection, structural integrity
assessment, and victim identification. These techniques have been developed with the
aim of enhancing situational understanding and optimizing rescue efforts, but they could
also serve as a foundation for predicting and modeling the willingness of zero responders.
Among the different methodologies proposed in recent research, two particularly relevant
approaches emerge: the use of multiple environmental sensors to assess potential dangers
and vision-based perception to understand and interpret the scene visually.

The first approach, as exemplified by Hazard Hunter [25], utilizes a network of embedded
sensors to continuously monitor the environmental risks associated with disaster-stricken
areas. This system employs a combination of gas detectors (MQ-2), temperature and
humidity sensors (DHT11), and air quality monitoring devices, all of which contribute to
building a real-time hazard profile of the surroundings. By detecting toxic gases, extreme
temperatures, or unsafe atmospheric conditions, the robot provides valuable information
to first responders, allowing them to evaluate whether a given area is safe for rescue
operations. Beyond this primary function, such an approach could also be leveraged to
predict how willing zero responders might be to assist victims. In highly dangerous zones,
such as areas with lethal gas concentrations, ongoing fires, or high structural instability,
the probability of civilians engaging in rescue efforts is likely to be significantly lower
than in relatively stable environments. Integrating this type of hazard assessment into
the decision-making framework of a SAR robot could allow it to dynamically adjust its
requests for help, prioritizing first responders in unsafe zones while focusing on engaging
zero responders in safer, more accessible areas.
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(a) MQ2 sensor (b) DTH11 sensor

Figure 3.7: Additional sensors on Hazard Hunter

The second approach, as demonstrated in the multi-camera SAR robot [33], relies on
vision-based perception to construct a comprehensive visual understanding of the envi-
ronment. Unlike Hazard Hunter, which focuses on measuring physical parameters, this
system emphasizes real-time observation through multiple strategically positioned cam-
eras. The presence of a panoramic camera, a manipulator-mounted camera, and a front-
facing camera allows the robot to obtain detailed visual insights into the disaster scene,
helping to identify victims, obstacles, and potential rescue paths. The core idea behind
this system is that having multiple viewpoints enhances the accuracy and reliability of de-
tection mechanisms, reducing the likelihood of false positives or overlooked victims. While
primarily designed for improving situational awareness and remote monitoring, a multi-
camera vision system could also be adapted to assess the suitability of zero responders
for assistance.

For instance, by analyzing human movement patterns, facial expressions, and postural
stability, a SAR robot equipped with computer vision and AI-based behavioral analysis
could determine whether an individual appears physically and psychologically capable of
assisting a victim. If a potential zero responder is seen moving confidently and attentively
scanning their surroundings, the robot might infer that they are in a state of awareness
and readiness, increasing the likelihood of a successful request for help. Conversely, if an
individual is displaying hesitant movements, erratic behavior, or visible signs of distress,
the system may decrease the probability of engaging with them, opting instead to seek
out more capable responders or escalate the request to professional first responders. This
approach could be further improved by integrating gesture recognition and automated
intent detection, allowing the robot to identify proactive volunteers more efficiently and
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reduce unnecessary interaction attempts with individuals unlikely to respond.

Both of these approaches offer valuable contributions to the field of search and rescue
robotics, albeit from different perspectives. The sensor-based model focuses on collect-
ing and analyzing quantitative environmental data, which is crucial for understanding
the objective hazards of an area, while the vision-based model emphasizes real, time
human-centered perception, improving the interpretation of dynamic behavioral cues. A
possible hybrid approach that merges these two methodologies, combining environmen-
tal hazard detection with advanced human behavior recognition, could lead to a more
comprehensive and adaptive system for managing emergency evacuations. Such a system
could dynamically adjust its strategy for seeking assistance based on both objective risk
assessments and real-time behavioral indicators, ultimately increasing the effectiveness of
SAR operations.

This aligns closely with the goals of this research, which aims to develop a decision-making
framework that optimally balances risk assessment, human availability, and cooperative
response coordination. By integrating insights from both sensor-based and vision-based
SAR models, future advancements could enable robots to make more context-aware de-
cisions, leveraging not only environmental hazards but also human behavioral analysis to
refine evacuation strategies and maximize rescue efficiency.

Therefore, SearchandRescue could incorporate an environmental hazard parameter, ac-
knowledging that people’s willingness to assist is inversely proportional to the perceived
risk in their surroundings. Areas with fire, unstable structures, or restricted visibility dis-
courage cooperative behaviors, while safer locations encourage engagement. This adjust-
ment ensures that the AI does not make unrealistic requests in high-risk areas, improving
overall decision accuracy. Another critical refinement is the consideration of spatial dy-
namics, particularly in relation to the position of zero responders relative to victims and
exits. Individuals who must diverge significantly from their escape route to assist a victim
are statistically less likely to help, whereas those whose natural exit trajectory aligns with
aiding the victim are far more inclined to intervene. By integrating pathway optimization
models, SearchandRescue now better predicts when and where to make its intervention
requests.

Voice Approach

Another crucial factor in determining whether a zero responder is available to assist is
their psychological and emotional state. Research in emergency psychology and forensic
phonetics suggests that tone, pitch, and volume of voice serve as strong indicators of
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an individual’s emotional condition and decision-making ability, as stated by Lisa S.
Roberts et al. [47]. The ability to recognize distress and confidence levels through vocal
cues is already employed in forensic investigations, where professionals analyze acoustic
parameters to determine whether speech reflects genuine emotional distress or is artificially
produced. These findings suggest that SAR robots could leverage vocal sensors and
speech-based algorithms to classify verbal responses, speech dynamics, and voice intensity
into probabilistic parameters that predict the likelihood of a zero responder stepping in
to help a victim.

For instance, a steady, controlled voice often indicates a person who is calm, reliable, and
more likely to assist, whereas a weak, hesitant, or quivering tone suggests uncertainty or
fear, reducing the probability of intervention. Conversely, an excessively loud, panicked,
or erratic speech pattern indicates heightened distress, further lowering the likelihood of
effective assistance. By integrating voice-based probabilistic modeling, the SAR system
can dynamically refine its request strategies, ensuring that zero responders are chosen
based on their ability to provide meaningful assistance without exacerbating the situation.

Moreover, studies on group dynamics in stressful environments have demonstrated that an
individual’s mental state is not static but highly influenced by their surroundings and the
people around them. The Agent-Based Model developed by Medeiros et al. [36] explores
how negative emotions can propagate within groups, particularly in high-stress scenarios
such as stranded passengers in an airport due to flight delays. The study highlights the
concept of Emotional Contagion, where frustration and anxiety spread among individuals,
amplifying stress levels and influencing collective behavior. This phenomenon aligns with
the cultural cluster approach used in FormIDEAble, which suggests that people within
the same social or cultural group tend to influence each other’s decisions more strongly [5].

Considering that vocal expression is a key indicator of mental state, ensuring that the
selected zero responder possesses a stable and reassuring voice is crucial for maintaining
calm and preventing panic from spreading. A SAR robot equipped with voice analysis
capabilities could not only assess the responder’s psychological condition but also deter-
mine whether their tone and speech style would have a positive or negative impact on the
victim. This functionality would allow the system to prioritize individuals who, beyond
being physically available, exhibit a vocal presence that fosters reassurance and stability,
ultimately enhancing the efficiency of rescue operations.

These articles have been useful in understanding the context, identifying potential prob-
lems, and consequently exploring solutions to improve the robot’s functionality. For exam-
ple, the idea of incorporating additional cameras [33] and sensors was utilized to enhance
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the robot’s ability to visually interpret the physical structure of an individual, as will be
explained later. Meanwhile, the capacity to assess an individual’s psychological state was
primarily employed to evaluate their ability to assist others. Both of these concepts will
be further elaborated throughout the study.
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This chapter highlights how the framework has been modified and the implementations
introduced by this project, focusing on their rationale and the advantages they may bring,
providing a comprehensive overview of the enhancements introduced by the study.

4.1. Project Foundations

The previous version of the model, developed within the FormIDEAble project and intro-
duced in Chapter 3, was designed to optimize the decision-making process by integrating
domain knowledge, safety goals, and real-world data to construct an adaptive decision-
making model. This estimation relied on several key aspects, including field-collected
data such as social identity markers and environmental conditions, which enhance the
autonomous system’s situational awareness, allowing it to consider human behavioral
tendencies and context-specific risks. The underlying assumption was that individuals
who identify with or feel a psychological connection to the victim, or perceive the envi-
ronment as not excessively harsh, are more likely to engage in pro-social behaviors, such
as providing immediate assistance during an emergency. The decision-making process
in this earlier version was therefore deeply rooted in social and psychological dynamics,
emphasizing the role of identity-driven altruism in emergency scenarios.

The original framework employs a game-theoretic approach, modeling the interaction as a
two-player game where the autonomous system acts as the controller and the environment
serves as the adversary. The framework constructs a Priced Timed Markov Decision
Process model that accounts for stochastic transitions, cost constraints, and time-sensitive
decisions. This model is generated by the formal game builder based on predefined domain
knowledge and safety constraints. The formal game solver is then applied to derive optimal
strategies that resolve the model, ensuring that the autonomous system makes the most
effective decisions given the probabilistic estimation of the zero responder’s likelihood to
assist. In summary, the system generates an optimal strategy based on these probabilistic
assessments.
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While these fundamental principles have been retained in the present simulation model, a
significant modification has been introduced to enhance its realism and applicability. In
the previous version, the framework operated in a fixed manner, meaning that given a set
of predefined inputs or requirements, the system would generate a response based on man-
ually defined rules and parameters collected from the field. In contrast, the new version
follows a reverse engineering approach, where the model is not handcrafted but instead
automatically generated from the data obtained through simulations. This paradigm shift
introduces a new component into the framework: an automata learning process.

The automata learning component enables the system to construct a structured model
based on observed behaviors, eliminating the need for manually defining the decision-
making framework. Through this process, the framework extracts decision patterns di-
rectly from the data, allowing it to dynamically adjust to new situations without requiring
predefined rules. The learned automaton then serves as the basis for generating the Priced
Timed Markov Decision Process model, which retains the stochastic decision-making prop-
erties of the original framework while ensuring that its structure more accurately reflects
empirical observations.

This transition from a manually constructed model to a learned model enhances scalability,
adaptability, and accuracy in representing real-world behavioral dynamics. By integrating
automata learning, the framework aims at becoming more robust in handling complex
emergency scenarios, as it continuously refines its decision-making model based on actual
data rather than relying on static assumptions. This methodological shift ensures that
the generated strategies are not only mathematically optimal but also more aligned with
real-world human behavior in high-risk situations.

To address these complexities, the present study introduces a strategic layer that explic-
itly incorporates spatial considerations into the decision-making process. In particular,
two distinct implementation have been identified to make the system reliant from real-
time actions. The first one is depending on the moment immediately following the zero
responder’s decision to assist or not:

• The zero responder moves toward the victim while simultaneously reducing their
distance to the nearest exit. This configuration facilitates the overall evacuation
process, as it allows both individuals to move toward safety with minimal deviation
from the optimal escape route. In this case, helping does not conflict with personal
survival, and therefore, the probability of intervention remains high.

• The zero responder must move away from the exit in order to reach and assist the
victim. In this scenario, the act of providing help introduces a trade-off between
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altruism and self-preservation. The rescuer must temporarily delay their own evac-
uation, increasing their exposure to danger and adding complexity to their decision-
making process. The farther the victim is from the exit, the greater the perceived
risk and the lower the likelihood that the zero responder will choose to help.

These two contrasting scenarios create a clear bifurcation in both the likelihood and prac-
ticality of providing aid. Even if a zero responder is inclined to help, their final course
of action will be influenced by whether their intervention aligns with or contradicts their
own evacuation trajectory. By integrating this spatial dimension into the model, the pro-
posed framework provides a more realistic representation of decision-making in emergency
contexts. This enhancement makes it possible to better predict how human responders
behave when faced with complex trade-offs between helping others and ensuring their own
safety.

The second implementation is to create a counter on how many times the survivor refuses
to help the victim, which is a component to simulate a sort of "memory" adaptation of the
system to what happens exteriorly. This is a way to further adapt the SAR to rearrange
the AS system in real-time.

Furthermore, by embedding these constraints into the framework, the model becomes
not only more accurate in simulating real-world evacuations, but also more applicable
to designing optimal intervention strategies. Both these implementation will be deeply
explained in Chapter 6.

This distinction forms the foundation of the present study, as it enables the formulation of
strategies that account for both psychological and logistical factors when determining the
optimal course of action during emergency evacuations. By refining the decision-making
process in this manner, the framework seeks to enhance the predictive accuracy of zero
responders’ behaviors, improve coordination efforts, and ultimately contribute to a more
efficient and effective emergency response system.

4.2. Framework Construction

The framework developed within the FormIDEAble project and shown in Figure 3.5 served
as a reference for designing the one presented in this study, as both share the same
fundamental logical structure.

The framework follows a modular architecture, where multiple components are integrated
to ultimately construct the PTMDP model.
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As a first step, the necessary data are collected from the simulation model, which is based
on the pre-existing version with additional implementations such as mobility and voice
factors. These two parameters, which will be explained in detail later in this study, do
not directly influence the strategy construction but affect the simulation outcomes. The
most critical data retrieved include the positions of the two primary agents, the victim
and the zero responder, the closest exit, and the counter tracking the number of times the
survivor refuses to assist. These factors are fundamental for assessing decision-making
dynamics, as previously discussed.

Once the data have been collected, they are processed by the parameter estimator and the
position estimator before being sent to the Automata Learner. This step represents the
primary distinction from the previous framework. In the original version, the PTMDP
model was constructed based on two distinct components.

The first component was a PTMDP representing the controller, which models the au-
tonomous agent’s decision-making process. The second component was a PTMDP rep-
resenting the adversarial environment, which accounts for behavioral deviations among
agents and external uncontrollable conditions.

This structure enabled the modeling of interactions between the decision-making agent
and the adversarial environment. The agent selects the optimal action from a set of
possible choices. The adversary’s actions, however, cannot always be predetermined.
For instance, during an emergency, the agent can detect whether a survivor has assisted
someone or performed a specific action, but it cannot determine whether the survivor’s
distance from the victim influenced their decision.

To address this limitation, the previous framework assumed that the density functions of
the PTMDP were partially known, acknowledging that certain adversarial actions could
not be fully predicted.

In the new version, however, the PTMDP is no longer manually defined but is instead
based on automata generated dynamically through an automata learning process. The
system no longer relies on predefined models but instead learns the structure of states
and actions directly from the observed data. The Automata Learner is responsible for
processing the extracted behavioral traces and constructing a precise representation of the
system’s states and possible transitions. The result of this learning phase is a Stochastic
Hybrid Automaton (SHA), which encapsulates the different decision-making scenarios
encountered in the simulation.

Once the Stochastic Hybrid Automaton has been generated, it serves as the basis for
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constructing the PTMDP model. By leveraging the learned automaton, the PTMDP
formalism ensures that decision-making strategies are derived not from predefined as-
sumptions, but rather from real-world behavioral patterns observed in the simulation.
This data-driven approach should significantly enhance the adaptability of the system,
allowing it to better generalize to dynamic and unpredictable environments.

By integrating automata learning into the framework, the autonomous system can dynam-
ically adapt its decision-making process based on real-time environmental data. Instead
of relying on static predefined decision models, the system continuously refines its strat-
egy by identifying relevant states, learning optimal actions, and structuring them into a
formal decision-making framework. This methodological shift ensures that the generated
strategies are not only mathematically optimal but also better aligned with real-world
human behavior in high-risk scenarios.

Figure 4.1 illustrates the framework developed in this study and the process through
which information is interpreted and integrated.

Figure 4.1: Enhanced Framework: The blue blocks are the implementation regarding the
data, such as the positions of the main agents and of the exits and the refuse counter,
and the green ones introduce the Automata Learning process and the transition from the
SHA to the PTMDP.

With the framework of the system now defined, the next section of this thesis will delve
into the details of how these modifications have been implemented, exploring their inte-
gration within the overall structure and their impact on the system’s functionality.
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Definition

This chapter presents the work conducted to obtain the needed data from the simulations
and evaluates how it was utilized to create an automaton for the strategy model, employing
Python tools and coding strategies.

5.1. Extended Parameters for Enhancing Decision-

Making in the Simulation

The starting point of this study was based on the FormIDEAble project [5], which, as
previously mentioned, developed a simulation model where the probability of a survivor
assisting a victim was determined by a set of parameters describing the cultural cluster of
both individuals and their mutual similarities. While this approach provided a framework
for modeling human decision-making in emergency scenarios, it is possible to implement
a broader range of factors that could further refine the accuracy of the robot’s decision-
making process.

To enhance the precision and reliability of the system, additional parameters were intro-
duced in the simulation, aiming to incorporate physical, psychological, and behavioral
factors that could offer a more detailed understanding of the survivor’s mental and phys-
ical condition in a hypothetical crisis. The new parameters are described in the following
paragraphs.

5.1.1. Mobility Factor

The Mobility Factor is a parameter that evaluates a survivor’s physical capability from a
visual standpoint. The underlying idea is that the SAR robot should not request assistance
from an individual who lacks the necessary physical abilities to operate efficiently in an
emergency situation. This includes, for example, elderly individuals relying on a cane,
people with limited mobility, or someone with an apparent injury, such as a broken leg.
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To quantify this, the mobility parameter is expressed as a numerical value ranging from
0 to 1, representing the perceived trustworthiness of an individual from a physical per-
spective. This value is then integrated into the probability computation, influencing the
likelihood that a given survivor will be selected to assist a victim. A higher mobility
score increases the probability that the survivor will be considered a suitable candidate
for intervention, whereas lower values decrease the likelihood of being approached for
assistance.

5.1.2. Voice Factor

Complementing the Mobility Factor, the Voice Factor serves a similar purpose but focuses
on the survivor’s psychological and emotional state rather than their physical condition.
This parameter is designed to assess mental resilience by analyzing vocal characteristics,
such as:

• Decibel level (volume of speech).

• Speech firmness and steadiness (e.g., controlled and confident vs. weak and hesi-
tant).

• Pauses or erratic speech patterns, which may indicate stress or uncertainty.

By integrating speech analysis algorithms, the SAR system can evaluate a person’s ability
to maintain composure in a high-pressure situation. Similar to the Mobility Factor, this
parameter is also scaled from 0 to 1 and is incorporated into the probability calculation.
A high voice factor suggests a mentally stable and confident individual, who is more likely
to take decisive action, while a low score may indicate hesitation or distress, reducing the
probability of them assisting a victim.

5.1.3. Positioning of the Victim, Exit, and Zero Responder

Another crucial factor influencing the decision-making process is the spatial positioning
of the three main agents in the scenario:

• The victim (who needs help).

• The zero responder (potential helper).

• The exit (safe area).

The idea behind incorporating positional data is that the willingness of a zero responder
to assist a victim is often influenced by the perceived risk involved. If the zero responder
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must move away from the exit to reach the victim, this increases their personal risk,
making them less likely to engage in the rescue. Conversely, if assisting the victim brings
the zero responder closer to the exit, the action becomes less risky and thus more probable.

By introducing positional awareness, the SAR robot can better predict human behavior in
high-risk environments, ensuring that requests for assistance are strategically targeted to
individuals who are both physically capable and strategically positioned to provide help.

5.1.4. Behavioral Counters: Memory-Based Adaptation

A major enhancement to the system involved the introduction of memory-based behavioral
tracking, enabling the SAR robot to adapt its decision-making process over time. This
was achieved by implementing two key counters:

• Refuse Counter: This counter tracks the number of times a specific survivor refuses
a request for help. If a person repeatedly declines assistance, it suggests a low
likelihood of engagement, indicating that they are more focused on self-preservation
than on aiding others. To optimize efficiency, a threshold was set: if a survivor
refuses to assist four times, the SAR robot will no longer approach them, assuming
they are unwilling to participate in the rescue process. This prevents unnecessary
repeated requests, allowing the system to redirect efforts toward more cooperative
individuals.

• Victim Counter: On the opposite end, this counter tracks how many times a per-
son has agreed to assist a victim. Individuals who consistently volunteer to help
demonstrate high levels of altruism and social responsibility.

However, a limit must be placed to prevent a single individual from being assigned
too many rescue tasks, as this could:

– Overburden them physically and mentally.

– Reduce their own chances of evacuation.

– Lead to fatigue or cognitive overload, making their assistance less effective.

By monitoring these behaviors, the SAR robot can implement a dynamic, memory-
informed strategy that balances help requests across multiple individuals, ensuring
that no single zero responder is overwhelmed while still leveraging the most coop-
erative members of the group.
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5.1.5. A More Comprehensive Decision-Making Model

The introduction of these additional parameters aim at enhancing the realism and accu-
racy of the SAR robot’s decision-making framework. By incorporating physical, psycho-
logical, and behavioral aspects, the system is now capable of:

• Assessing a survivor’s capability and willingness to assist.

• Avoiding unnecessary requests to individuals unlikely to help.

• Prioritizing those who are strategically positioned and physically capable.

• Dynamically adjusting decisions based on previous behaviors.

These improvements allow the simulation to better reflect human decision-making in
emergency scenarios, ultimately optimizing the evacuation process and increasing the
efficiency of zero responder intervention.

5.2. Implementation of the New Parameters

This section provides an overview of how the different parameters are implemented in
the simulation’s code, along with a brief explanation of the most relevant functions that
govern the model’s behavior.

It is crucial to emphasize that each of these parameters must be initialized as an attribute
of the turtles that they are intended to describe. In this context, the agents, which
represent both survivors and zero responders, are modeled as turtles within NetLogo.
Therefore, six new attributes are introduced in the agents class:

• mobility_factor

• voice_factor

• victim_position

• ZR_position

• refuse_counter

• help_counter

Additionally, the attribute nearest_exit_target, which was already present in the pre-
vious version of the model, is maintained. This parameter allows agents to determine the
most suitable exit when they need to evacuate the environment.
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5.2.1. Initialization of Parameters in NetLogo

In NetLogo, it is essential to declare new attributes within the corresponding turtle class
to ensure they can be used effectively during the simulation. This is accomplished using
the own instruction. Therefore by initializing initialize it, each agent (whether a survivor
or a SAR robot) is assigned with these attributes.

Even though most of these characteristics are intrinsic to the survivors, they must also be
initialized in the SAR robots’ definitions. This is necessary because some robotic functions
depend on accessing these parameters to make informed decisions. If the attributes were
defined only for survivors and not for robots, certain interactions and actions performed
by the SAR system would fail due to missing variables.

Once the parameters are declared, they must be initialized to their starting values. In
most cases, it is best practice to group all variable initializations within a dedicated section
of the code using the set command.

5.2.2. Assigning Initial Values to Parameters

While some parameters require explicit initialization, others can be omitted because they
will be assigned dynamically during the simulation. For example:

• victim_position and ZR_position are not set manually at the beginning, as their
values will be updated dynamically during the execution of the model.

• refuse_counter and victim_counter are explicitly initialized to 0, ensuring that,
at the start of the simulation, each agent has neither refused nor helped any victims.

The initialization of voice_factor and mobility_factor follows a different approach,
as these parameters need to be assigned random values within a predefined range. Their
values are generated using the random-float 0.70 + 0.30 function, which ensures that,
when an agent is created, its voice_factor is assigned a random value within the range
[0.30; 1.00]. The reason for this bounded randomness is to simulate natural variability
in vocal stability, ensuring that no individual has a value below 0.30, which would indicate
an unrealistically low level of composure.

Similarly, the mobility_factor is initialized using the same instruction, but instead
the interval between the parameter is randomly defined is [0.35; 1.00]. Here, the value
is chosen from a slightly higher range [0.35;1.00], under the assumption that most
individuals have at least a moderate level of mobility. This decision is based on the idea
that an average survivor is more likely to have a sufficient degree of physical ability to
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move independently, whereas psychological resilience (represented by voice_factor) may
be more affected by fear or stress.

5.2.3. Position Variables and Simulation Timing

Unlike the other parameters, position-based variables (victim_position, ZR_position)
require a different initialization approach. Since NetLogo follows a discrete-time simula-
tion structure, in which commands are executed sequentially in a strict order, position
values must be assigned at the right moment to prevent inconsistencies.

In particular, loading and updating position data must:

• Occur only after agent creation, ensuring that agents exist before their positions are
referenced.

• Be executed within a controlled update cycle, avoiding premature calculations that
could lead to incorrect behaviors.

This means that position values cannot be randomly assigned at the beginning, as they
need to be contextualized within the environment and dynamically updated during sim-
ulation cycles.

5.2.4. Application of Parameters in the Simulation Code

The following sections will explore how these parameters are actively utilized in the sim-
ulation to enhance the decision-making process of the SAR system. Specifically, it will be
shown how:

• Voice and mobility factors influence the likelihood of a survivor assisting a victim.

• Position parameters determine the feasibility of a rescue operation.

• Counters enable the SAR robot to refine its decision-making strategy over time.

By incorporating these attributes into the simulation logic, the model gains greater ac-
curacy and realism, allowing for more sophisticated interactions between agents and im-
proving the overall efficiency of the search and rescue system.

5.3. Usage of Parameters

This section will show how the new parameters are used and where to specifically name
them to obtain the necessary value at the right time, especially for what concerns the
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positions and the counters, since mobility_factor and voice_factor are constants for
the single individual.

5.3.1. Mobility and Voice Factor Usage

As previously mentioned, both of these parameters are constant and unique for each
individual. This means that when the SAR robot computes the probability of a survivor
assisting a victim, it must also take these two additional factors into account.

Since the probabilistic determination of a zero responder’s willingness to assist was al-
ready developed in the original FormIDEAble study [5], the integration of these two new
parameters was straightforward. Specifically, the offer-help? function was implemented
as a reporter function that determines whether a given passenger will offer assistance to
a selected fallen person in an emergency scenario. This decision is influenced by multiple
key factors, including the passenger’s mobility, vocal confidence, social identity, gender,
and age. The function combines both physical and psychological characteristics with a
predefined probability matrix to compute the likelihood of assistance.

New Adjustments

Initially, the function retrieves the passenger’s mobility factor and voice factor. The core
logic remains unchanged, but an additional condition has been introduced to incorporate
the values of mobility and voice factors more effectively. As a result, the passenger is
eligible to assist only if:

• Their combined mobility and voice score exceeds a predefined threshold (0.50),
which was arbitrarily set as the minimum required value to indicate that the pas-
senger is capable of providing assistance.

As in the previous version, if this condition, along with the existing ones, is met, the
function computes the social identity score through the get_social_identity function,
which remains unchanged.

Furthermore, the probability computation requires modifications due to the implemen-
tation of the new parameters. Consequently, the final decision is based on a weighted
combination of the following factors:

• The retrieved helping_chance value (90% weight).

• The passenger’s mobility_factor (80% weight).

• The passenger’s voice_factor (40% weight).
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As before, this weighted sum is normalized and then compared with a randomly generated
number in the range [0; 1]. If the generated random number is lower than the computed
helping probability, the passenger is considered available to assist.

5.4. Data Extraction

The last part of the work on NetLogo was to retrieve the data that where obtained by
the simulation, in order to have something to work on and be able to build the automata
that can describe the model.

To achieve this, a .json file was generated during the simulation, serving as a struc-
tured data repository that records all relevant information whenever a zero responder is
prompted to assist a victim. This approach ensures that every decision-making process
is systematically logged and can be analyzed later for performance evaluation and model
refinement.

Each time a zero responder is asked to provide assistance, the simulation generates and
stores the following key information:

• Simulation seed: Each simulation seed is generated randomly to ensure variability
across different runs, preventing the system from becoming deterministic or biased
toward a specific scenario.

• Time: The simulation operates in discrete time steps (ticks), making it essential
to record the exact moment when each event occurs to maintain a chronological
structure of decisions and movements.

• Zero responder number: A unique identifier assigned to each zero responder,
allowing precise tracking of their actions and interactions with other agents.

• Mobility factor: One of the newly introduced parameters that quantifies the phys-
ical ability of the zero responder, influencing their likelihood of assisting the victim.

• Voice factor: The other newly introduced parameter, which evaluates the zero
responder’s vocal characteristics to assess their psychological state and confidence
level.

• Speed: The velocity at which the zero responder is moving at the moment of being
asked for assistance, which can impact the feasibility of their response.

• Help factor: The baseline probability of a zero responder agreeing to help, set to
90%, serving as an initial reference before additional factors are taken into account.
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• Zero responder position: The precise coordinates of the zero responder before
engaging in any assistance action, helping to assess their spatial relationship with
the victim and nearest exit.

• Victim number: A unique identifier assigned to the victim, used to distinguish
between different agents in need of help.

• Victim position: The location of the victim at the moment they require assistance,
crucial for determining the feasibility of the rescue operation.

• Nearest exit position: The coordinates of the closest exit to the zero responder,
providing an important spatial reference to evaluate the potential risk of the rescue
attempt.

Storing all these data points in a structured .json format allows for seamless integration
with external processing tools. Each instance of a zero responder being asked to help
generates a new entry in the dataset, ensuring that every decision is documented. These
files are later processed using a dedicated Python script that parses and analyzes the
collected data, extracting relevant patterns and trends. The processed information is then
used to generate an automaton that formally describes the model, refining the decision-
making framework of the SAR system. This process, including the methodology for
analyzing the collected data and generating the automaton, will be further detailed in the
next chapter.

5.5. Data Parsing and Signal Creation

The first step in this process was to extract and parse the data obtained from the NetLogo
simulation. The goal was to filter out only the relevant information and subsequently use
it to generate the sampled signals. These signals, which are time-dependent, serve to
represent specific characteristics of the system at a given moment in time, providing a
structured way to analyze the evolution of key parameters throughout the simulation [5].

To achieve this, a dedicated parsing function was developed, taking into account that
the data was stored in .json format. The function’s primary role was to categorize and
organize the data based on the agent performing the action, meaning it had to differen-
tiate between different zero responders. Each zero responder was assigned a dictionary
where their corresponding agent number was recorded. Within each of these dictionaries,
a secondary structure was created, further dividing the data into sub-dictionaries that
grouped the various parameters being considered. This hierarchical structure ensured
that the relevant values were correctly associated with each time instant, allowing for
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efficient retrieval and processing.

A specific consideration was given to data related to the positions of the agents and the
exits. Since NetLogo records positions in coordinate form, it was necessary to separate
these values into their respective x- and y-components. This approach facilitated numer-
ical operations and simplified later computations, ensuring that each coordinate could be
managed and processed independently.

Once the positional data was structured appropriately, an additional value was introduced
for each zero responder at every time step: the combined_signal. This parameter was
one of the key implementations of the study, designed to assess whether a zero responder
was moving closer to the exit while approaching the victim or, conversely, was moving fur-
ther away. This distinction is crucial, as an increased distance from the exit significantly
extends the total evacuation time, thereby influencing the decision-making process. De-
pending on the configuration and the resulting movement pattern, the combined_signal

was assigned a value within the discrete set [0, 1, 2], representing different situations in
the evacuation strategy.

The second stage of this process involved generating the SampledSignals, a structured
signal format previously adopted in the FormIDEAble study [5], introduced in Chapter
3. The SampledSignal format was chosen because it could be seamlessly integrated
into the existing framework, ensuring compatibility with the subsequent steps in the
pipeline. By structuring the data in this manner, it became possible to leverage the
already implemented codebase to generate the final automaton, allowing for an efficient
transition from raw simulation data to a fully structured state-based model.

5.6. Event Definition and Automaton Composition

The second step in this phase was to define the events recognized by the system, which
required implementing a dedicated function capable of generating labels that indicate
which event was taking place at each moment. To achieve this, it was necessary to
consider some key characteristics that had been previously defined.

5.6.1. Main Events Definition

One of the most significant among these characteristics was the previously introduced
combined_signal, which, based on the respective positions of the victim, zero responder,
and exit, determined whether the zero responder would move closer to the exit while
assisting the victim or, conversely, if their action would increase their distance from the
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nearest escape point. This distinction played a crucial role in defining the event labels.

The first differentiation focused on determining whether the zero responder intended to
help the victim or not. To achieve this, the model analyzed changes in the zero responder’s
position over time:

• If their movement trajectory indicated an approach toward the victim, the system
classified the action as a rescue attempt, assigning the label ’rescue’.

• Conversely, if the zero responder did not move toward the victim, the system as-
signed the label ’abandon’.

After several trials, it became evident that the combined_signal could effectively capture
this situation, leading to its adoption for this classification.

Additionally, this same signal was also leveraged to determine whether the act of assist-
ing the victim was facilitated or not by the responder’s relative positioning. If the zero
responder’s trajectory indicated that they would get closer to the exit while helping the
victim, the system assigned a secondary label ’easy’ to denote a favorable rescue condi-
tion. If, instead, assisting the victim resulted in an increased distance from the exit, the
label was negated as ’!easy’, indicating that the rescue action posed a greater challenge.

5.6.2. Additional Event Labels

In addition to these primary labels, other secondary event labels were assigned based on
different parameters. While these additional labels were less crucial for the automaton
formation, they provided further descriptive granularity. Examples include:

• ’move’ / ’!move’: Describes whether the zero responder was in motion or re-
mained stationary, determined by analyzing their positional changes over time.

• ’speak’ / ’!speak’: Defines the vocal confidence level based on the voice_factor.
If the voice factor was below an arbitrary threshold (set at 0.7), the system assigned
the label ’speak’; otherwise, it assigned ’!speak’.

• ’run’ / ’!run’: Applied a similar reasoning to the speed parameter, distinguish-
ing between instances where the zero responder was moving at high speed (’run’)
versus those where they were moving slowly (’!run’).
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5.6.3. Automaton Generation and State Analysis

Once the complete set of event labels was established, the next step involved utilizing the
predefined framework developed by the FormIDEAble team to generate the automaton.
This code had already been implemented and was thoroughly explained in the previous
chapter.

To validate the stability and consistency of the automaton model, multiple test runs were
conducted, each using different random seeds to ensure that the generated automata were
not excessively dependent on specific initial conditions. Although minor variations were
observed, the general structure of the automaton remained consistent, confirming the
robustness of the model.

The most frequently generated automaton, depicted in Figure 5.1, establishes an initial
state __init__, from which transitions can occur to three possible states:

• q_0: Represents the state where the zero responder decides to assist the victim, and
the action is facilitated (i.e., it does not increase their distance from the exit).

• q_2: Represents the state where the zero responder decides to assist the victim, but
the action is challenging, as it requires them to move further away from the exit.

• q_1: Represents the state where the zero responder chooses not to assist the victim.

It is important to note that not all event labels are explicitly represented within the
automaton structure. This is because the primary driving factors influencing the automa-
ton’s behavior were the positional dynamics of the agents within the simulation. As a
result, parameters such as the mobility and voice factors, while useful in defining the
behavioral model in NetLogo, were not directly relevant to the automaton’s transitions.

Similarly, although the speed factor was assigned specific event labels, it was ultimately
excluded from the automaton due to its limited impact on defining state transitions within
the study. Nonetheless, it has been retained for potential future implementations.

5.6.4. State Transitions and Model Interpretation

The behavior of the automaton is characterized by the following transition rules:

• q_0: From this state, the zero responder can transition to any of the other states,
including remaining in q_0 via a self-loop, indicating that they may repeatedly
assist victims in favorable conditions or, alternatively, decide not to help in the next
interaction.
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Figure 5.1: Main SHA with loop on on q_1 and q_0.

• q_2: This state, representing a difficult rescue scenario, allows transitions to:

– q_0, if in the next instance the zero responder helps a victim under easier
conditions.

– q_1, if they decide to no longer assist.

Unlike q_0, this state typically does not contain a self-loop, though other versions
of the automaton included it.

• q_1: Represents the decision not to assist. From here, the zero responder can:

– Move to q_0, if they choose to help a victim.

– Move to q_2, if they choose to help but in a difficult scenario.

– Remain in q_1, indicating repeated refusal to provide assistance.
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5.6.5. Alternative Automata and Observations

While the automaton presented in Figure 5.1 was the most frequently generated, other
versions with slight variations also emerged. These alternative automata are shown in
Figures 5.2(a) and 5.2(b). The main differences between these versions lie in the states
where self-loops occur.

In Figure 5.2, the only state with a self-loop is q_0, meaning that the zero responder
can decide to help others only from the initial state or after previously refusing to assist.
Conversely, in Figure 5.3, a self-loop is also present in the q_2 state. This implies that
a zero responder who decides to assist a victim outside the trajectory to the exit may
continue making similar decisions in subsequent steps.
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Figure 5.2: Alternative SHA with loop on q_1.
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Figure 5.3: Alternative SHA with loop on q_1 and q_2.

The obtained results confirm that the automaton effectively captures the decision-making
process of zero responders based on their positional relationships with victims and exits.
Future work could explore incorporating additional parameters, such as mobility and vocal
confidence, to further refine the decision model.

Although the presence of different automata suggests minor variations in decision-making
strategies, the differences are minimal and do not significantly alter the overall model
behavior. Consequently, for the remainder of this study, the automaton presented in
Figure 5.1 will be considered as the primary reference model for the simulation.
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6| PTMDP Solver and Strategy

Processor

This chapter evaluates the use of Uppaal to create a PTMDP model and model the Human-
AS interaction as a two-player game. Once the strategy is generated, it is implemented in
the NetLogo simulation to provide material for comparison with the previous strategy.

6.1. Transition from SHA to PTMDP

To create the model, as previously mentioned in the earlier chapters, Uppaal [14] has been
used. The foundation of the strategy was derived from the automaton developed in the
previous chapter. Specifically, the reference automaton considered is the one featuring
two loops: one on the state where the zero responder is not providing assistance and the
other on the state where they are assisting.

6.1.1. Strategy Definition in Uppaal

Two different strategies has been used to try to find the best model that could represent
the correct behavior of the robot, and this section is going to analyze both.

Maximize Payoff Strategy

Instead of employing a direct minimization of evacuation time, in order to align with the
two-player game framework, each agent starts with an initial score of 10 points, with the
objective of maximizing this score. The score evolves based on the following rules:

• The first responder automatically gains +1 point to simulate their higher efficiency
and to represent the fact that requesting their help does not involve another person
delaying their evacuation.

• When a zero responder decides to assist a victim, they gain points based on the
victim’s accessibility:
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– If the victim is easily reachable, the zero responder gains +4 points.

– If the victim is farther away and requires a greater effort to reach, they gain
+6 points.

• The final adjustment to the score accounts for the time cost associated with each
action. This is represented as a decrement based on the number of steps required
for the action:

– Assisting a victim on the way to the exit costs 2 steps.

– Assisting a victim by moving further from the exit costs 3 steps.

This approach balances the benefit of helping a victim with the cost of increased
evacuation time, ensuring a strategic trade-off between altruism and self-preservation.

At the end of the process, the final score, referred to as the payoff, is computed by
subtracting the number of steps from the initial score while incorporating the points
gained from previous actions.

Figure 6.1 illustrates the complete strategy framework. The decision process begins with
the robot, as shown in Figure 6.1b, where one of two actions is selected: help_victim!

or contact_FR!. If the first action is contact_FR!, the execution of the second model
shown in Figure 6.1a transitions to the FR state, leading directly to the __end__ state. If
the selected action is help_victim!, a more complex sequence unfolds, where the strategy
must evaluate the zero responder’s response.

The first key decision relies on the probability p, a simulated value representing the
likelihood that the zero responder agrees to help. The possible outcomes mirror those
introduced in previous chapters:

• If the zero responder refuses to assist, the system transitions to the not_helping

state.

• If the zero responder agrees to help, another probability check determines whether
assisting the victim improves or worsens their evacuation path. This is evaluated
using an inequality that computes the distance from the zero responder to the exit
and checks if it is greater than the distance from the victim to the exit. Based on
this evaluation, the next state is:

– not_easy_helping, if the boolean expression evaluates to false.

– easy_helping, if the boolean expression evaluates to true.
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(a) Max Survivor Model.

(b) Max Robot Model.

Figure 6.1: Maximize Strategy Model
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Once the first decision cycle is completed, the system behavior varies based on the current
state. The not_easy_helping state lacks a self-loop in the automaton described in the
previous chapter, meaning that subsequent actions may transition to either not_helping,
easy_helping, or directly to the move_to_exit state, representing the zero responder
heading towards safety. In contrast, if the state is either not_helping or easy_helping,
the possibility of self-loops allows three potential transitions: returning to not_helping,
revisiting the ZR_helping state (where the victim’s accessibility is reassessed), or moving
to the move_to_exit state to conclude the strategy.

Each of the three states includes a branch indicating that the SAR ceases requesting
assistance from the Zero Responder and instead turns to the First Responder. In the
not_helping state, which is the only state where the Zero Responder refuses help, this
decision is particularly influenced by the refuse_counter. Introduced in Chapter 4,
this counter tracks consecutive refusals by the same survivor. The underlying assump-
tion is that if a Zero Responder has refused multiple times, their likelihood of refusing
again increases. Consequently, the refuse_counter informs the robot’s decision to switch
strategies.

Several additional variables contribute to refining the strategy:

• Since the strategy aims to maximize the score, and helping victims increases the
score, a threshold was introduced to limit the number of victims a single agent can
assist. This is represented by help_counter, preventing infinite loops.

• The boolean variable ZR_ready is used to indicate whether the zero responder is
prepared to move toward the exit. This ensures that the robot does not issue
movement commands while the zero responder is engaged in another action.

This strategy, implemented in Uppaal, introduces a structured decision-making process
that balances the trade-off between evacuation time and altruistic behavior. It allows
for dynamic adaptation to varying conditions, enhancing the effectiveness of the rescue
operation. The query to achieve this behavior is based on the fact that the simulation
must arrive to the __end__ state by maximizing the payoff within a certain clock limit,
again to avoid unnecessary infinite loops.

This strategy presented several issues, including the high number of variables and actions
as well as the method used to compute the payoff. For these reasons, the subsequent
strategy was ultimately adopted for the final model.
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Minimize Payoff Strategy

The second strategy is built on the framework of the previous one, with one significant
difference: its objective is to minimize the payoff rather than maximize it. In this ap-
proach, the payoff is treated as a hybrid clock, meaning that points are directly added
to (or subtracted from) this variable during each action, rather than being accumulated
in separate variables for a later summation. For example, when assisting a nearby victim,
the action now simply subtracts -2 from the payoff, contrasting with the previous method
that involved adding +4 to a point variable and +2 to a second variable before combining
the results.

Another notable modification is the removal of the move_to_exit action. This action
was deemed unnecessary and introduced complications in the Strategy Processing phase
by adding an uncontrollable element that was not directly related to the SAR’s behavior.
More details on this decision are provided in the subsequent section.

Figures 6.2a and 6.2b illustrate the visual structure of the models. In these representa-
tions, each primary state (not_helping, not_easy_helping, and easy_helping) features
two possible transitions: one leading to a different state, and the other transitioning to
the FR state. The FR state indicates that the SAR ceases to request assistance from Zero
Responders and instead turns to the First Responder. An additional variable named
YesNo is introduced to indicate if the survivor has accepted or not to help the victim.
This will be used later on to avoid ambiguity in the strategy processing part.

Since the payoff variable now functions as a clock, it becomes essential to implement an
invariant that halts the progression of time in states that are not committed. A committed
state is defined as one in which time is effectively frozen, requiring that the subsequent
transition be taken from one of its designated branches [14]. Therefore, in every main
state (depicted as the pink states in Figure 6.2), the invariant payoff’ == 0 is enforced,
preventing any time advancement while the simulation remains in that state.

Furthermore, the query has been adjusted to align with the new objective, minimizing
the payoff rather than maximizing it. An auxiliary variable, counter, has been intro-
duced to prevent the robot from requesting help from the same individual more than five
times. This enhancement has allowed for the removal of the previously used variables,
victim_counter and help_counter, which were originally implemented to avoid infi-
nite cycles and mitigate the Zero Behavior phenomenon, an occurrence in hybrid systems
characterized by an infinite number of discrete transitions in a finite time interval [2].
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(a) Min Survivor Model.

(b) Min Robot Model.

Figure 6.2: Minimize Strategy Model

These refinements contribute to a strategy that is not only more streamlined and accessible
but also easier to interpret a critical improvement for the next phase of the study. Once
the optimal strategy is identified, saving the corresponding strategy file enables further
in-depth analysis. In Figure 6.3 the sequence diagram of a possible configuration of the
model is shown, indicating the access to the not_helping state after contacting the Zero
Responder, but then shifting towards the easy_helping state to then contact the First
Responder to end the simulation.
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Figure 6.3: Possible Sequence Diagram
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6.2. Strategy Processing

As mentioned earlier, the strategy processing is performed using stratego_generator,
a Python tool developed by the creator of the FormIDEAble project [5]. The primary
goal of this tool is to take as input the strategy generated by the Uppaal model, manage
it, and determine the best action for the SAR robot to execute in every state, based on
specific parameters. In the following sections, a detailed explanation of the entire process
is provided, highlighting both the technical aspects and the practical implications of the
approach.

6.2.1. Strategy File and Analysis

The strategy file produced by Uppaal is composed of a sequence of regressors, statistical
terms used to predict a response variable [6]. Each regressor encapsulates a set of parame-
ters derived from the model, which are then evaluated to determine the most appropriate
action for the SAR robot. For each regressor, the optimal action is chosen from a set of
predefined commands, such as help_victim or contact_FR, based on the score assigned
by the model. This selection process is carried out by a dedicated parsing function im-
plemented within the FormIDEAble project, and it plays a crucial role in ensuring that
the decision-making process is both efficient and reliable.

The parsing function not only assigns the best action to each regressor, but it also orga-
nizes the information in a manner that allows for a clear understanding of the strategy
as a whole. Once the parsing process is complete, every regressor is associated with a
specific directive, ensuring that the robot has an unambiguous course of action for each
possible scenario. The challenge, however, lies in accurately determining the simulation’s
state from the data contained in a single regressor, a topic that is discussed in detail in
the following sections.

6.2.2. Obtained Strategy Description

Since the regressors do not directly provide information about the current state or the
precise conditions at any given moment, it is necessary to create a function that can
interpret this data in a meaningful way. Each regressor contains several pieces of key
information that, when combined, offer a comprehensive view of the simulation’s status.
The data elements include:

• r.location: Indicates the current state of the Robot Model,
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• s.location: Denotes the current state of the Survivor Model,

• YesNo: A variable that can assume the values 0 or 1, showing whether the zero
responder has agreed to help the victim, which is particularly important in states
such as not_helping, where the survivor’s willingness to assist might otherwise be
ambiguous,

• counter: A variable used to prevent the SAR from requesting help from the same
individual more than four times,

• refuse_counter: A variable that prompts the robot to stop asking the zero respon-
der for help if they have refused a certain number of times.

In addition to the data provided by the regressors, the strategy file also specifies the
possible actions available to the SAR robot. These actions are mainly divided into two
categories: help_victim, which involves assisting a victim directly, and contact_FR,
which indicates that the SAR should seek help from the First Responder. This duality
in the action set ensures that the system can adapt to different emergency scenarios by
choosing the most effective response based on the current conditions.

6.2.3. State Localization

The process of state localization is a critical component of the strategy processing pipeline.
A dedicated function analyzes the input data for each regressor, systematically checking
whether the parameters satisfy specific constraints. This thorough evaluation allows the
function to determine, by a process of elimination, the exact state of the simulation at
any given moment.

The input data required for this analysis include:

• The coordinates of the victim,

• The coordinates of the nearest exit,

• The coordinates of the zero responder,

• The value of the refuse_counter,

• The value of the counter,

• The YesNo value.

Each of these data points contributes to a holistic understanding of the scenario, and the
function uses them to systematically eliminate regressors that do not match the current
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conditions. In this way, the correct regressor is identified, and the simulation’s state is
accurately determined.

The process of differentiating the state begins by examining the label assigned to the
current state:

• If the label is __init__, it is immediately clear that the simulation is in its initial
state, serving as the starting point for subsequent actions;

• If the label is not_helping and the YesNo variable is 0, the function further exam-
ines the refuse_counter to determine whether its value exceeds four, which would
indicate repeated refusals;

• If the label is either not_easy_helping or easy_helping and the YesNo variable
is 1, the function then inspects the position to discern whether the configuration is
’easy’ or ’not_easy’. Regardless of the configuration, the next step is to check
the counter variable, which ultimately narrows the possibilities down to a single,
definitive regressor;

• Finally, if the label is FR, the simulation is unequivocally in the state where the SAR
has requested assistance from the first responder.

Once the appropriate state has been identified through this systematic process, the func-
tion returns the optimal action corresponding to the selected regressor. Depending on
the outcome of this evaluation, the system issues either the ’ask-help’ command or the
’call-staff’ command, thus ensuring that the SAR robot’s response is both timely and
appropriate for the given circumstances.

This detailed approach to state localization not only enhances the reliability of the system
but also allows for a flexible response mechanism that can adapt to complex and evolv-
ing scenarios. By combining precise data interpretation with a robust set of predefined
actions, the strategy processing system effectively bridges the gap between theoretical
modeling and real-world application.

6.3. Finalizing the Strategy Implementation

With the strategy now correctly processed and integrated, the simulation is fully prepared
for execution. Thanks to the structured approach of strategy processing, the SAR robot
is now capable of dynamically selecting the most appropriate action in real-time based
on the predefined parameters and regressors. Each decision is made by evaluating key
contextual factors, such as the position of the victim relative to the zero responder and
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the exit, the history of previous interactions with potential helpers, and the constraints
imposed by the system’s rules.

For instance, when the robot must decide whether to seek assistance from a zero responder
or escalate the request to a first responder, it relies on the processed strategy to determine
the optimal course of action. Suppose the victim is positioned along the trajectory between
a survivor and the exit, and the robot has previously asked this particular zero responder
for help only once without receiving a refusal. In this case, the strategy determines that
the best action is ’ask-help’, thereby prioritizing the zero responder’s assistance before
considering alternative options. This decision-making process allows for a more efficient
and structured approach to emergency response, ensuring that the SAR system leverages
human cooperation optimally while maintaining adaptability to different scenarios.

Beyond individual decision-making instances, the integration of this strategy enhances the
overall responsiveness and efficiency of the autonomous system. By systematically evalu-
ating each situation and making informed choices, the SAR robot is capable of minimizing
unnecessary delays and maximizing the likelihood of successful victim assistance. More-
over, this implementation provides a foundation for refining future strategies, allowing for
potential improvements based on additional simulations and real-world testing.

In the next chapter, the outcomes of this newly implemented strategy will be thor-
oughly analyzed and compared with the previous approach developed by the FormIDE-
Able team [5]. The evaluation will focus on assessing the performance, efficiency, and
adaptability of the strategy, highlighting its strengths and potential areas for further
enhancement.
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7| Experimental Results

In this chapter, the final part of the study is presented, in which the strategy is tested
to evaluate the changes introduced in the overall simulation. Additionally, a comparison
with the previous version developed by FormIDEAble will be conducted to highlight the
differences between the two strategies and determine whether an improvement has been
achieved.

7.1. Analysis of the Results

Once the strategic framework has been fully developed and all necessary preparations
have been completed, the simulation is initiated, executing a predetermined number of
trials. The primary objective is to replicate the simulation within the same environ-
ment and under identical conditions as those employed in the FormIDEAble project. To
achieve this, a dataset encompassing all seed values and experimental conditions utilized
by the research team is leveraged, ensuring precise replication and facilitating a direct
comparative analysis of the two methodologies.

The outcomes derived from the method developed in this study are elaborated in the
subsequent section.

7.1.1. Experiment Structure

The primary objective of this study is to develop an optimized strategy that enhances
the efficiency and effectiveness of the evacuation process. To achieve this, it is essential
to conduct a rigorous comparative analysis between the newly acquired data, generated
through the implementation of the revised strategy, and the data extracted using the pre-
vious strategy derived from the FormIDEAble project [5]. To ensure a valid comparative
basis, a new series of experiments must be conducted using the original strategy within
the updated simulation model. Without this step, any conclusions drawn regarding the
efficacy of the newly introduced modifications would lack empirical robustness.

The simulation model used in this study is the one described in Chapter 5, which builds
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upon the foundation of the FormIDEAble framework while incorporating new parameters
and modified agent dynamics. Notable additions include the mobility_factor and the
voice_factor, as well as an updated rule preventing the SAR robot from requesting
assistance from a survivor whose refuse_counter exceeds four, for reasons previously
discussed in this study. These modifications introduce new constraints and influencing
factors that may alter agent behavior, potentially leading to results that differ from those
observed in the original FormIDEAble simulations. Acknowledging these differences is
crucial to ensuring a proper contextualization of the experimental findings.

The experiments were conducted under specific conditions while adhering to a prede-
termined set of variables necessary to define each simulation scenario. The parameters
defining each experiment are as follows:

• Seed number: A unique identifier assigned to each seed configuration to ensure
that all strategies operate within the same environmental conditions.

• Number of passengers: The total number of individuals attempting to evacuate
during the emergency scenario.

• Number of robots: The number of SAR robots participating in the evacuation
process.

• Number of staff : The number of first responders available during the emergency.

• Fall duration time: The amount of time required for a victim to stand up without
external assistance.

These parameters define the configuration of each individual simulation. The primary
objective of comparing different strategies is to ensure that all strategies operate under
identical conditions, allowing for a clear and unbiased comparative analysis. In particular,
the fall duration parameter was used to categorize the experiments into distinct clusters.
This classification enables a structured analysis of evacuation times based on the specific
fall duration selected for each simulation.

Regarding the tested strategies, four distinct configurations are analyzed during each
simulation run, each representing a different approach to how SAR robots interact with
other agents. These configurations are as follows:

• no-support: A scenario in which no external assistance is provided, and survivors
evacuate autonomously.

• staff-support: A configuration in which only trained personnel, specifically first
responders, are permitted to assist victims and facilitate the evacuation.
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• passenger-support: A scenario in which only fellow passengers, referred to as zero
responders, are allowed to aid victims.

• adaptive-support: A dynamic strategy in which the SAR robot adaptively assesses
the situation based on the methodology developed in this study, selecting the optimal
intervention strategy by systematically analyzing contextual variables.

The first three configurations serve a dual purpose. Firstly, they validate the rationale
behind the strategy implemented in this study. Secondly, they ensure that the dataset
generated using the FormIDEAble strategy remains comparable to the dataset produced
in this research. While these three configurations remain unchanged across different simu-
lation runs, as they are inherently dependent on the simulation model, the fourth configu-
ration, adaptive-support, differs between the old and new strategies. This configuration
constitutes the primary focus of the comparative analysis. For each seed configuration, it
was necessary to run the simulations twice: once for the old adaptive strategy and once
for the newly developed strategy.

Following extensive testing, this process has generated a dataset that is methodologically
aligned with the newly developed strategy. The subsequent sections will provide a detailed
analysis of this dataset, comparing it against the previous model to determine whether a
statistically significant improvement has been achieved.

7.1.2. Empirical Analysis of the Strategy

Once all necessary data have been retrieved from the previous strategy, the same process
is applied to the new one, ensuring that the exact same configuration is maintained. This
step is crucial to guarantee a rigorous and meaningful comparison.

As an initial step, the results are analyzed within their specific environment to evaluate
whether the implementation of adaptive-support provides an advantage within this
framework. To facilitate this assessment, violin plots are constructed for each test run.
A violin plot is a graphical tool used to visualize the distribution of numerical data,
representing different configurations through density curves [4].

In this case, the vertical axis represents the time required to complete an evacuation,
indicating the distribution of evacuation times. The width of the "violin" at specific
points reflects the frequency of observed evacuation times in the tests, with wider sections
corresponding to more commonly occurring values.

Figure 7.1 presents one of the violin plots obtained from the test runs. At first glance, the
average evacuation time improves only in the passenger-support and no-support config-
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urations, whereas staff-support configuration achieves lower average evacuation times.
Moreover, the staff-support configuration demonstrates greater consistency, exhibiting
fewer outliers compared to the no-support and passenger-support configurations.

Figure 7.1: Violin Plot of 50 Samples with DEFAULT_FALL_LENGTH = 180

Since the efficiency of the new strategy cannot be fully assessed solely by examining the
violin plot, a more precise analysis is conducted using the Vargha and Delaney A index.
A more detailed discussion of this analysis will be presented later in the chapter to avoid
premature conclusions based on a superficial interpretation of the results.

Other violin plots are reported for the completeness of the study, providing additional
perspectives on the results of the experiments.

7.1.3. Vargha and Delaney Analysis

To better evaluate the efficiency of the proposed strategy, a more precise comparison of
the collected data is required. For this purpose, a Python function is used to compute the
Vargha and Delaney (VA) index, a statistical measure that, given two datasets, estimates
the probability that a randomly selected value from the treatment group is higher than a
randomly selected value from the control group [51].

By applying this method, it is possible to directly compare evacuation times across differ-
ent strategies under the same conditions, allowing us to assess whether the new approach
effectively improves evacuation efficiency.

The experimental configuration adopted for this analysis includes the following parame-
ters:

• 800 passengers, as previous studies have shown that the system tends to perform
better when managing a larger number of evacuees;

• 8 staff members to assist in the evacuation process;
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• 1 SAR Robot, responsible for coordinating support;

• Different simulation seeds for each configuration, ensuring that a wide variety of
possible scenarios is taken into account.

Table 7.1 presents the results obtained from 15 independent simulation runs, each per-
formed with different FALL_DURATION values ranging from 30 to 450 ticks. For each run,
50 evacuation samples were generated using different simulation seeds, further increasing
the robustness of the analysis.

The VA index provides an immediate and intuitive way to assess the effectiveness of a
given strategy. By examining the values obtained, it becomes possible to quickly iden-
tify which strategy performs best among those analyzed. In this study, the proposed
approach is compared with four different strategies, allowing for a detailed evaluation of
its effectiveness.

No-support Comparison

The no-support strategy represents the scenario in which passengers are left to evacuate
autonomously, without any form of assistance. As shown in Table 7.1, the results sug-
gest that, on average, the strategy developed in this study leads to an improvement in
evacuation times, as most VA index values are below 0.5. However, the improvement is
rather limited, as all effect sizes are categorized as small, indicating that while the new
approach offers some benefits, they are not particularly significant.

Staff-support Comparison

The staff-support strategy involves the presence of first responders, who assist victims
and help coordinate the evacuation. The results presented in Table 7.1 indicate that, when
compared to this configuration, the proposed strategy does not lead to an improvement in
evacuation times. In fact, in most cases, it performs worse than the staff-only approach.
This suggests that the adaptive system introduced in this study does not enhance efficiency
when compared to a scenario where trained personnel are in charge of guiding evacuees.

Passenger-support Comparison

In the passenger-support strategy, the SAR Robot relies exclusively on passengers to
assist victims during the evacuation. When compared to the approach implemented in
this study, the differences are minimal: most VA index values are slightly below 0.5, but
the effect size is consistently classified as negligible. This indicates that the new strategy
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does not provide a meaningful improvement in evacuation efficiency. A more detailed
discussion of these results will be presented later in the chapter, as the data suggests
that, in most cases, the adaptive system tends to prioritize asking for assistance from
passengers rather than from the staff.

FormIDEAble Adaptive-support Comparison

The final comparison is with the FormIDEAble adaptive-support strategy. The results
indicate a decline in evacuation efficiency, similar to what was observed in the comparison
with the staff-support strategy. The values in Table 7.1 show that, in nearly all cases, the
proposed approach results in longer evacuation times. Only in one specific scenario does
it perform better, but the difference is negligible.

The following section will explore possible explanations for these results, discussing the
potential reasons behind the observed decline in system performance and identifying areas
for improvement.

7.1.4. Considerations

As previously discussed, the newly implemented strategy does not lead to an improve-
ment in system performance when compared to the previous approaches. A more in-depth
analysis has revealed that the primary reason for this inefficacy lies in the decision-making
process of the SAR Robot. Specifically, during simulations, the robot consistently pri-
oritizes requesting assistance from zero responders rather than first responders, despite
the fact that, according to the strategy model, there are specific scenarios in which the
optimal course of action would be to seek help from staff members instead.

For instance, within the defined strategy model, when the system reaches the state
easy_helping, the survivor has just assisted another individual, and the counter tracking
the number of times the robot has asked that particular survivor for help reaches three.
In such cases, the robot should ideally seek assistance from a first responder rather than
a survivor. Similarly, another instance where first responders should be prioritized oc-
curs when the refuse_counter exceeds four, indicating that a given survivor has already
refused to assist multiple times.

However, a critical discrepancy arises: during the execution of the new strategy, these
states are never reached. This suggests an underlying issue within the model that pre-
vents the system from transitioning into these decision points, effectively forcing the
robot to always seek help from zero responders. This anomaly not only explains the over-
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all inefficiency of the approach but also accounts for the similarities between the newly
implemented strategy and the passenger-support strategy. Since both configurations
primarily rely on zero responders, it is reasonable to conclude that this structural limita-
tion significantly contributes to the suboptimal evacuation performance.

A crucial consideration is that, in theory, the implemented strategy does not inherently
favor survivors over staff members. However, empirical observations from the simulation
strongly indicate that this is, in practice, what occurs. This inconsistency suggests a
misalignment within the strategy model that prevents the system from recognizing and
executing optimal transitions toward requesting first responder assistance.

Furthermore, when comparing the performance of the proposed strategy with both the
FormIDEAble adaptive strategy and the staff-support strategy, a key insight emerges.
These two strategies demonstrate superior evacuation performance and successfully tran-
sition to states where staff members provide assistance. This observation suggests that
the issue does not stem from the simulation environment itself. If the flaw were within the
simulation framework, it would have impacted all strategies equally. Instead, the fact that
only the newly implemented strategy exhibits this anomalous behavior strongly indicates
that the inconsistency lies in the construction of the strategy model itself.

Upon further investigation, it becomes evident that the root cause of this issue likely
originates in the transition from the SHA to the PTMDP model. While the automata
learning process produces structurally sound automata that accurately reflect the ob-
served behaviors, the conversion from SHA to PTMDP was performed manually. The
assignment of state transitions and action priorities, such as the way points are allocated
to agents, was determined arbitrarily due to the absence of more reliable sources. This
lack of empirical grounding introduces a degree of subjectivity in how the PTMDP in-
terprets decision-making processes. Consequently, the PTMDP’s assessment of optimal
actions may not fully align with real-world behavioral dynamics, leading to deviations
from expected behavior.

To address this limitation, an additional component could have been introduced to sys-
tematically regulate how points are assigned. Specifically, determining how many points a
zero responder should receive when assisting a nearby victim versus a distant one, or how
many points should be deducted for delays in decision-making, would have improved the
accuracy of the model. A more structured approach to this aspect of the framework would
ensure that the PTMDP more accurately represents realistic decision-making processes,
ultimately enhancing the reliability and effectiveness of the generated strategies.
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(a) Violin plot with DEFAULT_FALL_LENGTH = 30.

(b) Violin plot with DEFAULT_FALL_LENGTH = 120.

(c) Violin plot with DEFAULT_FALL_LENGTH = 210.

(d) Violin plot with DEFAULT_FALL_LENGTH = 540.

Figure 7.2: Additional Violin Plots using 50 Samples
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FALL_DURATION No-Support
Evacuation
Time

Staff-Support
Evacuation
Time

Passenger-
Support
Evacuation
Time

Adaptive-
Support
Evacuation
Time

30 0.3634 (small) 0.7658 (large) 0.4906 (negli-
gible)

0.7556 (large)

60 0.3564 (small) 0.745 (large) 0.46 (negligi-
ble)

0.7308
(medium)

90 0.3386 (small) 0.6848
(medium)

0.4648 (negli-
gible)

0.7054
(medium)

120 0.3562 (small) 0.7478 (large) 0.4744 (negli-
gible)

0.7702 (large)

150 0.4422 (negli-
gible)

0.543 (negligi-
ble)

0.5284 (negli-
gible)

0.492 (negligi-
ble)

180 0.3448 (small) 0.6968
(medium)

0.4696 (negli-
gible)

0.7254
(medium)

210 0.3388 (small) 0.6954
(medium)

0.4688 (negli-
gible)

0.7472 (large)

240 0.3326
(medium)

0.6744
(medium)

0.4714 (negli-
gible)

0.701
(medium)

270 0.3542 (small) 0.6678
(medium)

0.4648 (negli-
gible)

0.7054
(medium)

300 0.3636 (small) 0.6746
(medium)

0.501 (negligi-
ble)

0.6666
(medium)

330 0.364 (small) 0.6408 (small) 0.4906 (negli-
gible)

0.6436 (small)

360 0.35 (small) 0.6324 (small) 0.479 (negligi-
ble)

0.6458 (small)

390 0.3496 (small) 0.6366 (small) 0.4688 (negli-
gible)

0.6552 (small)

420 nan (nan) 0.6346 (small) 0.4752 (negli-
gible)

0.6716
(medium)

450 0.3668 (small) 0.6294 (small) 0.4868 (negli-
gible)

0.667
(medium)

480 0.3508 (small) 0.6146 (small) 0.4804 (negli-
gible)

0.6548 (small)

510 0.3532 (small) 0.614 (small) 0.4724 (negli-
gible)

0.635 (small)

540 nan (nan) 0.6124 (small) 0.476 (negligi-
ble)

0.6402 (small)

570 nan (nan) nan (nan) 0.4796 (negli-
gible)

nan (nan)

600 nan (nan) nan (nan) nan (nan) nan (nan)

Table 7.1: Comparison of evacuation times under different support conditions
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Developments

This chapter presents the final discussion and key takeaways from the study, summarizing
the main findings, identifying limitations, and outlining potential directions for future
research.

8.1. Conclusion

The present study aimed to develop and evaluate an optimized strategy for improving
evacuation efficiency in emergency scenarios. Through a systematic approach combin-
ing simulation-based experimentation and comparative analysis, the research provided
valuable insights into the strengths and limitations of the proposed strategy. This final
chapter summarizes the key findings, highlights the main limitations of the study, and
outlines potential directions for future research.

8.2. Summary of Findings

The comparative analysis between the newly implemented adaptive-support strategy and
previously established evacuation methodologies revealed several key observations:

• The newly developed strategy did not yield a statistically significant improvement
over the existing approaches. While minor enhancements were observed in certain
scenarios, they were not substantial enough to validate the proposed methodology
as superior.

• The adaptive-support strategy exhibited a tendency to rely excessively on zero re-
sponders rather than leveraging the assistance of first responders. This behavior
diverged from the intended decision-making model, which was designed to dynami-
cally allocate support based on the situation’s needs.

• The simulation results demonstrated that the staff-support strategy consistently
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outperformed the adaptive-support configuration. This suggests that trained per-
sonnel play a crucial role in improving evacuation efficiency and should remain a
fundamental component of emergency response protocols.

• The FormIDEAble adaptive-support strategy, against which the newly proposed
model was compared, yielded better evacuation performance, despite the changes in
the simulation model. The discrepancies between the two approaches indicate the
necessity of refining the decision-making logic in the new model.

• A crucial limitation identified was in the transition from the Stochastic Hybrid
Automaton (SHA) to the Priced Timed Markov Decision Process (PTMDP). While
the SHA accurately represented observed behaviors, the conversion process was
performed manually. The assignment of state transitions and action priorities relied
on arbitrary point allocation rather than empirical data, leading to inconsistencies
in the model’s decision-making process.

These findings collectively suggest that while the concept of an adaptive evacuation strat-
egy remains promising, its current implementation presents shortcomings that must be
addressed before it can be considered an improvement over existing methods.

8.3. Future Directions

The insights gained from this study pave the way for several promising research directions:

• Refinement of the Adaptive Decision-Making Process: The logic governing the SAR
robot’s assistance requests should be revised to ensure that first responders are
prioritized in situations where their intervention would be most effective.

• Integration of Machine Learning: Future work could explore the use of machine
learning techniques to enhance the decision-making process, allowing the system to
dynamically learn from past evacuation scenarios and optimize its actions in real
time.

• Automated Transition from SHA to PTMDP: Developing an automated mechanism
for translating the learned automaton into a PTMDP would eliminate the need for
manual intervention, reducing biases and improving model accuracy.

• Real-World Validation: Conducting field tests and case studies to compare simulation-
based findings with actual emergency evacuations would provide valuable validation
of the proposed methodologies.

• Enhancement of Simulation Fidelity: Incorporating additional variables, such as
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psychological factors influencing evacuee behavior or environmental hazards affect-
ing mobility, could improve the realism and applicability of the model.

8.4. Final Remarks

This study has contributed to the ongoing exploration of evacuation optimization strate-
gies by identifying key factors influencing emergency response efficiency. While the pro-
posed adaptive-support strategy did not surpass existing methodologies in its current
form, the research has highlighted critical areas for improvement and provided a founda-
tion for future enhancements.

One of the key takeaways from this study is the crucial role of field experiments in
evaluating evacuation strategies. However, conducting such experiments presents sig-
nificant challenges, as it is nearly impossible to create a controlled scenario where a large-
scale evacuation is necessary. This limitation underscores the importance of advancing
simulation-based approaches, which remain an essential tool for testing and refining emer-
gency response strategies.

A critical issue identified in this study is the need for an automated, data-driven tran-
sition from SHA to PTMDP. The current manual approach introduces subjectivity in
state-action assignments, which may impact the decision-making efficiency of the SAR
Robot. Addressing this limitation through automation would enhance model accuracy
and reliability.

The ultimate goal remains the development of a highly adaptive, intelligent system ca-
pable of optimizing emergency evacuations in dynamic environments. By addressing the
identified limitations and exploring advanced methodologies, future research can further
refine the approach and contribute to more effective evacuation strategies that enhance
safety and resilience in emergency situations.
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