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1. Introduction
Neurodevelopmental Disorders (NDDs) encom-
pass a diverse group of conditions characterized
by disruptions in brain development, leading to
difficulties in cognition, communication, behav-
ior, and motor skills. [12]
Common NDDs (Figure 1) include autism
spectrum disorder (ASD), attention-
deficit/hyperactivity disorder (ADHD), in-
tellectual disabilities, and specific learning
disorders (SLD). These disorders emerge early
in life, typically during infancy or childhood,
and often persist into adolescence and adult-
hood. These conditions can significantly impact
a child’s development and daily functioning,
and early intervention is crucial for improving
outcomes.

1.1. Emerging therapies and tech-
nologies for NDDs

Emerging therapies, including interactive and
conversational technologies, offer cost-effective
alternatives, though further research is needed
to optimize them for individuals with NDDs.
The integration of technology in therapy
presents an innovative approach to addressing
the unique challenges faced by this popula-
tion. Social robots, for instance, provide interac-

Figure 1: NDDs classification

tive and engaging experiences that help sustain
attention and enhance therapeutic outcomes.
[9] Other technological advancements, such as
virtual reality environments, gamified learning
platforms, and mobile applications, offer adapt-
able and personalized interventions suited to dif-
ferent developmental stages. [7]
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This thesis aims to contribute to this evolving
landscape by providing caregivers with a tool
to easily create personalized exercises that effec-
tively engage individuals with NDDs in therapy
and learning.

1.2. Single-agent system (SAS) and
Multi-agent system (MAS)

An AI agent is an autonomous entity that per-
ceives its environment through sensors, pro-
cesses information, and takes actions to achieve
specific goals. AI agents can be software-based
(e.g., chatbots, recommender systems) or em-
bodied in physical hardware (e.g., robots, self-
driving cars). [4]

A single-agent system (Figure 2) is a smart en-
tity capable of making autonomous choices, ad-
justing to its surroundings, and employing differ-
ent strategies to accomplish specific objectives.
You can imagine a single agent as a proficient
expert who operates independently within their
area of specialization, gaining knowledge from
experience and continuously enhancing their
skills and comprehension over time.
The goal of a single-agent system (SAS) is to
solve its allocated task with some additional con-
straints, e.g. a deadline. To achieve this aim,
the agent first senses parameters from the envi-
ronment. Empowered with this data, the agent
can build up knowledge about the environment.
This knowledge along with the history of the
previous actions taken and the goal are fed to
an inference engine which decides on the appro-
priate action to be taken by the agent. [4]
These are the key points of a SAS system:

• Centralized Control: a single AI entity
is responsible for all decision-making pro-
cesses, making it easier to manage and un-
derstand the system’s behavior.

• Ease of Development: developing single-
agent models is often simpler, as it involves
creating and optimizing one model without
the need for inter-agent communication.

• Applications: typically used in well-
defined and controlled environments.

Figure 2: SAS system

A multi-agent system (MAS) (Figure 3) is an ex-
tension of the agent technology where a group of
connected autonomous agents act in an environ-
ment to achieve a common goal. These agents
can collaborate, compete, or negotiate, making
MAS a powerful approach for solving complex,
distributed problems. [11]
A MAS is characterized by the following fea-
tures:

• Distributed Control: multiple agents
share the workload, distributing tasks based
on specialization and capability, which can
enhance efficiency and performance.

• Collaborative Learning: agents can
learn from each other, share insights, and
improve collectively, leading to faster and
more robust advancements.

• Applications: suitable for dynamic and
complex environments.

Figure 3: MAS system
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Ultimately, if the task requires high autonomy,
interaction, and adaptability in a changing envi-
ronment, MAS is the superior choice. However,
if the objective is efficiency, simplicity, and in-
dependent decision-making, a SAS approach is
more practical.

1.3. The synergy between Large Lan-
guage Models and ChatCare

As technology advances, the need for specialized
digital tools to support individuals with Neu-
rodevelopmental Disorders (NDDs) continues to
grow. In our research environment, our prede-
cessors developed ChatCare-MAS [5], which
is an innovative digital tool designed to as-
sist caregivers in creating interactive and en-
gaging activities for individuals with neurode-
velopmental disorders. Using the generative ca-
pabilities of Large Language Models (LLMs),
ChatCare-MAS enables the automatic genera-
tion of personalized therapeutic exercises aimed
at improving language, conversational, and so-
cial skills. Unlike traditional static exercise for-
mats, ChatCare-MAS integrates these activities
within dynamic conversations, adapting to the
user’s behaviors and emotions to enhance en-
gagement. The system is intended to comple-
ment, rather than replace, the therapist’s role,
facilitating session planning and expanding the
range of available activities and exercises to en-
rich the therapeutic experience.
ChatCare-MAS introduced a groundbreaking
approach by utilizing Large Language Models
to assist caregivers and therapists in creating
personalized therapeutic exercises and enhanc-
ing communication with patients.

Building on this foundation, we have developed
ChatCare-SAS, an optimized version of the
original system ChatCare-MAS. ChatCare-SAS
retains the core objective of assisting caregivers
and therapists in creating personalized thera-
peutic exercises but introduces significant archi-
tectural improvements to enhance efficiency, re-
duce operational costs, and improve system re-
sponsiveness. By transitioning from a multi-
agent system (MAS) to a single-agent sys-
tem (SAS), ChatCare-SAS simplifies the overall
structure while maintaining the core functional-
ities necessary for effective therapy support.
To evaluate the effectiveness of these changes,

this thesis seeks to address the following key re-
search questions:
• Is a single-agent system (SAS) more effi-

cient than a multi-agent system (MAS) in
terms of performance and cost?

• Does a single-agent system (SAS) provide
better user support and experience compared
to a multi-agent system (MAS)?

Additionally, we also assessed ChatCare-SAS’s
ability to accurately detect emotions in text.

2. ChatCare-MAS vs
ChatCare-SAS

This thesis builds upon the foundation of the
original ChatCare-MAS system, focusing on op-
timizing its structure and performance to make
it a more practical and sustainable tool for real-
world applications. A primary motivation for
this work is to address the high operational costs
associated with frequent API calls to LLM-based
services, which can be a significant barrier to
scalability. Additionally, improving the system’s
responsiveness is crucial, as latency in generat-
ing therapeutic exercises or conversational re-
sponses can hinder the user experience, espe-
cially for individuals with NDDs who may re-
quire immediate feedback and engagement.

A key architectural change in this optimization
process is the transition from a multi-agent sys-
tem (MAS) to a single-agent system (SAS), re-
ducing the number of LLMs used from five to
one. This shift significantly lowers operational
costs while simplifying the system’s architecture.
Furthermore, functionalities previously handled
by multiple LLMs, such as emotion detection
and input cleaning, have been replaced by spe-
cialized libraries that perform the same tasks
through API calls, effectively reducing reliance
on expensive LLM-based services.

Another significant change in the new version of
ChatCare-SAS is the separation of the chatbot
from direct exercise management. In ChatCare-
MAS, the conversational agent was responsible
for handling all aspects of the exercises, includ-
ing submitting answers and transitioning be-
tween activities. In contrast, the updated ver-
sion decouples these functionalities, allowing the
chatbot to retain knowledge of the exercises
while delegating their execution and manage-
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ment to a separate system. This modular ap-
proach enhances flexibility, maintainability, and
scalability.

2.1. ChatCare-SAS Architecture
ChatCare-SAS has been developed using Re-
act, a powerful and flexible JavaScript frame-
work widely used for building user interfaces.
React’s component-based architecture allows for
efficient development and seamless integration of
dynamic features, ensuring a responsive and in-
tuitive user experience.
ChatCare-SAS uses a relational database,
specifically PostgreSQL, to efficiently manage
critical data. It organizes essential information
such as user profiles, personalized settings, and
individual needs.
ChatCare-SAS operates with a single LLM
(Sigle-agent system). This transition eliminates
the complexity of coordinating multiple LLMs,
centralizing all capabilities into a single one.
The system simplifies resource allocation and
minimizes potential overhead caused by inter-
LLM communication.

2.2. Modules

Figure 4: ChatCare-SAS modules

It is important to highlight which modules were
previously handled by LLMs in ChatCare-MAS
and have now been replaced by alternative ap-
proaches: Input Transformation, Explicit Be-
havioral Detection, Behavior Prompt Manager,
Conversation Flow Manager (this module has
been deleted since it was redundant and not rel-
evant for the execution of the system).
Now, all these modules in ChatCare-SAS (Fig-
ure 4) don’t rely on LLMS but only on libraries,

reducing operational costs and improving the in-
teraction inter-modules.
All the modules that analyze the user’s input to
derive information about the user’s behavior or
conversation progress to generate prompts help-
ful to the main LLM are grouped here.

• Implicit Behavioral Detection: this
module remains the same for both
ChatCare-MAS and ChatCare-SAS. It
processes the audio input of the user by
using Emoty’s API [3], which analyzes
the emotional content encoded within the
voice data. Emoty’s API can recognizes 7
emotions: neutral, fear, joy, anger, sadness,
disgust, and surprise. After the analysis,
the dominant emotion is forwarded to the
Behavior Prompt Manager. [6]

2.3. User Prompt Handler

Figure 5: User Prompt Handler

The modules present in the User Prompt
Handler (Figure 5) are as follows:

• Input Transformation: previously man-
aged by an LLM in ChatCare-MAS, this is
the module where the textual input of the
user gets corrected. In ChatCare-SAS it
utilizes LanguageTool, an advanced open-
source library designed for grammar and
style correction.

• Explicit Behavioral detection: previ-
ously handled by an LLM in ChatCare-
MAS, it is the module where the emotion of
the user gets recognized. In ChatCare-SAS
it uses Emotion English DistilRoBERTa-
base [6], which is the model used for the
emotion detection by analyzing the text of
the user.

• Behavior Prompt Manager: previously
an LLM-based module in ChatCare-MAS,
it integrates outputs from both the Implicit
and Explicit Behavioral Detection modules.
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Its primary role is to merge the emotional
and behavioral insights derived from speech
and textual content analysis into a cohe-
sive, context-aware prompt that encapsu-
lates the emotional state and intent of the
user.
In ChatCare-SAS, the emotion recognized
by the Explicit Behavioral detection mod-
ule or the Implicit Behavioral Detection
module, depending on the user input (au-
dio or text), is used to retrieve the corre-
sponding prompt related to the emotion.
This prompt is then directed to the System
Prompt Handler, where the final output is
generated.

2.4. System Prompt Handler
In ChatCare-MAS this module was con-
taining three distinct sub-modules: Pro-
cess, Order, and Merge. It first processed
prompts arrived from the User Prompt
Handler, arranging them in a specific order
for optimizing subsequent operations. Fol-
lowing this, the Merge sub-module consoli-
dated these ordered prompts into a cohesive
structure culminating in the creation of the
final system prompt delivered to the main
LLM.
Now, in ChatCare-SAS the System Prompt
Handler (Figure 6) has been reorganized
using a single sub-module, the Process
module, responsible for creating the final
prompt to deliver to the LLM.

Figure 6: System Prompt Handler

• Process: it integrates the prompts gen-
erated by the Behavior Prompt Manager.
Additionally, it incorporates information
about the exercise the user is currently
performing and the rules specific of each
patient, ensuring a comprehensive and
context-aware response. Following this, it

consolidates these ordered prompts into a
cohesive structure culminating in the cre-
ation of the final system prompt delivered
to the main LLM.

• Exercise generator: this module (Figure
7) remains the same for both ChatCare-
MAS and ChatCare-SAS. It is responsible
for generating customized exercises based
on user-defined parameters. The Exercise
Generator allows users to select an exercise
type and specify relevant parameters, which
are then processed by the system. Utiliz-
ing a LLM, the module creates an exercise
that aligns with the provided specifications.
Once generated, the user has the ability
to review and edit the exercise, ensuring it
meets the desired requirements before final-
ization.

Figure 7: Exercise generator

2.5. Prompts
Prompts play a fundamental role in ensuring the
effective operation of the Large Language Model
(LLM) within the system for both ChatCare-
MAS and ChatCare-SAS. They serve as struc-
tured inputs that guide the model’s responses
and behavior during interactions. Prompts are
generated by different modules, embedding key
information about the user and the session con-
text.

This (Figure 8) is the Final prompt of ChatCare-
SAS addressed to the single LLM. By doing so,
the Large Language Model can perform its func-
tion.
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Figure 8: Final prompt

This (Figure 9) is the Emotions prompt of
ChatCare-SAS: the behavior corresponding to
the detected emotion is inserted into the final
prompt.
The model predicts Ekman’s 6 basic emotions,
plus a neutral class. [6] Prompts are taken from
the previous version ChatCare-MAS and they
have been rephrased to be adapted to the new
version. [5]

Figure 9: Emotions prompt

3. Evaluation method
After defining the design and implementation of
ChatCare-SAS, it is time to answer the question:

• Is a single-agent system (SAS) more effi-
cient than a multi-agent system (MAS) in
terms of performance and cost?

• Does a single-agent system (SAS) provide
better user support and experience com-
pared to a multi-agent system (MAS)?

This chapter focuses on assessing key metrics

that determine the efficiency, accuracy, and scal-
ability of the system. By systematically mea-
suring these aspects, we can evaluate whether
ChatCare-SAS meets its intended goals. Addi-
tionally, we also assessed ChatCare-SAS’s abil-
ity to accurately detect emotions in text.

3.1. Research variables
The evaluation will cover multiple dimensions:
• Intent Recognition Accuracy (IRA) –

Evaluating the chatbot’s ability to correctly
identify user intents, ensuring coherent and
contextually appropriate responses. [2]

• Task Completion Ratio (TCR) – As-
sessing the system’s effectiveness in success-
fully executing user-requested tasks after
intent recognition. [8]

• Cost of API Calls – Analyzing the finan-
cial impact of API requests for exercise gen-
eration, conversation handling, and image
creation.[10]

• Latency (Response Time of API
Calls) – Assessing the system’s responsive-
ness by measuring the time required to pro-
cess API requests and return results. [10]

• Conversational Metrics – Evaluating
the structure and quality of conversation
through several key measures.[5]

• Emotion Detection Accuracy – Measur-
ing how effectively the system classifies user
emotions. [1]

3.2. Methodology
The study was conducted using personal com-
puters, the ChatCare-SAS and ChatCare-MAS
interfaces, and ChatGPT, which was employed
to evaluate conversational metrics and simu-
late users with Neurodevelopmental Disorders
(NDDs). The evaluation was performed by the
authors of this thesis, who also conducted sub-
jective assessments of IRA and TCR.
To validate emotion detection, DistilRoBERTa’s
performance was assessed on the ISEAR
dataset[1], calculating key metrics to evaluate
its ability to recognize emotions.
For other metrics, the performance of both sys-
tems was evaluated across 14 exercises, divided
into reading comprehension and social story
tasks. These exercises involved simulated con-
versational scenarios, with ChatGPT also used
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Figure 10: Metrics questionnaire

Figure 11: Conversational metrics guidelines

to introduce additional variability by simulat-
ing user interactions with NDDs. The scenarios
tested included smooth interactions, attempts to
avoid exercises, deliberate confusion, and other
diverse user behaviors. For IRA and TCR, after
we recorded all chatbot interactions across the
14 exercises, we evaluated them based on pre-
defined success criteria. Each conversation was
carefully analyzed by us, with hits and misses
determined according to the metrics question-
naire. (Figure 10)
The conversational metrics were calculated us-
ing the same set of conversations. However, in
this case, the conversations were fed to Chat-
GPT after we provided it with specific guidelines
(Figure 11) on how to identify Subject-Verb-
Object (SVO) structures, detect filler words,
and determine appropriate sentence endings.
Once trained on these criteria, ChatGPT ana-
lyzed the conversations and generated the cor-
responding conversational metric results.
Lastly, the cost and latency metrics were de-

termined by averaging the costs and response
times recorded during both the exercise genera-
tion and chatbot interactions.

4. Result
This section presents the results obtained from
the evaluation of both ChatCare-MAS and
ChatCare-SAS across various performance
metrics.

Intent Recognition Accuracy (IRA): ChatCare-
MAS achieved an IRA of 87.3%, while
ChatCare-SAS performed slightly lower with
84.7%. Both systems demonstrated strong
intent recognition, but the SAS version showed
a minor decrease in accuracy.

Task Completion Ratio (TCR): ChatCare-MAS
achieved a TCR of 77.6%, while ChatCare-SAS
showed an improvement with a TCR of 82.3%.
Despite this, both systems faced challenges,
with ChatCare-SAS struggling with ambiguity
and engagement, and ChatCare-MAS struggling
with coherency and follow-up questions.

Cost of API Calls: ChatCare-SAS significantly
reduced costs compared to ChatCare-MAS.
For example, a full session (including exer-
cise generation and 10 interactions) using
ChatCare-SAS costs €0.29, while ChatCare-
MAS costs €1.07.Since both systems had the
same exercise generation costs, the difference
in the average cost per interaction is even
more noticeable, with ChatCare-SAS costing
€0.012 compared to €0.085 for ChatCare-MAS.

Latency: both systems had identical exer-
cise generation latency (4̃8 seconds for social
stories, 3̃3 seconds for reading comprehen-
sion). However, ChatCare-SAS outperformed
ChatCare-MAS in chatbot interaction latency,
reducing average response time from 1̃3.7
seconds to 3̃.47 seconds and peak latency from
30 seconds to 5.7 seconds.

Conversational Metrics:
the linguistic performance of both systems
was similar (Table 1). ChatCare-SAS showed
slight improvements in sentence structure (M1)
and short word usage (M4), but had longer
sentences (M2) and a marginal increase in filler
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Metric ChatCare-MAS ChatCare-SAS Preferred
Direction

M1 0.52 0.56 Higher
M2 12.87 14.9 Lower
M3 0.015 0.017 Lower
M4 0.76 0.77 Higher

Table 1: Conversational metrics results

words (M3), which could affect clarity.

Emotion Detection (ED): the results for the
emotion detection evaluation of ChatCare-SAS
are the following:
• Accuracy: 57.48
• Precision: 73.13
• Recall: 72.10
• F1-score: 72.61

The DistilRoBERTa model demonstrates decent
performance in emotion detection, with a preci-
sion of 73.13%, recall of 72.10%, and an F1-score
of 72.61%. While the model is effective, there
is room for improvement in accuracy and error
handling to better suit real-world applications.

5. Conclusions and Future
works

This thesis explores the transition from a
multi-agent system (MAS) to a single-agent
system (SAS) within the ChatCare frame-
work to optimize efficiency, reduce costs, and
improve usability for caregivers and individu-
als with Neurodevelopmental Disorders (NDDs).

Validation results showed that ChatCare-
SAS maintained high performance in emotion
detection, intent recognition, and task comple-
tion, ensuring effective support for individuals
with NDDs. The SAS model is on average
more cost-effective, streamlined, and scalable
compared to the MAS counterpart, offering
better real-world applicability. This optimiza-
tion guarantees that ChatCare remains an
impactful, accessible resource for individuals
with NDDs and their caregivers.

Despite the improvements in the new sys-
tem, several limitations persist. The chatbot no
longer supports image generation, a valuable
feature for visual engagement and learning.
Additionally, while the system was primarily
developed for Italian interactions, its per-

formance in Italian remains uncertain, as
testing has mainly been conducted in English.
Furthermore, many of the challenges from
ChatCare-MAS, such as conversation manage-
ment for individuals with low cognitive abilities
and ethical concerns regarding correctness and
bias, were not fully addressed in this version.

In future work, we will complete the com-
parison of ChatCare-SAS and ChatCare-MAS
with respect to emotion detection. Due to time
constraints, the emotion detection calculations
for ChatCare-MAS were not completed in this
study, but we plan to finalize this analysis
and include the results in subsequent research.
Additionally, future efforts will focus on enhanc-
ing the chatbot’s performance by improving
emotion detection algorithms and integrating
adaptive learning features for more personalized
interactions. A key area of development will
involve increasing the chatbot’s awareness of
user interactions with UI elements, such as
selecting answers, to enhance system interac-
tivity. Furthermore, we will address ethical
and accuracy concerns by applying advanced
machine learning techniques to detect and
mitigate biases within the system.
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