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Abstract

Modern High Performance Computing (HPC) systems have reached exascale capabilities,
enabling unprecedented scientific discoveries across diverse domains. The Message Passing
Interface (MPI) serves as the de facto standard for programming parallel applications on
these systems, coordinating thousands of processors through message passing.

However, the continuous expansion of HPC systems introduces critical challenges that can
limit their effectiveness. Traditionally, these systems operate under static resource alloca-
tion, where the number of processors assigned to an application remains fixed throughout
its execution. This can lead to resource underutilization in some execution phases. In ad-
dition, the increasing scale of these systems elevates the probability of hardware failures,
which can result in complete application failures. Furthermore, the power consumption
associated with exascale computing makes energy efficiency a fundamental constraint.

This thesis addresses these challenges by investigating the integration of Dynamic Man-
agement of Resources (DMR) with User Level Failure Mitigation (ULFM) extensions to
enable efficient shrinking operations in MPI applications. We propose leveraging ULFM’s
error handling and communicator reconstruction capabilities to implement resource re-
ductions without the need to restart applications, utilizing controlled process termination
to maintain application consistency.

The experimental evaluation demonstrates significant improvements in time to completion
compared to restart-based approaches, while quantifying overheads and analyzing scalabil-
ity across system sizes. The results suggest that combining dynamic resource management
with fault tolerance mechanisms provides a promising path toward enhancing malleability.

Keywords: malleability, dynamic resource management, MPI, ULFM, fault tolerance,
HPC





Abstract in lingua italiana

I moderni sistemi di calcolo ad alte prestazioni (HPC) hanno raggiunto capacità exascale,
consentendo scoperte scientifiche senza precedenti in diversi ambiti di ricerca. La libreria
Message Passing Interface (MPI) rappresenta di fatto lo standard per la programmazione
di applicazioni parallele che sfruttano questi sistemi, coordinando migliaia di processori
attraverso scambi di messaggi.

Tuttavia, l’espansione continua dei sistemi HPC introduce sfide che ne compromettono
l’efficacia. Tradizionalmente, questi sistemi allocano le risorse in modo statico, man-
tenendo fisso il numero di processori assegnati a un’applicazione durante tutta la sua
esecuzione. Ciò può portare a un utilizzo inefficiente delle risorse in alcune fasi di ese-
cuzione. Inoltre, la crescente dimensione di questi sistemi aumenta la probabilità di guasti
hardware, che possono causare l’interruzione totale delle applicazioni. Infine, il consumo
energetico associato a questi sistemi rende l’efficienza energetica un aspetto fondamentale.

Questa tesi affronta queste sfide studiando l’integrazione della libreria Dynamic Manage-
ment of Resources (DMR) con l’estensione User Level Failure Mitigation (ULFM), al fine
di migliorare le operazioni di riduzione delle risorse in applicazioni MPI. La proposta è
quella di sfruttare le capacità di gestione degli errori e di ricostruzione dei comunicatori
offerte da ULFM per implementare riduzioni delle risorse senza dover ricorrere a un ri-
avvio dell’intera applicazione, terminando in modo controllato i processi per mantenere
la coerenza dell’applicazione.

Le sperimentazioni condotte dimostrano miglioramenti significativi nei tempi di completa-
mento rispetto agli approcci basati sul riavvio, quantificando al tempo stesso gli overhead
e analizzando la scalabilità su diverse dimensioni di sistema. I risultati suggeriscono
che combinare la gestione dinamica delle risorse con meccanismi di tolleranza ai guasti
potrebbe rappresentare un percorso promettente per migliorare la malleabilità.

Parole chiave: malleabilità, gestione dinamica delle risorse, MPI, ULFM, tolleranza
ai guasti, HPC
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1| Introduction

Modern High Performance Computing systems have evolved into sophisticated infrastruc-
tures that power the most demanding scientific and engineering applications across diverse
domains. These systems have now reached exascale computing power, meaning they can
perform at least one exaFLOP/s, i.e., ∼ 1018 floating-point operations per second. This
enables unprecedented discoveries and innovations in fields that affect our daily lives, from
meteorology to pharmaceuticals to artificial intelligence.

Nowadays, HPC is no longer used only by research laboratories or national computing cen-
ters. Thanks to the growing availability of infrastructures and the integration with cloud
services, even smaller companies and institutions can benefit from this technology. Ad-
vances in hardware and system architecture are leading toward increasingly heterogeneous
systems that combine traditional processors with specialized accelerators, optimizing en-
ergy consumption and improving performance. At the same time, HPC has become a
strategic pillar for addressing the complex challenges of contemporary society.

Alongside hardware advances, programming models and software standards have been
equally crucial to harness the full potential of these systems. The Message Passing Inter-
face (MPI) [45] is the de facto standard for programming parallel applications that run
on distributed memory systems. MPI allows programmers to write applications that can
run on thousands of processors, coordinating their work through message passing. Over
the years, MPI has evolved through numerous extensions and improvements, trying to
keep pace with the rapid evolution of HPC architectures and applications.

With the continuous expansion of HPC systems in both scale and architectural complexity,
several critical issues have emerged that significantly affect their effectiveness. Among
these is the traditional paradigm of static resource allocation, where computational jobs
are assigned a fixed number of processors for their entire execution. This approach has
become increasingly inadequate for maximizing efficiency and resource utilization. During
initialization phases, input/output operations, or algorithm convergence periods, many
processors often remain idle, still consuming power while preventing access for other
potential users.
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The second challenge is the rising probability of hardware failures with increasing sys-
tem size and component count. In traditional MPI applications, the failure of a single
process typically results in the termination of the entire application, wasting both com-
putational effort and time. This makes fault tolerance a fundamental concern rather than
an exceptional case.

A third major challenge is energy efficiency and sustainability. Exascale systems require
enormous amounts of power to operate, making energy consumption a critical constraint
for both economic and environmental reasons. For perspective, the top ten systems on
the TOP500 [67] list operate in the megawatt (MW) range; a 20 MW load is roughly
equivalent to the electricity consumption of 15,000–20,000 homes. While advances in
hardware and cooling technologies have improved efficiency, the overall demand continues
to grow with system scale. As a result, there is increasing interest in optimizing software
and hardware to reduce energy usage, as well as in powering supercomputing facilities with
renewable energy sources. These efforts are essential to ensure that future generations of
HPC systems remain not only powerful but also environmentally sustainable.

In response to these challenges, ongoing research explores malleability and fault tolerance
in HPC applications. Malleable applications can dynamically adjust their resource re-
quirements during execution, allowing them to adapt to changing computational needs
or system conditions. Fault tolerance mechanisms are also being developed to enable
applications to continue functioning correctly even in the presence of hardware failures.

One recent development in MPI introduced the User Level Failure Mitigation (ULFM)
extension [20], which equips applications with advanced mechanisms for detecting and
recovering from process failures. ULFM provides new constructs for error handling and
communicator reconstruction, enabling applications to maintain progress and resilience
even when faults occur.

Simultaneously, the Dynamic Management of Resources (DMR) API [35] has been pro-
posed as a framework to enable malleability in MPI applications. DMR introduces func-
tions for dynamically adding or removing processes from an MPI job, allowing applications
to adapt their resource usage in response to changing computational demands or system
conditions.

Despite these advancements in research, we still face significant challenges in fully exploit-
ing the potential of malleable applications. One key issue is the difficulty in implementing
effective shrinking operations, i.e., the reduction of resources, as common approaches often
require application restart cycles that negate many of the potential benefits of malleability.
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This thesis aims to address these challenges by investigating the integration of dynamic
resource management with fault tolerance mechanisms. In particular, we explore how the
capabilities provided by ULFM can be leveraged to implement efficient shrinking opera-
tions within the DMR framework, eliminating full application restarts for planned resource
reductions. By injecting controlled failures to terminate unneeded processes, we utilize
ULFM’s recovery mechanisms to properly handle errors and reconstruct communicators.

The main contributions of this thesis are the following:

• We present an integration of the Dynamic Management of Resources API with User
Level Failure Mitigation techniques.

• We develop enhanced shrinking mechanisms that leverage ULFM’s communicator
reconstruction and failure handling capabilities to maintain application consistency
during resource reductions, eliminating the need for application restarts during
shrink.

• We conduct a comprehensive experimental evaluation that demonstrates significant
improvements in time to completion and quantifies the overheads of the integrated
fault tolerance and malleability mechanisms.

This document is organized as follows. Chapter 2 establishes the theoretical foundation
through a comprehensive review of existing malleability and fault tolerance research in
HPC. Chapter 3 introduces the Dynamic Management of Resources (DMR) API. Chap-
ter 4 describes the ULFM-enhanced DMR shrinking mechanisms. Chapter 5 reports the
experimental evaluation that demonstrates the effectiveness of the integrated approach
through performance and overhead analysis. Finally, Chapter 6 concludes and outlines
directions for future work in adaptive HPC resource management.
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2| State of the Art

This chapter provides a comprehensive review of the existing literature and current re-
search relevant to malleability in modern HPC systems. The purpose of this state-of-
the-art analysis is to establish the theoretical foundation for this work, identify gaps in
current knowledge, and position this thesis within the broader research landscape.

The increasing computational demands of scientific applications and the evolution toward
exascale computing systems [4, 15] have highlighted the critical importance of efficient
resource management in high performance computing environments. Modern HPC sys-
tems face significant challenges in maintaining optimal resource utilization while ensuring
application performance and system reliability [5].

Section 2.1 introduces the fundamental concepts and background theory. Section 2.2
reviews the most relevant existing approaches and methodologies. Section 2.3 provides a
comprehensive overview of fault tolerance techniques in HPC systems. Finally, Section 2.4
identifies the research gaps that this thesis aims to address.

2.1 Background and Fundamental Concepts

This section establishes the foundational concepts and theoretical background necessary
for understanding parallel and distributed computing in high performance computing
(HPC) systems. We begin by introducing the core principles of parallel computing archi-
tectures and the challenges they face in large-scale environments. The discussion covers
the fundamental concepts of process management, resource allocation, and communica-
tion patterns in distributed systems.

2.1.1 Message Passing Interface (MPI)

The Message Passing Interface (MPI) [45] is the de facto standard for parallel program-
ming in high performance computing (HPC) environments. It provides a well-defined
API and set of communication semantics that allow processes to exchange messages effi-
ciently. MPI targets distributed-memory systems where explicit message passing is used
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for inter-process communication.

Common MPI implementations, such as MPICH [63] and Open MPI [64], provide ro-
bust and optimized libraries that support a wide range of HPC architectures, from small
clusters to large supercomputers. Although these implementations adhere to the MPI
standard, they differ in implementation details and may achieve requirements using very
different approaches, which can lead to incompatibilities in corner cases.

MPI supports various parallel programming models, but the most common is the Single
Program, Multiple Data (SPMD) model, in which the same program runs across multiple
processes that operate on different partitions of the data. This model simplifies code
distribution and is widely used in scientific HPC applications.

Beyond SPMD, other paradigms are used in parallel computing. In master/worker models,
a coordinator distributes work to workers. Bulk synchronous parallel (BSP) organizes
computation into supersteps separated by global barriers. Task-parallel models expose
opportunities for dynamic task redistribution and depend on robust load balancing to
remain efficient.

Communication patterns in MPI applications vary in complexity and structure. Point-to-
point patterns (for example, nearest-neighbor exchanges in stencils) involve direct com-
munication between specific process pairs. Collective patterns (such as broadcasts, reduc-
tions, and gathers) require coordination among all processes in a communicator and utilize
optimized communication algorithms and tree structures. Irregular patterns common in
graph analytics or adaptive meshes often require dynamic communication topologies that
adapt to the computational requirements.

Regardless of the communication pattern, the fundamental unit of MPI is the commu-
nicator (for example, MPI_COMM_WORLD). Communicators are groups of processes of fixed
size that can communicate with each other. They provide isolated communication con-
texts and group semantics for point-to-point and collective operations. Communicators
and groups are central to structuring parallel programs and implementing scalable algo-
rithms.

To initialize an MPI program, the MPI_Init() function is called, which sets up the MPI
environment and prepares the processes for communication. This function must be called
before any other MPI functions are invoked. At the end of the program, MPI_Finalize()
is called to clean up the MPI environment and release resources.

After initialization, each MPI process is assigned a unique identifier called a rank within
its communicator. Ranks are integers ranging from 0 to size-1, where size is the total
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number of processes in the communicator. The process with rank 0 is usually called the
root process. Ranks enable processes to identify themselves and others, facilitating tar-
geted communication and coordination. To retrieve the rank and size of a communicator,
MPI provides two functions: MPI_Comm_rank() and MPI_Comm_size(). These functions
can be used for load balancing and coordinating work among processes.

MPI_Comm_spawn() is another command used to start up to maxprocs instances of an
MPI program (the "children") from an existing parent group and to establish an inter-
communicator connecting the parent and child groups. Its C prototype is commonly given
as:

int MPI_Comm_spawn(const char *command, char *argv[], int maxprocs,

MPI_Info info, int root, MPI_Comm comm,

MPI_Comm *intercomm, int array_of_errcodes[]);

The command argument is the executable name or path. MPI typically looks for the file
first in the spawning process’ working directory, while the argv parameter supplies the
argument vector passed to the spawned program. Programs that need no arguments
may pass MPI_ARGV_NULL. The maxprocs integer requests how many child processes the
runtime should start; the implementation will attempt to spawn that many processes,
and the actual number launched equals the size of the remote group visible in the re-
turned intercommunicator. Failures to start processes will either raise MPI_ERR_SPAWN or
be reported per-process via the array_of_errcodes return array. The info handle car-
ries implementation-dependent hints (for example placement, working directory, binary
preloading, mapping and environment settings). The root parameter designates the rank
on comm where the values of command, argv and info are significant; other ranks ignore
those arguments.

This operation is collective over the provided comm, so all ranks in that communica-
tor must invoke MPI_Comm_spawn. On success, the routine returns an intercommuni-
cator in intercomm that connects the parent (local) group and the spawned children
(remote) group. Children can obtain an intercommunicator to their parent by using
MPI_Comm_get_parent().

The synchronization semantics are important to get right. The spawn call is collective
on the parent side, and it participates in a handshake with the children during startup:
MPI_Comm_spawn may not return until the children have called MPI_Init, and conversely
the children’s MPI_Init may not complete until the parents have issued the spawn. In
practice, this means the spawn/initialization sequence behaves like a collective over the
union of parents and children. Additionally, the ordering of ranks inside the returned
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intercommunicator is deterministic: the local group preserves the ordering of comm in the
parents, and the remote group preserves the ordering of MPI_COMM_WORLD in the children.

Another collective MPI operation is MPI_Barrier(), which is used to synchronize all
processes in a communicator, ensuring that no process proceeds beyond the barrier until
all have reached it. This function can be useful for ensuring that critical sections of code
are executed in a coordinated manner across all processes.

The function MPI_Wtime() provides a mechanism to measure elapsed time in seconds on
the calling processor, which is useful for performance benchmarking and profiling. The
function returns a floating-point number representing the time since an arbitrary point in
the past, typically the start of the program.

MPI Sessions, introduced in MPI 4.0, are a new feature that provides an alternative to
the global MPI_COMM_WORLD by creating independent MPI runtime handles. This allows
multiple MPI contexts to exist within an application, improving scalability, isolation, and
composability for complex applications by removing the need for a single, massive global
communicator. Key benefits include tighter runtime integration with process sets, fine-
grained control over MPI objects, and the ability to allocate multiple independent sessions
for better component management.

2.1.2 Resource Management in HPC

Resource management in high performance computing (HPC) systems involves the allo-
cation and scheduling of CPUs, memory, network, and accelerators to user applications.
Effective resource management optimizes throughput, enforces fairness, and maintains
system stability across multi-tenant clusters.

Common resource managers and schedulers include SLURM [70], PBS/Torque, and com-
mercial alternatives. These systems provide job submission interfaces, resource matching,
partitioning, backfilling, and policies for priority and fair-share scheduling. They also
expose hooks and daemons that higher-level tools can use to implement advanced policies
such as preemption, reservations, and energy-aware scheduling.

The Simple Linux Utility for Resource Management (SLURM) is an open-source and
highly scalable cluster management and job scheduling system for large and small Linux
clusters. SLURM provides terminal commands such as sbatch for job submission and
salloc for interactive job allocation. Other commands include squeue to view submitted
job status, scontrol to modify job parameters, and scancel to cancel jobs.

SLURM’s architecture consists of several key components, such as a central controller
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(slurmctld), compute node daemons (slurmd), and a database for job accounting and
scheduling information. SLURM is designed to be highly scalable, supporting thousands
of nodes and jobs simultaneously. Job submission can be exclusive or shared, and SLURM
supports various queue, partition, and quality-of-service configurations to manage resource
allocation policies. There are several plugins available for SLURM that extend its func-
tionality, including support for different scheduling algorithms, resource selection meth-
ods, and job completion notifications. This makes SLURM very modular and adaptable
to different HPC environments.

SLURM is tightly integrated with runtime systems like MPI and task-based runtimes,
enabling efficient job launch and resource binding. It also supports advanced features
like scheduling for generic resources (GPUs, FPGAs), energy-aware scheduling, and job
dependencies.

2.1.3 Malleability Background

From a scheduler’s perspective, parallel jobs are often classified by how the number of
processors is determined and whether it may change during execution [22]. This distinc-
tion is central to understanding what malleability means in practice and how systems can
support it. We briefly summarize the four canonical classes in Table 2.1.

who decides
number

when is it decided
at submittal during execution

user Rigid Evolving
system Moldable Malleable

Table 2.1: Classification of job types based on specifying the number of processors used,
as proposed by Feitelson [22].

A rigid job requires a fixed number of processors specified at submission time; it will not
execute with fewer processors and cannot exploit additional ones. Beyond the requested
size, the scheduler typically knows little about the job’s structure. A moldable job is flex-
ible at launch: given a permitted range, the scheduler selects the number of processors
before execution starts, and the application configures itself accordingly. After startup,
however, the configuration is fixed and cannot be altered. Many SPMD-style MPI pro-
grams are moldable. Moldable jobs usually have a minimum viable size (for memory
or response-time reasons) and exhibit a speedup “knee,” but system-wide objectives may
motivate operating away from the local optimum.

In an evolving job, the application itself initiates changes to its resource requirements
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during execution. The system must satisfy these requests for the job to progress; the
scheduler only observes the job’s current demand. Support for application-driven growth
or shrinkage has existed in PVM and entered MPI via dynamic process management.
The motivation is that many parallel applications have distinct phases with different
parallelism; acquiring resources when needed and releasing them when not can reduce
overall cost. Such applications are frequently modeled as task graphs whose width varies
over time. Finally, malleable jobs can adapt the number of processors while running based
on external decisions (for example, by the scheduler) without requiring an application
restart. This capability has also been called dynamic partitioning, but malleable clarifies
that resource changes are externally controlled, whereas evolving emphasizes application-
driven changes. Realizing malleability in production requires cooperation between the
OS, runtime, and application to handle reconfiguration safely, and to balance the costs of
reconfiguration against its benefits. A practical advantage is that the system can probe
multiple configurations at runtime to learn performance characteristics and guide future
allocation decisions.

Across these classes, practical malleability relies on mechanisms such as process migration,
state preservation, communicator reconfiguration, and checkpoint/restart. These provide
the building blocks that allow applications to continue execution across resource changes
while minimizing disruption and overhead.

2.2 Prior Work in Malleability

Malleability in high performance computing refers to the capability of parallel applica-
tions to dynamically adjust their resource usage during execution, adapting to changes in
resource availability without requiring a complete restart. This section provides a com-
prehensive overview of the evolution of malleable computing, examining key frameworks,
methodologies, and their contributions to the field.

2.2.1 Early Foundations and Pioneering Work

The concept of malleable applications emerged from the recognition that static resource
allocation in HPC systems often leads to suboptimal resource utilization. Early pioneer-
ing work by El Maghraoui et al. [18, 19] established fundamental concepts for dynamic
process management in MPI applications. Their Process Checkpointing and Migration
(PCM) library demonstrated that iterative MPI applications could be reconfigured during
execution through checkpoint/restart mechanisms combined with process spawning.
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Sudarsan and Ribbens [56, 57] developed the ReSHAPE framework, which introduced
systematic approaches to dynamic resizing and scheduling of homogeneous applications.
Their work provided early insights into the performance characteristics of malleable ap-
plications and established methodologies for evaluating the effectiveness of dynamic re-
configuration. Practical case studies using LAMMPS [58] demonstrated the applicability
of malleability concepts to real scientific applications.

The Internet Operating System (IOS) [40] represented an ambitious early attempt at
middleware-driven malleability, providing decentralized coordination mechanisms for dy-
namic application reconfiguration. IOS demonstrated the potential for autonomous re-
source management through middleware agents that could analyze communication pat-
terns and optimize resource mappings without requiring explicit application intervention.

Early work by Vadhiyar and Dongarra [68] introduced the SRS framework for developing
malleable and migratable applications, establishing foundational concepts for dynamic re-
source management. Concurrently, Desell et al. [14] formalized the theoretical framework
for component malleability in scalable high performance computing. Their work em-
phasized decentralized coordination to avoid global knowledge requirements and enable
scalable reconfiguration, demonstrating that malleable components could improve both
application performance and distributed resource utilization without significant overhead.

2.2.2 Performance-Aware Malleability Frameworks

The evolution of malleability research has been marked by increasing sophistication in
performance-aware reconfiguration policies. Martín et al. [42] developed FlexMPI, which
introduced computational prediction models for guiding reconfiguration decisions. The
key innovation for FlexMPI is its ability to make informed decisions about when and how
to reconfigure applications based on runtime performance metrics and predicted efficiency
gains.

The FlexMPI extension [41] further refined these concepts by providing comprehensive
support for dynamic load balancing on heterogeneous non-dedicated systems. This work
demonstrated that malleability could be particularly effective in environments where re-
source availability fluctuates due to system sharing and varying workloads.

Performance instrumentation has played a crucial role in enabling effective malleability
decisions. The integration of performance monitoring frameworks such as PAPI [46] with
malleability systems has enabled fine-grained analysis of application behavior and more
informed reconfiguration policies.
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The architectural requirements for supporting malleability in dynamic environments were
systematically analyzed by El Maghraoui et al. [17], who provided detailed insights into
system-level requirements, middleware components, and their interactions with existing
HPC infrastructure.

2.2.3 Framework-Level Solutions and Modern Approaches

Contemporary malleability research has focused on developing comprehensive frameworks
that provide standardized interfaces and robust implementations. The DMR (Dynamic
Management of Resources) API [34, 35] represents a significant advancement in this direc-
tion, providing applications with a clean interface for requesting resource changes while
handling the complexity of coordination with resource managers and runtime systems.

DMR’s integration with SLURM [70] and other resource management systems demon-
strates the importance of system-level support for effective malleability implementation.
The framework’s ability to handle both expansion and shrinking operations through
checkpoint-restart mechanisms has made it applicable to a wide range of scientific ap-
plications. 1

The development of evaluation frameworks like Proteo [43] has provided researchers with
tools for systematically studying malleability behavior across different application pat-
terns. Proteo’s Synthetic Application Module (SAM) and Malleability Module (MaM)
enable controlled experiments that can isolate the effects of different reconfiguration
strategies and system parameters. Complementary simulation tools like ElastiSim [71]
have been developed specifically for batch-system simulation of malleable workloads, pro-
viding valuable insights into system-level behavior under various scheduling policies.

Recent work by Iserte et al. [32, 33] has extended malleability concepts to non-iterative
scientific applications, broadening the applicability of these techniques beyond the tradi-
tional focus on iterative SPMD programs. Their studies of GPU-based clusters [31] have
also explored the energy efficiency implications of process malleability, an increasingly im-
portant consideration in modern HPC systems. Complementary research on energy-aware
malleability [54] has demonstrated measurable improvements in power efficiency through
dynamic resource management.

Parallel to practical framework development, significant effort has been invested in stan-
dardizing malleability interfaces. Huber et al. [29] presented a groundbreaking approach
to extend MPI Sessions for dynamic resource management using PMIx. Their work in-

1For comprehensive technical and implementation details of DMR, see Chapter 3.
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troduced a graph-based perspective on resource changes, treating resources as process
sets and modifications as set operations. This abstraction provides clean interfaces for
dynamic resource allocation while maintaining compatibility with existing HPC system
software stacks.

The implementation challenges were addressed by Fecht et al. [21], who developed an em-
ulation layer enabling MPI Sessions functionality on existing MPI implementations. Their
libmpidynres library serves as a proof-of-concept environment for validating proposed
MPI Sessions extensions, demonstrating practical approaches to handling dynamically
varying resources through process set abstractions.

2.2.4 System Integration and Advanced Scheduling

The evolution of malleability research has produced distinct architectural paradigms, each
with specific advantages and limitations regarding implementation complexity, perfor-
mance characteristics, and system integration requirements.

The surveyed literature reveals three primary architectural approaches to implementing
malleability. Middleware-driven solutions, exemplified by early frameworks like IOS [40]
and PCM [18], operate transparently to applications by providing abstraction layers that
handle reconfiguration operations. These approaches minimize application modification
requirements but may introduce performance overhead due to additional abstraction layers
and indirection. Early work by Vadhiyar and Dongarra [68] introduced the SRS framework
for developing malleable and migratable applications, establishing foundational concepts
for dynamic resource management.

Runtime-integrated approaches, such as MPI Sessions [29] and FlexMPI [42], integrate
malleability directly into programming models or runtime systems. This integration typ-
ically provides superior performance characteristics by eliminating abstraction overhead,
but requires more significant changes to application code or runtime environments. The
development of MPICH2 [26] and subsequent runtime enhancements have provided the
foundation for many of these integrated approaches. Other solutions operate at the frame-
work level, e.g., Proteo [43] and ReSHAPE [57], offering a middle ground by providing
specialized frameworks that can be integrated with existing applications while maintaining
reasonable performance overhead and moderate complexity requirements. These solutions
often provide checkpointing mechanisms [48, 49] to manage state preservation during re-
source changes.

The integration of malleability frameworks with existing HPC system software varies
across different approaches. Middleware solutions operate as overlay systems that can
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work with existing infrastructure but may not achieve optimal integration with resource
managers and job schedulers, potentially limiting their effectiveness in production en-
vironments. Modern standardization efforts, particularly MPI Sessions extensions [29],
provide more promising integration prospects by extending existing standards rather than
creating separate frameworks. The emulation layer approach demonstrated by Fecht et
al. [21] shows how new standards can be gradually adopted while maintaining backward
compatibility with existing applications and systems.

The integration of malleability with advanced scheduling systems has been a key area of
development. Prabhakaran et al. [50, 51] developed batch systems with efficient adaptive
scheduling for malleable and evolving applications, demonstrating how job schedulers can
be enhanced to support dynamic resource allocation policies. The work on extending
SLURM for dynamic resource-aware adaptive batch scheduling [12, 13] has shown the
practical challenges and benefits of integrating malleability support at the system level,
highlighting the importance of coordination between application-level malleability frame-
works and system-level resource management policies. This integration demonstrates the
practical considerations required for system-level malleability support, including modifi-
cations to job schedulers, resource managers, and monitoring systems.

Complementary research on combined scheduling of malleable and rigid jobs [30] has
provided insights into the complexities of mixed workload environments. Advanced ap-
proaches like those developed by Lemarinier et al. [37] have explored priority-driven adap-
tive scheduling, where malleability decisions are guided by job priorities and system-wide
optimization objectives rather than purely application-centric metrics.

The development of adaptive and autonomic malleability solutions has been driven by
the need to reduce the burden on application developers and system administrators. The
Charm++ runtime system [6, 28] provided early examples of adaptive load balancing
through object migration, demonstrating how runtime systems could automatically op-
timize resource usage without explicit application intervention. Advanced concepts like
invasive computing [55] have explored compute balancing approaches for applications with
shared and hybrid parallelization patterns.

Ribeiro et al. [52] developed autonomic malleability mechanisms for iterative MPI appli-
cations, where reconfiguration decisions are made automatically based on performance
monitoring and predictive models. This work built upon earlier autonomic application
management frameworks [47] that provided large scale MPI program management capabil-
ities. The EasyGrid framework [10] demonstrated approaches for automatically enabling
malleability in legacy MPI applications, addressing the practical challenge of adapting
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existing codes to support dynamic resource management.

Historical job scheduling frameworks [22, 70] have evolved to support increasingly sophis-
ticated resource management strategies that enable dynamic resource allocation policies
to respond effectively to both application needs and system-wide resource availability
patterns.

2.2.5 Specialized Applications and Domain Integration

Malleability research has increasingly focused on domain-specific applications and the
integration of malleability with specialized computational frameworks. Work by Houzeaux
et al. [27] explored dynamic resource allocation for efficient parallel CFD simulations,
demonstrating how malleability can be integrated with domain-specific solver frameworks
like Alya [69].

The integration of malleability with task-parallel programming models has been explored
through frameworks like COMPSs [3, 60]. The development of PyCOMPSs [61] has made
these capabilities accessible to Python-based scientific computing workflows, broadening
the potential user base for malleable computing. Recent work on data redistribution in
frameworks like PaRSEC [11] has addressed the challenges of efficiently redistributing
computational data during malleability operations, a critical component for maintaining
performance during resource changes.

Garcia-Gasulla et al. [25] conducted extensive evaluations of runtime mechanisms for tol-
erating load imbalance in computational fluid and particle dynamics (CFPD) simulations.
Their work demonstrated remarkable performance improvements of up to 2× across di-
verse architectures (Intel, IBM, and Arm-based HPC systems) while maintaining constant
computational resources. This architecture-independent performance gain highlights the
fundamental benefits of runtime adaptation techniques and their broad applicability across
heterogeneous computing environments.

2.2.6 Current State of Malleability Research

The evolution of malleability in high performance computing has progressed from early
proof-of-concept implementations to sophisticated frameworks capable of production de-
ployment. Table 2.2 provides a comparison of the various malleability approaches dis-
cussed throughout this section, summarizing their key characteristics and trade-offs in
terms of implementation complexity, performance characteristics, and system integration
requirements.
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Type Solution Prog.
paradigm

Data
transfers RMS Perf.

aware
Power
aware

Fault
tol.

C/R

SRS MPI Implicit No No No Yes
PCM API MPI (ad hoc) Implicit No No No Yes

SCR MPI (ad hoc) Explicit Yes No No Yes
ULFM MPI (ad hoc) Explicit No No No Yes

Dynamic
resize

Elastic MPI MPI (ad hoc) Explicit Slurm Yes Yes Yes
ReSHAPE ad hoc Implicit ad hoc Yes No No
FlexMPI MPI (ad hoc) Implicit No Yes Yes No

DMR API OmpSs Implicit Slurm No No No
DMRlib MPI Implicit Slurm No No No

CHARM++ CHARM++ Implicit Torque Yes No Yes
AMPI MPI Implicit Torque Yes No Yes

Invasive computing X10 Explicit ad hoc Yes No No
Easygrid AMS LAM/MPI Implicit AMS (ad hoc) Yes No Yes
Alya malleable COMPSs Implicit Slurm Yes No Yes

Table 2.2: Process malleability solution feature comparison, source: Aliaga et al. [1].

The analysis reveals several key trends characterizing the current state of malleability
research. Aliaga et al. [1] provided essential taxonomic organization of the malleabil-
ity landscape, demonstrating the maturation from experimental techniques to practical
solutions for next generation exascale systems. Contemporary research has increasingly
focused on comprehensive frameworks and standardization efforts that address integration
challenges in production HPC environments [59].

As HPC systems continue evolving toward exascale and beyond, malleability will likely
become an essential capability rather than an optional optimization. The convergence
with fault tolerance mechanisms, energy management systems, and advanced scheduling
frameworks positions malleability at the center of next generation HPC system architec-
tures, where dynamic adaptation will be necessary to maintain both performance and
reliability in increasingly complex computing environments.

2.3 Prior Work in Fault Tolerance

This section presents a critical analysis of different approaches to fault tolerance in HPC
systems, comparing their methodologies, performance characteristics, and practical appli-
cability. The analysis is organized by key dimensions that differentiate these approaches.

2.3.1 Fault Tolerance Techniques

Fault tolerance in HPC systems is essential for maintaining application reliability and
performance in the face of hardware failures, software bugs, and other disruptions. As
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HPC systems scale to exascale levels with millions of components, the probability of
failures increases dramatically, making fault tolerance a critical requirement rather than
an optional feature. Various techniques and frameworks have been developed to address
these challenges, each with distinct characteristics and trade-offs.

Checkpointing remains the most widely deployed fault tolerance technique in produc-
tion HPC systems, involving periodically saving the complete application state to stable
storage for restart upon failure. Coordinated checkpointing ensures global consistency
through process synchronization but introduces significant overhead, while uncoordinated
checkpointing reduces synchronization costs at the expense of complex recovery protocols.
Modern systems like DMTCP [2] provide transparent, user-level checkpointing without re-
quiring application modification, though I/O bottlenecks limit scalability when thousands
of processes simultaneously write checkpoint data.

Replication-based approaches maintain multiple copies of computations or data to tol-
erate failures without restart overhead. Process replication provides immediate failover
capabilities but doubles resource requirements, while data replication offers more effi-
cient protection of critical state. Message logging protocols enable deterministic replay
by recording inter-process communications, with pessimistic logging providing strong con-
sistency guarantees at high performance cost and optimistic logging reducing overhead
through more complex recovery procedures.

The complexity of implementing fault tolerance at the application level has driven devel-
opment of various resilience frameworks and middleware solutions that provide higher-
level abstractions. The Charm++ runtime system exemplifies this approach through its
object-based programming model, enabling checkpoint/restart and load balancing via
lightweight object (chare) migration between processors. Adaptive MPI (AMPI) extends
these capabilities to MPI applications by virtualizing processes as Charm++ objects,
providing automatic load balancing and fault tolerance. Early attempts like FT-MPI
provided modes for handling process failures without application termination but faced
limited adoption due to compatibility concerns and performance overhead.

Modern frameworks like Legio [53] implement fault tolerance without the need for user
intervention, enabling applications to continue execution despite resource failures through
graceful degradation strategies. Legio’s approach is useful for applications that can still
reach useful results even with errors introduced by failures, rather than requiring perfect
accuracy.
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2.3.2 User Level Failure Mitigation (ULFM)

User Level Failure Mitigation (ULFM) [7–9, 20] is an extension to the MPI standard,
included in the Open MPI implementation, that provides explicit mechanisms for appli-
cations to detect and respond to process failures. Rather than forcing an application-wide
abort on fail-stop errors, ULFM surfaces failure information to the user-level code so that
recovery strategies can be applied selectively.

The ULFM proposal was developed within the MPI Forum’s Fault Tolerance Working
Group to enable continued operation of MPI programs after crash (node) failures have
impacted execution. A central design principle of ULFM is that no MPI call (point-
to-point, collective, RMA, I/O, etc.) may block indefinitely after a failure: every call
must either complete successfully or return an MPI error. The API was intentionally
designed around user needs and flexibility so that a variety of fault tolerant models (for
example, shrinking, spare-based recovery, or library-level replication) can be implemented
as external libraries on top of the primitives ULFM provides.

Using a ULFM-capable MPI implementation requires applications to change the default
error handler on MPI_COMM_WORLD from MPI_ERRORS_ARE_FATAL to MPI_ERRORS_RETURN

(or a custom handler), so that failures can be observed and handled at user level rather
than causing an immediate abort.

ULFM adds supplementary error codes and several communicator-level interfaces that en-
able detection, agreement, acknowledgment, revocation, and reconstruction. Commonly
exposed symbols include MPIX_ERR_PROC_FAILED, returned when a process failure pre-
vents completion of an MPI operation, and MPIX_ERR_REVOKED, which indicates the com-
municator has been revoked.

An important ULFM operation is communicator reconstruction after failures. Functions
such as MPI_Comm_shrink permit the creation of a new communicator that excludes failed
processes, enabling the remaining processes to continue computation. Another operation
is MPIX_Comm_agree(MPI_Comm comm, int *flag), which performs a fault tolerant con-
sensus (effectively a resilient allreduce using bitwise-and) on flag, useful to ensure all
surviving ranks agree on a decision after a failure. Figure 2.1 illustrates the typical
ULFM workflow for handling process failures and recovery.

All these features collectively make ULFM a powerful tool for building resilient applica-
tions capable of surviving process failures without global restarts. As HPC systems scale
toward exascale, the ability to recover and adapt dynamically will become increasingly
essential. ULFM’s user-level approach not only reduces computational waste but also



2| State of the Art 19

Figure 2.1: ULFM workflow showing failure detection, communicator revocation,
consensus, and reconstruction phases.

encourages the development of innovative fault tolerant algorithms tailored to specific
scientific workloads. Continued research and standardization will be key to broadening
ULFM adoption and unlocking its full potential for future high performance computing
environments.

2.3.3 Current Challenges and Research Directions

Despite significant advances in fault tolerance research, several fundamental challenges
remain unresolved and represent active areas of investigation, such as the lack of stan-
dardized interfaces for fault tolerance mechanisms. This limits the portability of resilient
applications across different HPC systems. While ULFM provides a standardized ap-
proach for MPI-based fault tolerance, adoption remains limited, and many production
systems still rely on checkpoint/restart mechanisms. The development of portable fault
tolerance abstractions that can work across different runtime systems and architectures
remains an open challenge.

Also, minimizing the overhead of fault tolerance mechanisms while maintaining their
effectiveness continues to be a central challenge. The trade-off between resilience and per-
formance is particularly acute in HPC environments where any performance degradation
can significantly impact scientific productivity. Research into low-overhead fault toler-
ance techniques, including optimizations for specific application patterns and hardware
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features, remains active. Most fault tolerance research focuses on individual techniques
in isolation, but practical systems require the integration of multiple approaches. Un-
derstanding how different fault tolerance mechanisms interact and developing frameworks
that can compose multiple techniques effectively represents an important research di-
rection. This includes the integration of fault tolerance with other system features like
malleability, load balancing, and power management.

Ensuring the correctness of fault tolerance mechanisms themselves presents significant
challenges, particularly for complex recovery protocols. The development of formal meth-
ods and testing frameworks for fault tolerance systems is essential for building confidence
in these critical system components.

2.4 Research Gap and Common Ground

Based on the comprehensive literature review, this section identifies the key gaps, limita-
tions, and open problems that exist in current malleability research, analyzes the common
ground between malleability and fault tolerance approaches, and establishes how these
findings motivate the research objectives and approach presented in this thesis.

The detailed analysis of malleability and fault tolerance literature reveals significant con-
vergence in both technical approaches and research challenges, suggesting opportunities
for unified solutions that address both resource adaptation and failures handling. Both do-
mains require similar technical capabilities for handling dynamic changes in process sets,
with shrinking operations in ULFM (MPI_Comm_shrink) sharing similarities with mal-
leability frameworks that support process removal. Both approaches need mechanisms
for detecting and propagating changes in the active process set, reconfiguring communi-
cation patterns and data distributions, maintaining application state consistency during
transitions, and balancing computational loads after process set changes.

Despite the common ground, the analysis of existing literature reveals several critical
gaps that limit the widespread adoption and effectiveness of malleability in modern HPC
systems. Current malleability solutions lack unified interfaces and protocols, with the di-
versity of approaches creating fragmentation that hinders adoption and portability across
different HPC environments. While MPI Sessions [29] represent progress toward stan-
dardization, significant work remains in this area.

Contemporary malleability frameworks also lack sophisticated performance models that
can predict the benefits of dynamic reconfiguration. Although FlexMPI [42] introduced
performance-aware policies, comprehensive models that account for application character-
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istics, system heterogeneity, and dynamic workload patterns are still needed. For exam-
ple, existing approaches rarely employ analytical models, simulation-based frameworks,
or machine learning techniques [1, 71] to predict the impact of reconfiguration, leaving a
gap in guiding optimal malleability decisions. The integration of malleability with GPU
workloads, memory hierarchies, and specialized accelerators remains largely unexplored,
limiting applicability to modern HPC architectures. Furthermore, existing approaches
require significant expertise from developers and often involve substantial code modifica-
tions, creating barriers for domain scientists who are not experts in parallel computing or
resource management.

The surveyed literature also reveals common limitations across existing approaches. Many
frameworks have been evaluated only on small-scale systems or synthetic workloads, leav-
ing the scalability of malleability solutions to exascale systems with millions of processes
unproven. Most research focuses on controlled experimental environments, with limited
attention to the practical challenges of deploying malleability solutions in production
HPC systems, including administrative policies, user acceptance, and system reliability.
However, emerging opportunities exist for future research, including machine learning in-
tegration for predicting optimal reconfiguration decisions, intersection with containerized
HPC workloads and cloud-based services, workflow-level malleability beyond individual
application adaptation, and improved energy efficiency through dynamic resource scaling.

These identified limitations and opportunities, combined with the observed convergence
between malleability and fault tolerance approaches, directly motivate the research objec-
tives presented in this thesis. Current research has largely treated malleability and fault
tolerance as separate domains, despite their significant technical and conceptual overlap.
The gaps identified in standardization, performance modeling, and system integration
affect both areas equally.
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Resources (DMR)

This chapter presents the Dynamic Management of Resources (DMR) API, which serves
as the foundation for our malleability implementation. DMR enables HPC systems to
dynamically adapt their resource allocation during runtime, leading to more efficient re-
source utilization and enhanced performance. We explore how DMR operates internally,
examine its application programming interface, and analyze the current limitations of the
framework.

3.1 DMR Architecture and Operation

Dynamic Management of Resources (DMR) is a framework that facilitates dynamic re-
source management in HPC systems by coordinating applications, the MPI runtime, and
the resource manager [34, 35]. The framework operates through a multi-layer architec-
ture that enables seamless resource reconfiguration during application execution. Building
upon earlier work in malleable computing [19, 42], DMR provides a comprehensive solu-
tion for applications to adapt to changing resource availability.

3.1.1 Core Architecture and SLURM Integration

DMR achieves malleability through tight integration with SLURM’s external API, which
allows runtime applications to request resource allocation and deallocation. The frame-
work operates as an intermediary layer between the application and the resource man-
agement system, handling the complexity of dynamic resource changes while maintaining
application transparency.

The core architecture consists of several key components. First, the SLURM external
API interface allows DMR to communicate with the resource manager to request new
resources, query system state, and coordinate job modifications. Open MPI functions
such as MPI_Comm_spawn are used to dynamically create new MPI processes during ex-
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Figure 3.1: DMR Job Expansion Workflow

pansion operations. Communication between process generations is managed through
intercommunicators obtained from MPI_Comm_get_parent calls. Finally, a launch wrap-
per script manages process lifecycles, handling restarts and cleanup operations during
reconfiguration events.

DMR supports two primary reconfiguration operations: job expansion and job shrinking.
Each operation follows a distinct workflow designed to maintain application correctness
and system stability. The job expansion process enables applications to acquire additional
computational resources during runtime. The expansion workflow operates as indicated
by Figure 3.1.

DMR begins with a resource request initiated by the application, specifying the desired
number of additional processes and nodes. The framework then communicates with
SLURM to negotiate resource allocation, ensuring that the requested resources are avail-
able. Upon successful allocation, DMR spawns new MPI processes using MPI_Comm_spawn,
establishing intercommunicators for communication between the original and newly cre-
ated processes. The new processes initialize and synchronize with existing processes,
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ensuring a consistent application state. Finally, the expanded process set continues exe-
cution from the reconfiguration point.

DMR supports both blocking and non-blocking expansion modes. Blocking expansion
ensures complete synchronization before proceeding, while non-blocking expansion allows
partial continuation during the setup phase. The process spawning mechanisms leverage
Open MPI’s capabilities [23], building upon established MPI implementation frameworks
to ensure compatibility and reliability.

The job shrinking process enables applications to release unused computational resources
back to the system. The workflow for job shrinking is similar to expansion: it begins
with a resource reduction request from the application, specifying the number of pro-
cesses and nodes to remove. DMR evaluates the request to ensure that the application
can maintain correctness with the reduced resource set. All processes perform a coor-
dinated checkpoint operation, implemented by the user and invoked through registered
callbacks, to save the current application state. After checkpointing, the specified num-
ber of processes terminate, ensuring that no data is lost. The DMR wrapper manages
cleanup and resource release to SLURM. Finally, the remaining processes restart from the
checkpoint, reinitializing their state and communication topology to reflect the reduced
resource configuration. The job shrinking workflow is illustrated in Figure 3.2.

Shrinking operations can be initiated without prior SLURM coordination since DMR
handles process termination directly. However, when the shrinking involves modifying
the SLURM job allocation itself, DMR must coordinate with SLURM to update the job’s
resource allocation, ensuring that the scheduler correctly reflects the reduced process
count and can reallocate the freed resources to other jobs.

The checkpoint and restart mechanism forms the backbone of DMR’s reconfiguration
capabilities. The callback-based design allows applications to define custom functions
to capture and restore their state, ensuring compatibility with diverse application archi-
tectures. The coordinated checkpoint protocol ensures global state consistency across re-
source changes and enables seamless continuation after reconfiguration events. Distributed
file system integration ensures that checkpoint data is reliably stored and accessible across
all compute nodes.

3.1.2 Intelligent Automatic Reconfiguration

A central feature of DMR is its ability to perform intelligent automatic reconfiguration of
applications without requiring explicit intervention from users. This capability is achieved
through the Slurm4DMR plugins, which provide autonomous malleability mechanisms.
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Figure 3.2: DMR Job Shrinking Workflow

By leveraging the underlying process management infrastructure, DMR ensures robust
coordination between applications and system resources. This integration allows the ex-
ecution environment to adapt dynamically to workload demands while maintaining con-
sistency across distributed processes and minimizing disruption to ongoing computation.

To support adaptive capabilities, DMR incorporates performance monitoring through the
TALP module of the Dynamic Load Balancing (DLB) library [24, 38]. This module peri-
odically retrieves a comprehensive set of runtime metrics, including elapsed time, parallel
and communication efficiency, and indicators of workload imbalance across processes. It
also characterizes communication overheads, such as message passing delays and syn-
chronization bottlenecks, while simultaneously tracking system-level metrics related to
CPU utilization, memory footprint, and I/O activity. By combining application-level and
resource-level measurements, TALP provides an overall view of system performance that
can be exploited to identify inefficiencies and propose new strategies. The continuous
availability of such information enables DMR to detect shifts in application behavior or
resource contention, which are often difficult to predict statically.
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The decision process for reconfiguration follows a structured closed-loop workflow designed
to maintain scalability and low overhead. First, metrics are collected across all processes
at well-defined intervals, ensuring that decisions are based on up-to-date information.
These data are then aggregated by the root process and transmitted to the Slurm4DMR
plugins, which serve as the decision engine. The plugins apply optimization heuristics
and predictive models to analyze trade-offs between computation and communication,
evaluate the current efficiency of resource utilization, and determine whether a reconfigu-
ration would yield measurable benefits. Once an optimal configuration is computed, the
corresponding recommendations are broadcast back to all processes in the application.
The final stage involves executing the proposed action.

By embedding this continuous monitoring and decision making cycle into the runtime
system, DMR implements a feedback control mechanism. This mechanism allows ap-
plications to adapt dynamically to evolving workload characteristics and heterogeneous
system conditions, while preserving transparency for the end user. The overall result is
improved efficiency in resource utilization, reduced execution time variability, and the
elimination of manual tuning, which is typically required in traditional static allocation
models.

3.2 Application Programming Interface

DMR provides a clean and intuitive API that abstracts the complexity of dynamic resource
management while offering applications fine-grained control over reconfiguration behavior.
The interface is designed to minimize integration effort and maintain compatibility with
existing MPI applications. The DMR API consists of four primary functions that manage
the complete lifecycle of dynamic resource operations.

The function dmr_init(int argc, char *argv[]) initializes the DMR library and es-
tablishes the runtime environment. It must be called at the beginning of the application,
before any other DMR functions. The function takes the standard argc and argv parame-
ters from the main() function to parse command line arguments relevant to DMR configu-
ration. It also initializes internal data structures and communication channels, establishes
connections with SLURM’s external API, and determines the process generation status
(original or spawned). The returned DMRAction value indicates the next required step and
depends on the process’s role in the DMR lifecycle. When dmr_init is called for the first
time in an application, it returns NO_ACTION, signaling that normal program execution
should proceed. However, during malleability operations, processes may be spawned or
restarted, requiring different initialization behaviors, such as RESTART_RECONFIGURE that
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occurs after expansion, when new processes need to load state and participate in reconfig-
uration, and RESTART after shrinking when surviving processes need to reload their state
from checkpoints.

Another fundamental directive is:

DMRAction dmr_check(DMRSuggestion suggested_reconfiguration);

which evaluates application requests and system state to determine if a reconfiguration
is necessary and can be called periodically during execution. User applications provide
their suggested reconfiguration through a DMRSuggestion value, which can be SLURM4DMR,
SHOULD_EXPAND, SHOULD_SHRINK, SHOULD_MINIMIZE, or SHOULD_STAY. If no reconfigura-
tion is needed, it returns NO_ACTION, allowing the application to continue normal execu-
tion. If a reconfiguration is required, it returns the appropriate action to take, such as
CHECKPOINT to initiate a checkpoint before reconfiguration or RECONFIGURE to proceed
with the resource change.

dmr_reconfigure takes part in the reconfiguration process, coordinating all ranks in al-
location or deallocation of resources, managing spawning or termination of processes, and
updating communication topologies. The function should only be called when dmr_init

or dmr_check indicates that reconfiguration is necessary. It returns a DMRAction value
to guide subsequent application behavior, such as CHECKPOINT_FINALIZE when the MPI
world has been reconfigured and processes on obsolete communicators need to finalize.

Finally, dmr_finalize cleans up the DMR environment, returning NO_ACTION in error
cases or when called outside a reconfiguration. In normal reconfiguration scenarios, the
function may call exit(EXIT_SUCCESS) before returning, making process termination a
possible outcome.

3.2.1 Configuration and Customization Options

DMR provides extensive configuration options that allow applications to customize recon-
figuration behavior according to their specific requirements. The framework supports both
static compile-time configuration and dynamic runtime parameter adjustment through
dedicated API functions.

Applications can specify runtime parameters that control reconfiguration operations, such
as the number of processes to add or remove and the number of nodes to allocate. DMR
provides dedicated API functions for runtime parameter configuration. These parameters
follow a priority hierarchy where programmatic API calls override environment variables,
which can be set at compile time. This design provides maximum flexibility while main-
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taining predictable behavior.

Several behavioral aspects can be configured during compilation to optimize performance
for specific use cases, beginning with blocking vs. non-blocking expansion modes. Applica-
tions can choose whether expansion operations should block until completion or allow par-
tial continuation during the setup phase. Synchronization enforcement can be configured
to control whether strict synchronization is required between original and spawned pro-
cesses during expansion. The DMR debug level can be chosen to enable detailed logging,
useful during development and troubleshooting. Finally, job capabilities are controlled by
the JOBS_CAN_SHRINK and JOBS_CAN_EXPAND compilation flags, which determine whether
applications can modify SLURM job allocations during shrinking or expansion operations.

DMR provides a comprehensive set of functions that enable applications to query re-
configuration parameters at runtime, both for expansion and shrinking operations. The
availability of shrinking configuration depends on the JOBS_CAN_SHRINK compile-time op-
tion. When enabled, these functions allow fine-grained control over resource deallocation,
with process count changes automatically affecting node count calculations.

DMR also provides functions for monitoring the current reconfiguration state. The
dmr_intercomm_available() function indicates whether an intercommunicator is avail-
able for data transfer between process generations during expansion. Functions like
dmr_get_active_expansions() and dmr_get_reconfig_count() provide historical in-
formation about reconfiguration, while functions like dmr_pending_expansion() and
dmr_cancel_expansion() enable expansion request management.

3.3 Framework Constraints and Limitations

While DMR provides a robust framework for dynamic resource management, several lim-
itations affect its applicability and performance in certain scenarios. Understanding these
constraints is essential for effective deployment and future development directions.

DMR’s tight coupling with Open MPI creates several constraints, as the framework relies
on Open MPI-specific features for dynamic process management. This dependency limits
portability to other MPI implementations, such as MPICH or Intel MPI, which may not
support the required dynamic capabilities. Also, use of the latest MPI features may
not be available in older versions. Additionally, DMR’s reliance on SLURM’s external
API restricts its use to environments where SLURM is the resource manager, excluding
systems that utilize alternative schedulers like PBS or Torque.

The checkpoint and restart mechanism introduces some limitations, including I/O bot-
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tlenecks during checkpoint operations, especially for large applications with significant
memory footprints. The coordinated checkpoint protocol requires global synchroniza-
tion, which can create scalability bottlenecks in large-scale deployments. Furthermore,
checkpoint operations depend on shared storage systems, which can become performance
bottlenecks during concurrent checkpoint operations across multiple applications.

Dynamic process operations incur substantial overheads due to the complexity of spawn-
ing MPI processes, initializing memory, and adjusting communication topologies. All
these operations can introduce significant delays, particularly in large-scale applications
where the number of processes is high. The overheads associated with dynamic process
management can negate the benefits of malleability in scenarios where reconfiguration
frequency is high or application runtimes are short.

Another issue is that components introduce reliability concerns, such as single points of
failure in the DMR wrapper utility, which can prevent successful reconfiguration opera-
tions. Failures in the shared storage system can block checkpoint operations, blocking
reconfiguration attempts. Also, network failures between DMR and SLURM can leave
the system in inconsistent states during reconfiguration operations.

Finally, the framework lacks fault tolerance capabilities, including limited support for re-
covering from partial reconfiguration failures, often requiring complete application restart.
When SLURM cannot provide requested resources, DMR provides limited fallback strate-
gies or graceful degradation options. The framework also lacks sophisticated mechanisms
for recovering from inconsistent states that may arise during complex reconfiguration
scenarios.

Addressing these limitations is crucial for enhancing DMR’s robustness and broadening
its applicability in diverse HPC environments. Future work will focus on improving porta-
bility, optimizing performance, and enhancing reliability to make DMR a more versatile
solution for dynamic resource management.
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Shrinking

This chapter presents the fault injection shrinking solution. Fault injection shrinking
refers to the capability of dynamically reducing the number of processes in a running
MPI application that uses DMR by injecting faults and handling them through ULFM.
Unlike the original DMR approach that terminates and restarts processes, this solution
leverages ULFM’s fault tolerance mechanisms to shrink MPI application resource usage
while maintaining application continuity.

The structure of this chapter begins with a high-level overview of the fault injection
shrinking solution in Section 4.1. Section 4.2 provides a comparative analysis with existing
approaches, highlighting the unique features and advantages of the proposed solution.
Finally, Section 4.3 explores the implementation details, including system architecture,
core algorithms, data structures, error-handling mechanisms, performance optimizations,
and testing strategies.

4.1 Solution Overview

The implemented solution enhances the existing DMR API by integrating ULFM capa-
bilities to improve shrinking in MPI applications. This approach addresses limitations of
current DMR implementations, which typically require terminating and restarting pro-
cesses when programs need to reduce resource usage. By leveraging ULFM’s fault tol-
erance mechanisms, the solution treats resource reductions as controlled faults, allowing
applications to adapt to changing resource availability without losing execution state.

The main approach uses fault injection to remove unneeded processes and ULFM to handle
errors and repair communication channels. The primary challenge addressed by this
solution is the inability to shrink running applications without restarting the entire system.
Existing ULFM implementations focus on handling process failures and recovery, but they
are typically not employed to reduce the number of processes in active applications.
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Figure 4.1: High-level architecture of the fault injection shrinking solution.

Moreover, existing approaches often rely on terminating and restarting processes to enable
shrinking, which can lead to data loss and increased complexity in managing application
state. This solution addresses these challenges by integrating ULFM capabilities to allow
graceful process reduction in running MPI applications, enabling seamless adaptation
to changing resource availability without losing execution state or incurring significant
overhead.

4.1.1 Solution Architecture

The architecture of the fault injection shrinking solution in Figure 4.1 is streamlined and
consists of several key components that interact to enable dynamic shrinking of MPI
applications. The main components include:

• ULFM API: The User Level Failure Mitigation API provides the necessary func-
tions to handle process failures, repair communication channels, and manage process
removals in running MPI applications.

• Enhanced DMR backend: The DMR backend is augmented with ULFM capa-
bilities to enable dynamic shrinking of MPI applications without requiring restart
procedures.

• SLURM Job Scheduler: The SLURM job scheduler manages computational re-
source allocation and interacts with DMR to facilitate dynamic job shrinking.

• Application Logic: The application logic is designed to leverage fault injection
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shrinking capabilities, allowing adaptation to changing resource availability while
maintaining execution state.

The fault injection shrinking solution introduces several key innovations that distinguish
it from existing approaches. The primary innovation lies in the integration of ULFM’s
controlled failure mechanisms [8, 9] with DMR capabilities, creating a novel approach to
dynamic resource management that avoids the traditional checkpoint/restart paradigm
employed by conventional approaches [44, 56].

4.1.2 Design Principles

The theoretical foundation of the fault injection shrinking solution is built upon the
principles of fault tolerance and dynamic resource management in distributed computing
environments [39, 62]. The solution leverages the User Level Failure Mitigation (ULFM)
API and injected faults to remove processes from a running MPI application and repair
communication channels, allowing for graceful shrinking of MPI applications. This ap-
proach builds upon earlier work in fault tolerance [36]. The theoretical models used in this
solution include system recovery without significant disruption, dynamic adaptability to
changing workloads, and performance optimization to minimize overhead during normal
execution.

The implemented solution follows a linear and straightforward design, with seamless in-
tegration into the DMR API to facilitate future enhancements and extensions of this
methodology. The solution is designed to handle edge cases and maintain system in-
tegrity even in the presence of process failures or resource reductions.

The fault injection shrinking solution is guided by four fundamental design principles that
ensure its effectiveness in dynamic high performance computing environments.

Shrinking decisions are coordinated by the root process and distributed efficiently to all
processes via broadcast operations. Critical system state is distributed across processes to
avoid memory bottlenecks and ensure that shrinking operations remain efficient regardless
of application size. The load redistribution algorithms automatically adapt to different
application characteristics and process counts, maintaining efficiency across various scales.

Performance optimization is central to the design, with specific objectives to minimize
the impact of fault tolerance mechanisms on application execution. The solution adds
minimal performance overhead during normal execution, with fault tolerance mechanisms
remaining dormant until needed. Shrinking operations are designed to complete quickly,
minimizing the time during which application progress is suspended.
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The design emphasizes long-term maintainability and extensibility to facilitate future de-
velopment and deployment. The architecture is modular, allowing individual components
to be updated or replaced without affecting the entire system. Clear interface definitions
and comprehensive documentation ensure that future developers can easily understand
and modify the source code. Standardized error handling patterns are employed through-
out the code to simplify debugging and maintenance.

The solution does not modify the existing DMR API, but only changes how the shrinking
process is implemented. This ensures that existing DMR applications can leverage the
new capabilities without code changes. Configuration options are designed to be clear
and allow framework adaptation to different environments and requirements. The system
provides detailed monitoring and logging capabilities to help users understand reconfigu-
ration behavior and diagnose issues.

4.2 Differences from Existing Approaches

The proposed solution differs fundamentally from original DMR approaches by enabling
shrinking without restart procedures, leveraging the ULFM API to handle process re-
movals and communicator repairs. This contrasts with conventional DMR implementa-
tions, which typically require terminating and restarting processes when programs need
to reduce resource usage. The fault injection shrinking solution enables applications to
adapt to changing resource availability while preserving execution state, improving overall
efficiency and fault tolerance.

From a performance perspective, the fault injection shrinking solution is designed to
minimize overhead during normal execution, with fault tolerance mechanisms remaining
dormant until needed. This results in lower performance impact compared to traditional
DMR approaches that may incur significant overhead during restart procedures.

The solution enables dynamic shrinking of MPI applications without requiring restart
procedures, allowing applications to adapt to changing resource availability seamlessly.
Fault tolerance is also enhanced by allowing applications to recover from process failures
and continue execution, improving overall application reliability.

The architecture efficiently manages large numbers of processes in running MPI appli-
cations, which is essential for high performance computing environments. The solution
integrates smoothly with existing MPI applications, allowing users to leverage fault in-
jection shrinking capabilities without significant modifications to existing codebases.
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4.2.1 Limitations and Compatibility

While the fault injection shrinking solution offers significant advantages, it also has some
limitations and trade-offs that users should consider. The integration of ULFM capabil-
ities into the DMR API may introduce additional complexity in some specific environ-
ments. Additionally, the solution depends on ULFM support in the MPI implementation,
which may not be present in all environments or versions of MPI, such as MPICH [63].

Despite the solution does not add overhead during execution with static resource allo-
cated, there may still be some performance impact during shrinking operations, partic-
ularly in large-scale applications with many processes, due to synchronization costs and
communication delays.

Regarding compatibility, the fault injection shrinking solution is designed to work seam-
lessly with existing SLURM job configurations and MPI applications, but MPI implemen-
tation must support ULFM. It maintains backward compatibility with traditional DMR
implementations, allowing users to leverage existing codebases while benefiting from the
enhanced capabilities provided by fault injection shrinking.

The solution is compatible with the latest MPI implementations that provide ULFM API
support, ensuring users can leverage the latest features and improvements within the
MPI ecosystem. Additionally, proper SLURM job configurations are essential to enable
dynamic shrinking operations, such as the possibility to change the number of resources
associated with a job during execution and to allow multiple jobs to communicate with
each other.

The implementation also requires OpenPMIx [65] and PRRTE (PMIx Reference RunTime
Environment) [66] in their most recent versions to guarantee reliable communication and
process management throughout shrinking operations.

4.3 Implementation Details

The fault injection shrinking solution is implemented as an extension to the existing
DMR (Dynamic Management of Resources) library, integrating ULFM capabilities to en-
able fault tolerant process shrinking. The implementation builds on the existing DMR
infrastructure while adding specialized components for handling controlled process fail-
ures and communicator repair. It involves modifications of several key modules, each
responsible for specific aspects of the shrinking functionality. The following sections pro-
vide a detailed overview of the system architecture, core algorithms, data structures, error
handling mechanisms, and performance optimizations employed in the implementation.
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Our solution builds upon the existing DMR framework while introducing new compo-
nents to handle ULFM-specific functionality. The original architecture is designed to
be modular and extensible, allowing for future enhancements and integration. The
core DMRState structure maintains critical system state including communicator infor-
mation, process counts, and shrinking parameters. This component tracks the current
number of nodes (current_nodes), processes to be removed in the next shrink opera-
tion (procs_next_shrink), and the action currently in progress (action_in_progress).
The implementation includes a ULFM integration layer that interfaces directly with the
ULFM API through functions like MPIX_Comm_shrink() to handle communicator repair
after controlled process failures. There is also an integration for error handling using
MPI_ERRORS_RETURN to manage process failures gracefully.

We introduced a fault injection mechanism, a novel approach to controlled process re-
moval. This consists of a mechanism where higher-ranked processes beyond the target
communicator size voluntarily terminate themselves using raise(SIGINT), allowing the
remaining processes to treat them as failures and repair the communicator. The signal
SIGINT is chosen for this purpose because it enables a faulty shutdown, allowing MPI to
detect the termination as a recoverable error.

The DMRControllerState manages interaction with SLURM job management, includ-
ing job shrinking capabilities when the option JOBS_CAN_SHRINK is enabled. All these
components work together to ensure efficient resource management and fault tolerance in
dynamic environments.

4.3.1 Implementation Architecture

The implementation involves modifications to several source modules that work together,
each responsible for specific aspects of the fault injection shrinking functionality. Source
files are mainly organized as shown in Figure 4.2.

The first file dmr.c contains the main DMR API functions. These functions are uti-
lized in applications code to initialize the DMR framework, check for shrinking requests,
reconfigure resources, and finalize the DMR environment. The shrinking logic is imple-
mented through state transitions and process coordination. Most edits were made in
the dmr_reconfigure() function, which handles the core shrinking operations including
parameter calculation, process termination and resume logic.

The second file dmr_utils.c provides utility functions for internal management tasks such
as process spawning, SLURM job management, and hybrid shrinking calculations. This
module includes ULFM-aware process spawning and termination mechanisms. The third
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Figure 4.2: Implementation architecture of the fault injection shrinking solution.

file dmr_slurm.c handles SLURM-specific operations including job status monitoring,
node allocation management, and integration with SLURM’s job shrinking capabilities.

During the development of the fault injection shrinking solution, a critical challenge was
encountered regarding MPI process spawning functionality. The implementation required
the ability to spawn new MPI processes dynamically while maintaining ULFM fault tol-
erance capabilities. However, it was discovered that the MPI_Comm_spawn() function in
Open MPI does not activate ULFM support in the spawned processes, even when the
parent processes are running with ULFM enabled and even trying to enable this feature
manually 1.

This limitation posed a significant obstacle for the dynamic resource management capabil-
ities of the DMR framework, as spawned processes would not inherit the fault tolerance
properties necessary for seamless integration with the shrinking mechanisms. Without
ULFM support in spawned processes, the system could not guarantee consistent fault tol-
erance behavior across all processes, potentially leading to inconsistent state management
and communication failures during shrinking operations.

1An issue documenting this limitation has been reported to the Open MPI development team: https:
//github.com/open-mpi/ompi/issues/13325

https://github.com/open-mpi/ompi/issues/13325
https://github.com/open-mpi/ompi/issues/13325
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The implemented alternative involved modifying the process spawning logic to ensure
that ULFM support is explicitly activated in spawned processes. This was achieved
first using mpiexec command in combination with system calls to spawn processes with
the necessary ULFM flags –with-ft ulfm. Additionally, environment variables related
application execution were propagated to the spawned processes to ensure they were
correctly configured. After restart, the system verifies that the spawned processes have
ULFM support enabled and are capable of participating in fault tolerant communication
patterns.

This alternative enables the DMR framework to maintain consistent ULFM functional-
ity across all processes, regardless of whether they were part of the initial job launch or
spawned dynamically during execution. The solution ensures that the shrinking mech-
anisms can operate reliably across the entire process space, maintaining the integrity of
the fault tolerant communication infrastructure. The implementation of this alternative
approach required modifications to the process spawning utilities in dmr_utils.c.

Regarding state management, the implementation employs a finite state machine ap-
proach to track the current action in progress. Instead of using original DMR state
CHECKPOINT_FINALIZE, we introduced a new state to handle the fault injection shrinking
process. The purpose of CHECKPOINT_RECONFIGURE is to manage the new shrinking pro-
cess, ensuring that all processes have updated communicator and have redistributed data
correctly after shrinking.

Modifications were also made to the DMR internal communicator to make it fault tolerant
through ULFM. The original DMR communicator was replaced with a new fault tolerant
communicator DMR_WORLD_COMM, which is initialized to MPI_COMM_WORLD and attached to
the standard MPI_ERRORS_RETURN error handler at the beginning of dmr_init(). This
communicator is also shrunk using MPIX_Comm_shrink() after controlled process failures,
ensuring that it always reflects the current set of active processes.

4.3.2 Core Algorithms

This subsection details the key algorithms and implementation techniques that enable
ULFM-based shrinking functionality within the DMR framework. The implementation
focuses on process coordination, SLURM integration, state management, and data per-
sistence to ensure robust and efficient shrinking operations.

The core shrinking algorithm implements a novel approach to controlled process removal
through coordinated fault injection and ULFM-based communicator repair. The shrink-
ing process begins with parameter calculation and distribution, where the root process
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calculates the number of processes to remove (procs_to_remove) and broadcasts this
value to all processes using MPI_Bcast() when JOBS_CAN_SHRINK is enabled. Following
this initial phase, the system validates that the target communicator size (calculated as
local_comm_size minus procs_to_remove) is greater than zero, ensuring at least one
process survives the shrinking operation.

The implementation then proceeds through a synchronization phase where all processes
synchronize using MPI_Barrier() to ensure atomic transition to the fault injection phase.
This is followed by controlled process termination, where processes with ranks greater
than or equal to target_comm_size perform controlled fault injection by flushing output
buffers and calling raise(SIGINT). The surviving processes subsequently detect the con-
trolled failures and use MPIX_Comm_shrink() to create a new communicator containing
only the surviving processes. Finally, state reconstruction occurs where the new commu-
nicator is configured with proper error handling (MPI_ERRORS_RETURN), and process ranks
and sizes are updated accordingly.

The implementation provides sophisticated integration with SLURM job management
through multiple mechanisms that enhance the overall system efficiency. When the option
JOBS_CAN_SHRINK is enabled, the system can directly modify SLURM job allocations to
remove nodes from running jobs, coordinating seamlessly with the process removal mecha-
nisms. The get_hybrid_shrink_reqs() function calculates optimal shrinking strategies
that balance between removing entire nodes and reducing processes within existing nodes,
providing flexibility in resource management approaches. For environments using the
nested SLURM4DMR resource manager, the system provides automatic shrinking sug-
gestions through the slurm4dmr_hook mechanism based on resource utilization patterns,
enabling intelligent resource optimization decisions.

The implementation includes comprehensive state management mechanisms to ensure
data consistency during shrinking operations. State transition management is handled
through the controller state that tracks shrinking progress through enum states such as
SHRINKING, SHRINKING_FINALIZING, MINIMIZING, and MINIMIZING_FINALIZING, ensur-
ing proper coordination throughout the shrinking lifecycle. Additionally, critical shrinking
parameters are cached in the DMRState structure to avoid recalculation during finalization
phases, optimizing performance and reducing computational overhead.

As we can see in Algorithm 4.1, the shrinking process begins with the root process cal-
culating the necessary parameters and broadcasting them to all participating processes
through functions like MPI_Bcast(), ensuring consistent shrinking across all ranks. Addi-
tionally, function MPI_Barrier() is used to synchronize processes before critical phases.
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Algorithm 4.1 Fault injection shrinking algorithm
1: Retrieve current expansion/job state.
2: if root process then
3: Compute shrink requirements (new jobs, nodes, procs).
4: Save shrink parameters for later use.
5: Kill expander jobs and update controller state.
6: Adjust job size with force_set_job_nodes().
7: Terminate exceeding jobs.
8: end if
9: Synchronize processes (barrier).

10: if jobs can shrink then
11: Root broadcasts number of processes to remove.
12: end if
13: Compute target communicator size.
14: Termination phase:
15: if rank ≥ target size then
16: Process fault injection (exit).
17: end if
18: Survivors synchronize and repair communicator.
19: Call MPIX_Comm_shrink(), update ranks/sizes, and broadcast updated info.
20: Free temporary structures.
21: Resume normal execution.

For the termination phase we use raise(SIGINT) to trigger controlled termination of pro-
cesses. Finally, surviving processes use MPIX_Comm_shrink() to repair the communicator
and update their ranks.

4.3.3 Error Handling and Recovery

The error handling and recovery mechanisms in the fault injection shrinking solution
are built upon the existing DMR infrastructure while adding specialized fault tolerance
capabilities for shrinking operations. The implementation provides multiple layers of pro-
tection to ensure robust operation even when failures occur during shrinking operations,
creating a comprehensive framework that addresses various failure scenarios through sys-
tematic detection, recovery, and consistency maintenance strategies.

The system implements comprehensive error detection mechanisms that leverage both
MPI and ULFM capabilities. All communicators are configured with MPI_ERRORS_RETURN

error handling mode, allowing the application to detect and handle MPI errors rather than
causing immediate termination. This configuration enables the system to intercept and
process errors gracefully, maintaining application continuity even when unexpected con-
ditions arise. The system utilizes ULFM’s built-in failure detection mechanisms through
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MPIX_Comm_shrink() calls, which automatically detect failed processes and create new
communicators excluding the failed processes. This approach ensures that both controlled
and uncontrolled process failures are handled uniformly by the fault tolerance infrastruc-
ture.

The implementation employs a structured approach to handle different types of failures
during shrinking operations through recovery procedures. The process fault injection
mechanism is designed to be inherently fault tolerant, where processes that fail to termi-
nate cleanly are still detected by ULFM’s failure detection mechanisms, ensuring that the
shrinking operation can complete successfully regardless of individual process termination
behavior. When process failures are detected, whether controlled or uncontrolled, the sys-
tem automatically reconstructs the communicator using MPIX_Comm_shrink(), ensuring
that surviving processes can continue operation without manual intervention or external
coordination.

State synchronization recovery mechanisms activate after communicator repair, when crit-
ical state information are re-synchronized through MPI_Bcast() operations from the root
process to ensure all surviving processes maintain consistent state. This approach guar-
antees that the distributed system maintains coherent operation even after significant
topology changes caused by process removal.

Sophisticated consistency maintenance mechanisms ensure system integrity throughout
the shrinking process. The finite state machine approach ensures that the system can
only transition between valid states, preventing inconsistent intermediate states that
could lead to undefined behavior or system corruption. Critical parameters such as
target_comm_size are validated continuously to ensure they remain within valid bounds,
with automatic adjustment capabilities when necessary to maintain system stability. The
implementation includes comprehensive resource cleanup procedures that properly han-
dle old communicators using the MPI_Comm_free() function before assigning new ones,
preventing resource leaks during error recovery scenarios and ensuring optimal memory
utilization.

The error handling system extends seamlessly to the SLURM integration layer through
comprehensive validation and monitoring mechanisms. When using SLURM job shrink-
ing capabilities, the system validates the success of job modification operations and can
fall back to process-only shrinking if job-level shrinking fails, ensuring robust operation
even when the underlying resource manager encounters issues. The system continuously
monitors SLURM job states to ensure that resource allocations remain consistent with the
actual number of active processes after shrinking operations, preventing resource misalign-
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ment that could lead to performance degradation or system instability. This multi-layered
approach to error handling creates a resilient framework capable of maintaining operation
under diverse failure conditions while preserving both performance and data integrity.

4.3.4 Performance Optimizations

The fault injection shrinking implementation incorporates performance optimizations
specifically designed to minimize the overhead of fault tolerance mechanisms and ensure
efficient shrinking operations within the DMR framework.

Process coordination during shrinking operations has been carefully optimized to mini-
mize communication overhead and synchronization delays through several sophisticated
techniques. Instead of complex consensus algorithms that exhibit O(n2) communica-
tion complexity, the system uses efficient MPI_Bcast() operations to distribute shrinking
parameters from the root process, achieving O(log n) complexity in most MPI implemen-
tations. This broadcast-based parameter distribution strategy significantly reduces the
communication burden during coordination phases, enabling the system to scale effec-
tively to large process counts without experiencing proportional increases in coordination
overhead.

The fault injection mechanism employs a simple yet effective rank-based process selec-
tion strategy where processes with rank >= target_comm_size terminate themselves
without requiring additional inter-process communication. This approach eliminates the
need for complex selection algorithms and reduces the communication required during
the termination phase. The implementation uses only essential MPI_Barrier() calls to
synchronize critical transitions, avoiding unnecessary synchronization that could degrade
performance and introduce latency into the shrinking process.

During recovery phases, the system implements an efficient state reconstruction mech-
anism that redistributes only essential state information, minimizing both the volume
of data communicated and the time required for post-shrinking recovery. This selec-
tive approach ensures that the recovery process scales well with increasing application
complexity, maintaining consistent performance characteristics regardless of the size and
complexity of the application state that must be preserved during shrinking operations.

Memory efficiency and resource management represent critical optimization throughout
the implementation. The system implements careful communicator lifecycle management,
ensuring that old communicators are properly freed using MPI_Comm_free() after new
ones are established, preventing resource accumulation during multiple shrinking opera-
tions. This proactive resource management approach prevents memory leaks and ensures
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that the system maintains optimal memory utilization even during extended operation
with multiple shrinking cycles.

The DMRState structure has been designed to minimize memory footprint while pre-
serving all necessary state information. Special attention has been paid to data align-
ment and cache efficiency, ensuring optimal memory access patterns that reduce cache
misses and improve overall performance. The implementation employs lazy initialization
for many state variables, initializing them only when shrinking functionality is actu-
ally required, thereby reducing startup overhead and memory consumption for applica-
tions that may not utilize shrinking capabilities. Performance-critical parameters such as
DMR_NODES_IN_SHRINK and DMR_DEBUG_LEVEL can be configured at compile time, elimi-
nating runtime overhead for production deployments and enabling compiler optimizations
that would not be possible with runtime configuration.

The integration with SLURM has been optimized through several sophisticated mecha-
nisms that balance resource utilization efficiency with operational flexibility. The func-
tion get_hybrid_shrink_reqs() calculates the most efficient combination of complete
node removal and process reduction within existing nodes, providing optimal resource
management strategies that adapt to different computational scenarios. SLURM job
status and configuration information is cached in the DMRControllerState structure to
avoid repeated expensive SLURM API calls, reducing the overhead associated with re-
source manager interactions. Job-level shrinking operations are performed only when
JOBS_CAN_SHRINK is enabled, allowing fallback to more efficient process-only shrinking
when necessary and providing flexibility in deployment scenarios with varying resource
management capabilities.

The implementation supports asynchronous job monitoring capabilities, enabling com-
putation to continue while resource management operations proceed in parallel. This
approach minimizes blocking operations and maintains high computational throughput
even during resource transitions, ensuring that the primary computational workload ex-
periences minimal disruption during shrinking operations.

Fault tolerance overhead has been minimized through several innovative approaches that
ensure negligible performance impact during normal operation. The ULFM mechanisms
remain completely dormant during standard execution, activating only when shrinking op-
erations are explicitly requested. This dormant approach guarantees limited performance
overhead for applications that do not require dynamic shrinking capabilities, ensuring
that the fault tolerance infrastructure does not impose computational penalties during
normal operation.
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This chapter presents the experimental evaluation of the fault injection shrinking solution
for dynamic resource management in HPC systems. The experiments are designed to val-
idate the effectiveness, performance, and reliability of the proposed approach compared
to existing DMR implementations. We evaluate the solution across multiple dimensions,
including performance overhead, fault tolerance capabilities, and resource utilization effi-
ciency.

5.1 Experimental Setup

This section describes the comprehensive experimental environment used to evaluate
the fault injection shrinking solution, including hardware infrastructure, software stack,
benchmark applications, and evaluation methodology.

5.1.1 Hardware Infrastructure

The experimental evaluation was conducted on the "qluster" high performance computing
cluster, operated by E4 Computer Engineering [16]. The cluster is composed of 3 compute
nodes, managed by SLURM version 23.02.7 and configured in a single compute partition
optimized for HPC workloads.

Each compute node is equipped with dual-socket x86_64 processors featuring 32 cores
per socket, totaling 128 logical cores per node due to hyperthreading enabled (2 threads
per core). The nodes are configured with 248 GB of RAM, providing a memory-to-core
ratio of approximately 1.94 GB per logical core. All nodes run Red Hat Enterprise Linux
9.4 (kernel version 5.14.0-427.42.1.el9_4.x86_64) and support unlimited job time limits,
making them suitable for testing long-running malleability experiments.

Each node can accommodate up to 512 tasks per node, with flexible memory allocation
policies allowing up to 100% utilization of available RAM, kernel memory, and swap space.
The system architecture provides a total memory capacity of 744 GB across all compute
nodes. Cluster nodes communicate via standard Ethernet networking for management



46 5| Experimental Results

and job coordination. While Mellanox OFED 5.4-3.0.3.0 InfiniBand support is available
in the software stack, the current experimental configuration utilizes Ethernet connectivity
with UCX optimizations for MPI communication performance.

The cluster implements a multi-tier storage hierarchy optimized for different access pat-
terns and performance requirements. Home directories are provided through NFS storage
servers shared across all cluster nodes, offering persistent storage for user data and ap-
plications. Project-specific data directories are similarly implemented via NFS for collab-
orative data sharing within research groups. The /opt/share directory contains system
software and libraries managed by cluster administrators, mounted read-only across all
nodes.

For I/O-intensive applications, the cluster provides a /scratch directory offering signif-
icantly higher throughput than shared NFS storage. This scratch space is designed for
temporary files and intermediate results during job execution. The experimental workflow
follows best practices by copying input data to scratch space at job initiation, performing
computations with local I/O, and transferring results back to persistent storage upon com-
pletion. Local temporary disk storage is not configured on compute nodes (TmpDisk=0),
reinforcing the centralized storage architecture approach.

5.1.2 Software Environment

The experimental evaluation was conducted using a carefully configured software stack
optimized for fault tolerant MPI applications and dynamic resource management capa-
bilities.

Operating System: All compute nodes run Red Hat Enterprise Linux 9.4 with kernel
version 5.14.0-427.42.1.el9_4.x86_64, providing a stable and well-supported HPC envi-
ronment with PREEMPT_DYNAMIC scheduling for improved real-time responsiveness
during fault recovery operations.

MPI Implementation: The experiments utilize Open MPI version 5.1.0a1 with User
Level Failure Mitigation (ULFM) support, specifically configured with the –with-ft=ulfm
option during compilation. The MPI implementation is configured with external libevent
and hwloc libraries, and integrates with OpenPMIx 6.0.x for process management and
PRRTE 4.0.x for runtime environment support. UCX (Unified Communication X) is
enabled for optimized network communication.

Resource Manager: SLURM version 23.02.7 provides workload management and job
scheduling capabilities, configured to support the dynamic resource allocation require-
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ments of malleable applications. The SLURM API provides the necessary interfaces for
job submission and monitoring during execution.

DMR Library: The experiments employ a custom Dynamic Malleability and Resilience
(DMR) library developed as part of this thesis work. This library implements the fault
injection shrinking algorithms and provides the runtime support necessary for dynamic
resource management, exploiting fault tolerance to achieve malleability. For comparative
analysis, the experiments also utilize the original DMR library implementation to establish
baseline performance metrics and validate the improvements achieved by the ULFM-based
shrinking approach.

Development Environment: The software stack includes GCC 11.4.1 (Red Hat 11.4.1-
3) for C/C++ compilation, providing robust optimization capabilities and compatibility
with the MPI implementation. The build system utilizes GNU Make 4.3 and CMake
4.0.0-rc1 for project configuration and compilation management. GNU Autoconf 2.69
supports the configuration of various software components and dependencies.

Compilation Flags: All experimental codes are compiled with optimization level -O2 to
balance performance and debugging capabilities, with additional flags -g for debugging
information and -Wall for comprehensive warning detection. MPI-specific compilation
utilizes the mpicc wrapper compiler to ensure proper linking with the ULFM-enabled
Open MPI libraries.

5.1.3 Benchmark Applications and Evaluation Methodology

The experimental evaluation employs an application designed to test the fault injection
shrinking solution across different computational patterns. The evaluation framework
implements distributed computation patterns representative of typical HPC workloads,
featuring configurable work distribution across processes, parameterized expansion and
shrinking operations, and comprehensive timing instrumentation.

The benchmark supports dynamic reconfiguration through plan files that specify expan-
sion amounts, shrinking ratios, iteration counts, and reconfiguration trigger points, en-
abling systematic exploration of different malleability scenarios. The benchmark imple-
ments computation-intensive workloads with controlled communication patterns through
MPI barriers, where the distributed work function simulates realistic computational ker-
nels by distributing a fixed total workload of 256 iterations across available processes.
Automatic load balancing occurs during dynamic reconfiguration events, which enables
thorough evaluation of scalability characteristics, expansion and shrinking overheads, and
fault tolerance effectiveness under varying process counts and failure scenarios.
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Each experiment is carefully parameterized by initial process count, expansion amount,
shrinking amount, iteration thresholds for reconfiguration triggers, and total iteration
count. To support comprehensive fault tolerance evaluation, the benchmark includes
checkpoint/restart capabilities with iteration-level granularity, enabling detailed assess-
ment of reconfiguration performance and malleability effectiveness under various scenarios.

Performance metrics are collected through an integrated timing system that provides high-
resolution measurements of total execution time, expansion operation duration, shrinking
operation duration, and per-iteration computational overhead. The measurements are
achieved through the MPI_Wtime() function provided by the Open MPI library. By calling
this function at the beginning and end of specific code sections, we can calculate the
elapsed time for those sections. This allows us to measure the performance of various
operations, such as computation, communication, and synchronization, as well as the
overall execution time of the application.

To ensure consistency and accuracy during the various phases of the application, we
implemented a checkpoint-and-restart mechanism that saves the state of the timers to a
binary file. This way, when the application is restarted after a reconfiguration, it can load
the timer state from the file and continue measuring time without losing the previous
measurements. This is particularly useful in our case, where the application kills all old
processes and spawns new ones, during an expansion or shrinking operation in the case
of original DMR, and only in expansion for the ULFM-enhanced shrinking solution.

The timing measurements are integrated into the benchmark application, providing de-
tailed insights into the performance characteristics of both fresh execution and restart
scenarios. The timing data is collected and logged in a structured format for subsequent
analysis. This timing system supports both fresh execution and restart scenarios, utilizing
binary checkpoint storage for timer state preservation across process reconfigurations. All
results are automatically logged to CSV format for subsequent statistical analysis and
comparison across different experimental configurations.

To ensure rigorous evaluation, the experimental methodology includes systematic compar-
ison against the original DMR library implementation to quantify performance improve-
ments achieved by the ULFM-based approach. The experiments are designed to highlight
the differences in overhead, both in expanding and in shrinking operations, as well as the
capability of the ULFM-enhanced DMR solution to handle a shrinking operation without
the need of a prior expansion, which yields a significant improvement in time to solution.
For statistical confidence, each configuration was run 10 times, so that mean and standard
deviation values could be calculated.
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5.2 Performance Evaluation

This section presents a comprehensive performance analysis of the fault injection shrinking
solution, comparing it with traditional DMR approaches and static resource allocation
strategies.

5.2.1 Expansion Cost Analysis

The first conducted analysis focuses on quantifying the cost of both expanding and shrink-
ing operations, comparing the ULFM-based approach with the original DMR library
implementation. The added time is measured from the application suggestion of a recon-
figuration operation until application execution resumes normal operation. The library
is configured not to block on resource requests, allowing the application to continue its
computation while SLURM is allocating and starting new resources.

The cost analysis includes measurements of the time taken for expansion and shrinking
operations, as well as the impact on overall application performance. The results are
presented in terms of average times, with statistical analysis to assess variability and
significance. The analysis also examines the variance in added times across different
configurations, including varying numbers of processes and different shrinking ratios.

We begin by analyzing the cost introduced by the original DMR library during expansion
operations. The results are shown as a matrix where rows correspond to the initial number
of processes and columns to the expansion amount (number of processes added). Each cell
reports the mean expansion time across 10 runs, while the circle area encodes the sample
variance so that larger circles indicate higher variability. Expansion time is measured
from the instant the application requests a reconfiguration to the first resumed iteration
after the new processes have joined; resource requests are non-blocking, so computation
can overlap with SLURM allocation and process start-up.

As visible in Figure 5.1, the mean expansion time decreases as the initial process count
grows. Instead, we cannot see any clear trend regarding the impact of the expansion
amount. This pattern suggests that fixed orchestration costs (process manager interac-
tion, environment propagation, and the first global synchronization) are amortized more
effectively at larger scales, whereas the expansion amount itself has a weaker influence on
the mean for a fixed initial size.

The variance in expansion times instead becomes more pronounced with larger process
counts, indicating that the cost is less predictable in these scenarios. This behavior can be
attributed to the increased complexity of managing a larger number of processes during
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Figure 5.1: Average expansion time, number inside circles represents average time, while
the circle size indicates variance.

expansion, which may lead to contention and delays in resource allocation and process
synchronization.

Next, we analyze the cost introduced by the ULFM-based expansion operations in the
same matrix format. As shown in Figure 5.2, the average expansion time for the ULFM-
based approach also exhibits a downward trend as the number of initial processes in-
creases. Also in this case, there is no clear trend regarding the expansion amount. This
behavior suggests that the ULFM-based expansion operations benefit from similar amor-
tization effects as observed in the original DMR library, where fixed orchestration costs
are distributed more effectively across larger process counts.

The variance is comparable to the original DMR library, indicating that the ULFM-based
expansion operations maintain a similar level of predictability across different config-
urations. The results suggest that the ULFM-based approach effectively manages the
complexity of expansion operations, even with larger process counts.
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Figure 5.2: Average expansion time, number inside circles represents average time, while
the circle size indicates variance.

Both analysis evidence that the expansion time is more influenced by the initial process
count rather than the expansion amount. This indicates that the overhead associated with
managing a larger number of processes during expansion operations is a more significant
factor in determining the overall cost than the specific number of processes being added.

We can see in Figure 5.3 that in general the ULFM-based expansion times are slightly
lower than the original DMR library, especially for configurations with a higher number of
initial processes. This indicates that the spawning alternative described in Section 4.3.1
not only enables shrinking operations correctly but also improves the efficiency of expan-
sion operations. The results suggest that the ULFM-based approach is a viable alternative
to traditional DMR implementations, offering comparable or improved performance for
dynamic resource management in HPC applications.

We did not report variance in Figure 5.3 since we found negligible variance in the mea-
surements, with standard deviations typically below 5% of the average expansion times.
This indicates that the expansion operations are relatively stable and consistent across
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Figure 5.3: Average expansion time vs initial process count.

different runs, providing reliable performance for dynamic resource management.

5.2.2 Shrinking Cost Analysis

Similarly to the expansion cost analysis, we conduct a detailed examination of the cost
in terms of added time introduced by shrinking operations using both the original DMR
library and the ULFM-based approach. The cost is measured from the instant the applica-
tion requests a shrinking operation until application execution resumes normal operation.

In the case of shrinking operations, the DMR library does not wait for SLURM to free
resources, since the resources are released immediately after the shrinking operation is
completed. This means that the application may experience a brief pause during the
shrinking operation, but it can continue its computation without waiting for resource
deallocation.

We begin by analyzing the cost introduced by the original DMR library during shrinking
operations. The results are presented in a matrix format, where each cell represents
the average shrinking time for a specific configuration of initial processes and shrinking
amounts. The size of the circles in each cell indicates the variance in shrinking times,
with larger circles representing higher variability.
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Figure 5.4: Average shrinking time, number inside circles represents average time, while
the circle size indicates variance.

As evident in Figure 5.4, the average shrinking time for the original DMR library shows
an upward trend as the number of initial processes increases. This behavior can be
attributed to the increased complexity of managing a larger number of processes during
the shrinking operation, which may involve more intricate communication patterns and
resource management tasks.

In shrink case the variance maintains a consistent level across different configurations,
except for the case with 64 initial processes, where the variance becomes more pronounced.
This may indicate that the cost is less predictable in scenarios with a high number of
processes, potentially due to contention and delays in process synchronization.

Analyzing the cost introduced by the ULFM-based shrinking operations, we can observe
a different trend compared to the original DMR library. As shown in Figure 5.5, the
average shrinking time for the ULFM-based approach maintains a relatively stable level
across different configurations of initial processes and shrinking amounts. The variance is
also consistent, indicating that the ULFM-based shrinking operations provide predictable
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Figure 5.5: Average shrinking time, number inside circles represents average time, while
the circle size indicates variance.

performance regardless of the number of processes involved.

We can better see the differences between the two approaches in Figure 5.6, where the
ULFM-based shrinking times are higher than the original DMR library, particularly at
larger process counts. The increased cost is primarily attributed to the additional synchro-
nization and state management protocols required to ensure consistency across all pro-
cesses during the shrinking operation. Unlike the original DMR library that can perform
shrinking operations with minimal inter-process coordination, the ULFM implementation
must verify process states and coordinate graceful termination of selected processes to
maintain fault tolerance guarantees. This architectural difference explains the observed
performance trade-offs.

Despite this higher shrinking cost, the ULFM-based approach provides significant advan-
tages in terms of operational flexibility and system reliability. The ability to perform
shrinking operations independently, without requiring prior expansion phases, represents
a fundamental improvement over traditional DMR implementations. Furthermore, when
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Figure 5.6: Average shrinking time vs initial process count.

considering the overall time to solution across complete malleability cycles, the reduced
expansion cost partially compensates for the increased shrinking costs, resulting in com-
petitive total execution times while providing enhanced fault tolerance capabilities.

5.2.3 Total Time to Solution

The last conducted analysis focuses on the overall time taken to reach a solution in
malleable applications, comparing the ULFM-based approach with traditional DMR im-
plementations and static resource allocation strategies. The application starts with a fixed
number of processes, performs a series of computations, shrinks to a smaller number of
final processes, and continues its computation until completion. The total time to solution
is measured from the start of the application until it reaches the final solution, including
all expansion and shrinking operations.

In this case, DMR-based applications must first expand to a larger number of processes
before they can shrink to the desired final process count. This means that the total
time to solution includes the cost of both expansion and shrinking operations, as well as
the computation time between these operations. In contrast, ULFM-based applications
can directly shrink to the desired final process count without requiring a prior expansion
phase.
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Figure 5.7: Total time to solution vs final process count.

We can see in Figure 5.7 that the total time to solution for ULFM-based applications
is generally lower than that of DMR-based applications, particularly for configurations
with a higher number of initial processes. This indicates that the ability to perform
direct shrinking operations without prior expansion provides a significant advantage in
terms of overall efficiency. The results suggest that ULFM-based malleability is a more
effective approach for dynamic resource management in HPC applications, offering both
performance improvements and enhanced fault tolerance capabilities.

The results reveal that the ULFM-based approach exhibits slightly reduced scalability
compared to the DMR-based method, particularly at higher final process counts. This
performance difference confirms our earlier findings regarding the increased shrinking cost
in ULFM implementations, where additional synchronization requirements partially offset
the gains from direct shrinking capabilities. Both approaches demonstrate improved per-
formance as the final process count increases, with diminishing returns observed at higher
process counts. The ULFM approach maintains competitive speedup characteristics while
providing enhanced fault tolerance guarantees, validating it as an effective solution that
successfully balances performance trade-offs with improved system reliability and opera-
tional flexibility.
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5.3 Discussion and Analysis

This section provides a comprehensive discussion of the experimental findings, highlighting
key insights, limitations, and implications for future research and development.

5.3.1 Key Findings and Insights

The experimental evaluation of the fault injection shrinking solution reveals several signif-
icant findings that demonstrate both the potential and the complexities of implementing
shrinking through fault tolerance mechanisms in HPC systems. The most notable achieve-
ment is the capability to perform direct shrinking operations without requiring prior
expansion phases, which represents a fundamental improvement over traditional DMR
implementations. This capability provides substantial operational flexibility, allowing ap-
plications to adapt their resource consumption in response to changing computational
demands or system availability without the cost of unnecessary expansion cycles.

Performance analysis reveals a complex picture of trade-offs between operational flexibility
and execution efficiency. While the ULFM-based approach exhibits slightly higher shrink-
ing costs compared to the original DMR library, particularly at larger process counts, this
cost is offset by significantly reduced expansion times and the elimination of manda-
tory expansion phases before shrinking. The expansion cost analysis demonstrates that
ULFM-based operations consistently outperform traditional DMR implementations, with
improvements becoming more pronounced at higher process counts where the spawning
alternative proves most effective.

The total time to solution analysis provides compelling evidence for the practical bene-
fits of the ULFM approach. Applications utilizing fault injection shrinking demonstrate
superior overall performance when direct resource reduction is required, achieving faster
completion times by avoiding the traditional expand-then-shrink cycle mandated by con-
ventional DMR implementations. This advantage is particularly significant in scenarios
where applications need to rapidly adapt to changing resource availability or when system
administrators need to reclaim resources for higher-priority workloads.

The analysis reveals that both the original DMR and ULFM enhanced DMR shrink-
ing approaches maintain competitive performance characteristics across varying process
counts, with the fault injection shrinking implementation showing slightly reduced scal-
ability at higher core counts due to additional synchronization requirements. However,
this reduction is relatively modest and is compensated by the enhanced fault tolerance
guarantees and operational flexibility provided by the ULFM framework. The consis-
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tency of performance across different configurations demonstrates the robustness of the
implementation.

5.3.2 Limitations and Challenges

Despite the promising results, the fault injection shrinking implementation faces several
limitations that must be acknowledged for a complete assessment of its practical applica-
bility. The most significant limitation is the increased shrinking cost observed at higher
process counts, where the additional synchronization protocols required to maintain fault
tolerance guarantees introduce measurable performance penalties. This cost arises from
the need to coordinate graceful process termination while ensuring application state con-
sistency across all remaining processes, a requirement that becomes more complex as the
number of participating processes increases.

The experimental evaluation also reveals scenarios where the ULFM enhanced DMR so-
lution may not provide optimal performance. Applications with frequent shrinking op-
erations or those requiring minimal reconfiguration overhead might benefit more from
traditional DMR implementations, particularly in environments where fault tolerance is
not a primary concern. The decision between ULFM enhanced DMR and traditional
approaches should consider the specific application requirements, expected failure rates,
and the criticality of maintaining service availability during resource reconfigurations.

Areas requiring further investigation include optimizing the synchronization protocols
to reduce shrinking overhead, developing more efficient state management mechanisms
for large-scale process reconfigurations, and exploring hybrid approaches that combine
the benefits of both ULFM and traditional DMR implementations. Additionally, the
evaluation of the solution under actual fault conditions, rather than simulated shrinking
operations, would provide valuable insights into the practical effectiveness of the fault
tolerance mechanisms.
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This thesis presented a comprehensive study on implementing a different approach to the
shrinking operation in the Dynamic Management of Resources (DMR) framework [35].
We developed the enhanced shrinking mechanisms using User Level Failure Mitigation
(ULFM) [20], and conducted evaluation demonstrates significant improvements in re-
source utilization and overall system performance.

After a detailed analysis of current HPC systems and the challenges they face, we focused
on resource management and fault tolerance. We identified the limitations of existing
malleability approaches, which often require significant application modifications or rely
on specific MPI implementations.

Then we analyzed in detail the DMR API, which provides a flexible and user-friendly
interface for dynamic resource management in MPI applications. We explored its archi-
tecture to modify and extend its capabilities, redesigning shrinking operations to remove
the need to restart by leveraging ULFM capabilities.

Our implementation allows applications to dynamically adjust their resource usage in
response to changing workloads and system conditions. We designed and implemented a
robust shrinking mechanism that leverages ULFM’s communicator repair capabilities to
repair communicators after fault injections for subsequent resource utilization. We faced
some challenges, such as the one introduced by MPI_Comm_spawn(), which we addressed
through an alternative spawn approach.

Experimental results demonstrate the effectiveness of our approach across a range of
benchmarks. We observed substantial reductions in total execution time, analyzing the
impact of shrinking and expanding in our solution with respect to the original implemen-
tation of DMR. The results also highlight the importance of careful configuration and
tuning to achieve optimal performance.
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6.1 Future Work

While our current work focused on DMR because of its Open MPI foundation and ULFM
support, FlexMPI represents an alternative approach to malleability that merits further
investigation. It integrates three key capabilities: performance monitoring, load balanc-
ing, and data redistribution—while preserving compatibility with existing MPI applica-
tions. Implemented as a library on top of MPICH, FlexMPI aims to provide transparent,
low-overhead malleability that minimizes application changes.

FlexMPI monitors performance via PAPI [46] and PMPI, collecting metrics such as
FLOPS, CPU real time, and details about MPI communication and memory usage. Se-
lected MPI calls, including MPI_Init() and MPI_Finalize(), are wrapped to correctly
initialize and finalize the library. Applications can start monitoring and request resource
reallocation through dedicated APIs. Decisions to allocate or release resources depend on
the number of idle processes, current system performance, user-defined objectives, and
estimates from a computational prediction model. Because FlexMPI targets SPMD appli-
cations, adaptations are typically applied at the end of each iteration, enabling dynamic
adjustments without disrupting control flow.

Load balancing redistributes work according to each processor’s relative computing power,
estimated from the monitoring data. When imbalance is detected, the data redistribution
module transparently remaps data from overloaded to underloaded processes using MPI
communication primitives. In practice, FlexMPI relies on the collective MPI_Alltoallv()
to efficiently move dense vectors and matrices, as well as sparse matrices in CSC or CSR
format. The future distribution is computed from structural properties (for example,
rows, columns, or nonzeros) and data type (for example, integers or doubles), together
with the relative computing power (RCP) of the processors. Redistribution follows a
two phase scheme: first, computing the new layout from the updated configuration and
balancing goals; second, executing the data movement through optimized collectives so
that computational correctness is preserved with limited overhead.

The computational prediction model estimates performance for alternative processor con-
figurations at the end of each sampling interval. It explicitly accounts for process creation
and termination costs during reconfiguration, as well as for data redistribution. For SPMD
codes with regular patterns, the model predicts the upcoming number of FLOPs via linear
extrapolation from recent intervals; for irregular applications, it relies on prior profiling
because there is no reliable online predictor of future computation. Process creation and
destruction costs depend on the operating system, MPI implementation, and binary size;
in practice, these costs are determined through offline measurements and provided to the
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library as inputs. Since FlexMPI creates and terminates processes individually by de-
fault, total costs scale roughly linearly with the number of processes involved. The model
also differentiates data types and adjusts transfer costs accordingly, and it factors in
the network topology and the communication pattern induced by the chosen distribution
strategy.

At present, FlexMPI’s reliance on MPICH limits compatibility with our ULFM-based
shrinking mechanisms, which require Open MPI’s fault tolerance features. Several direc-
tions could help bridge this gap. One avenue is exploring a ULFM port for MPICH, which
would make it possible to couple FlexMPI’s rich monitoring with fault tolerant shrinking.
Another is designing a hybrid framework that combines DMR’s resource management with
FlexMPI’s monitoring and balancing to deliver a more comprehensive malleability stack.
A third path is adapting FlexMPI’s prediction model for use within DMR, improving
the accuracy of resource decisions using application-aware estimates. Finally, systematic
cross-framework benchmarking across application classes would clarify when DMR-based
or FlexMPI-based approaches deliver the best trade-offs.

Beyond FlexMPI integration, several additional directions emerge. Machine learning
could be used to predict optimal configurations from historical behavior and system state,
enabling proactive scaling and reducing oscillations. Extending malleability to container-
ized HPC environments would allow dynamic orchestration while preserving performance
isolation. Another promising thread is energy-aware malleability, where adaptation poli-
cies balance performance with energy and carbon objectives. Finally, system-wide coordi-
nation across multiple applications could yield global optimization, improving throughput
and fairness by negotiating resources among concurrent jobs.
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