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Abstract

Deep learning (DL) models are now widely used across many engineering domains, includ-
ing manufacturing. However, these models’ performance is highly dependent on the data
they are trained on, and they often fail silently when faced with out-of-distribution (OOD)
data. This lack of uncertainty awareness presents a significant risk, potentially leading to
operational failures, endangering the safety of human operators or the health of expen-
sive machinery. To address this, uncertainty-aware DL models have emerged and been
used recently in computer science, yet their application in manufacturing and industrial
settings remains significantly under-explored. The central contribution of this thesis is a
systematic uncertainty-aware reliability framework for industrial deep learning systems,
which combines the construction of domain-realistic epistemic and aleatoric OOD bench-
marks, an evaluation of widely adopted uncertainty-aware model families, and deployable
uncertainty-based trustworthy filtering pipelines that enable practitioners to distinguish
reliable from unreliable predictions. Unlike prior work that applies uncertainty estimation
methods in isolation, this thesis provides unified empirical methodology and cross-domain
evidence clarifying when uncertainty-aware approaches offer operational value in manufac-
turing settings. Presented as a collection of five papers, the thesis spans three application
pillars: predictive maintenance through rotating machinery fault diagnosis, safe close hu-
man-robot interaction via vision-based hand segmentation, and human /machine localiza-
tion through a novel deep learning framework for multi-source sound source localization.
Across vibration, vision, and acoustic modalities, the work demonstrates how uncertainty-
aware models more effectively flag untrustworthy predictions under specific OOD condi-
tions, while highlighting practical constraints such as entropy-based uncertainty conflating
epistemic and aleatoric sources. Overall, this thesis advances uncertainty-aware industrial
Al by contributing reproducible evaluation protocols, methodological filtering pipelines,
and a new multi-source sound localization framework, providing actionable guidance for
building safer and more reliable deep learning systems in real-world manufacturing envi-

ronments.

Keywords: Uncertainty-awareness; Deep Learning; multi-modality; human-robot inter-

action; fault diagnosis; sound source localization
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Abstract in lingua italiana

I modelli di deep learning (DL) sono oggi ampiamente utilizzati in numerosi settori
ingegneristici, inclusa la manifattura. Tuttavia, le loro prestazioni dipendono forte-
mente dai dati su cui vengono addestrati e spesso falliscono in modo silenzioso quando
si trovano ad affrontare dati fuori distribuzione (OOD). Questa mancanza di consapev-
olezza dell’incertezza rappresenta un rischio significativo, potenzialmente conducendo a
guasti operativi, mettendo in pericolo la sicurezza degli operatori umani o l'integrita di
macchinari costosi. Per affrontare tale problema, negli ultimi anni sono emersi modelli di
DL consapevoli dell'incertezza, gia applicati in informatica, ma il loro impiego nei contesti
manifatturieri e industriali rimane ancora largamente inesplorato. Il contributo centrale
di questa tesi consiste in un framework sistematico di affidabilita basato sull’incertezza
per sistemi di deep learning industriali, che combina la costruzione di benchmark OOD
epistemici e aleatorici realistici rispetto al dominio, la valutazione delle principali famiglie
di modelli uncertainty-aware ampiamente adottate e pipeline di filtraggio affidabili basate
sull’incertezza, implementabili nella pratica, che consentono ai professionisti di distinguere
tra predizioni affidabili e non affidabili. A differenza dei lavori precedenti, che applicano
metodi di stima dell’incertezza in modo isolato, questa tesi propone una metodologia em-
pirica unificata e fornisce evidenze trasversali tra diversi domini, chiarendo quando gli
approcci uncertainty-aware offrono un reale valore operativo in contesti manifatturieri.
Presentata come una raccolta di cinque articoli, la tesi si articola in tre pilastri applicativi
principali: la manutenzione predittiva tramite diagnosi dei guasti in macchinari rotanti,
I'interazione sicura uomo-robot in prossimita mediante segmentazione delle mani basata
su visione artificiale e la localizzazione uomo/macchina attraverso un nuovo framework di
deep learning per la localizzazione di sorgenti sonore multi-sorgente. Attraverso modalita
di dati vibrazionali, visivi e acustici, il lavoro dimostra come i modelli uncertainty-aware
siano piu efficaci nell'individuare predizioni non affidabili in specifiche condizioni OOD,
evidenziando al contempo vincoli pratici, come la tendenza delle misure di incertezza

basate sull’entropia a confondere le componenti epistemiche e aleatoriche.

Parole chiave: Consapevolezza dell'incertezza; Deep Learning; multimodalita; inter-

azione uomo-robot; diagnosi dei guasti; localizzazione di sorgenti sonore
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1 ‘ Introduction

This cover essay introduces a PhD thesis, which is a collection of papers focused on
enhancing the reliability of DL-based industrial systems through the implementation of
uncertainty-aware DL models. This introductory chapter presents the context of our
research, and explains why it matters. It then clari es our research goals and how we
designed our research based on those objectives. The chapter also provides a concise
overview of our contributions in a brief way and how these contributions are bene cial for
researchers and practitioners, before outlining the overall structure of the cover essay.

1.1. Research Background and Motivation

The concept of creating machines with the ability to "think” has been a long-standing
aspiration, leading to the eld of arti cial intelligence (Al) [3]. A key sub-eld of Al

is machine learning (ML), which focuses on developing algorithms that can learn from
data and improve their performance over time through experience [36]. While traditional
ML models have been successful in many applications, they often struggle with raw,
unstructured data and require extensive manual feature engineering a process that is
both time-consuming and expertise-dependent [43]. To overcome these limitations, deep
learning (DL) emerged as a powerful evolution of ML, and dominated the eld [5]. The
core idea of deep learning can be traced back to the 1940s with early computational models
of neural networks. The eld saw a revival in the 1980s and 1990s as "connectionism" [3],
but it was not until the mid-2000s that it truly ourished [23]. This modern renaissance
was fueled by factors such as the explosion of "big data", signi cant advancements in
computational power (particularly with GPUs), and the development of more e ective
training algorithms and software frameworks [78]. Deep learning models, with their multi-
layered neural networks, can automatically learn hierarchical representations of features
from raw data, eliminating the need for manual feature engineering and enabling them
to tackle highly complex problems with unprecedented accuracy. The applications of DL
span all disciplines and sectors, starting by setting a highest record on computer-vision
challenges, such as the famous ImageNet model [38], speech recognition [30], and even
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defeating human game champions (e.g., Google DeepMind's AlphaGo [85]), to reshaping
all domains and industries.

The advancement of DL has also reshaped the industrial manufacturing towards smarter,
safer, and more human-centric, speci cally through the Industry 4.0 and Industry 5.0
waves [70, 95]. In the Industry 4.0 era, often synonymous with smart and digitalized
manufacturing, deep learning acts as an advanced analytics tool. By processing vast
amounts of big manufacturing data from ubiquitous sensors and loT devices, DL mod-
els transform raw signals into actionable insights, enabling applications like automated
quality control [34, 80], predictive maintenance to prevent costly downtime [79], real-time
optimization of production processes [61], and making manufacturing execution systems
more intelligent [84]. As manufacturing shifts toward Industry 5.0, which focuses on
balancing production with resilience, sustainability, and worker well-being, the role of
deep learning (DL) is growing [70]. It becomes central to creating human-centric systems
by powering high- delity data-driven models and digital twins to model complex human
motion and intent, thereby enabling safe and ergonomic collaboration between people,
machines, and robots [72]. This evolution demonstrates how deep learning not only en-
hances the self-optimizing factories of Industry 4.0 but also lays the foundation for a more
sustainable and collaborative future.

Although DL models have been e ective in all domains, their e ectiveness is highly
dependent on the quality of their training data. When these models encounter out-
of-distribution (OOD) data, information that di ers signi cantly from what they were
trained on, their predictions become unreliable [62]. This uncertainty arises from two
distinct sources: aleatoric uncertainty, which is the inherent randomness and noise within
the data itself (e.g., sensor inaccuracies), and epistemic uncertainty, which stems from
the model's own lack of knowledge about the data due to its novelty or divergence from
the training set [1, 21]. A critical limitation of conventional DL models is their inability

to express their uncertainty in prediction; they provide a single, overcon dent prediction
even when faced with novel or ambiguous data. This challenge has driven the emergence
of uncertainty-aware DL models, which are speci cally designed such that their uncer-
tainty can be quanti ed. Their quanti ed uncertainty, therefore, can be used as a lIter

to reach reliable and trustworthy predictions.

The need for these uncertainty-aware models is particularly acute in industrial manufac-
turing, where a model's failure can have severe consequences, including costly production
downtime, unreliable predictive maintenance risking machine health, or, in the context
of human-robot collaboration, a direct threat to human safety. The lack of transparency

in conventional "black box" models, which provide no indication of their predictive reli-
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ability, is unacceptable in such high-stakes environments. Despite this critical need, the
application and comparative analysis of uncertainty-aware DL models in industrial set-
tings remains a relatively under-explored area of research. This thesis aims to address
this gap by investigating how these models can be e ectively implemented to enhance
the reliability and trustworthiness of DL-based systems, thereby transforming them from
opaque tools into reliable partners in industrial decision-making.

1.2. Research Objectives and Design

As outlined above, in-depth investigations of uncertainty in deep learning and the im-
plementation of uncertainty-aware DL models for manufacturing are needed but are still
scarce. The primary objective is to investigate and demonstrate how these models can
be e ectively implemented to enhance the reliability and trustworthiness of DL-based
systems across a range of industrial manufacturing applications. To advance this eld,
the present thesis targets three representative application pillars, predictive maintenance,
human robot interaction (HRI), and localization of manufacturing assets, and studies
how uncertainty-aware DL models perform when faced with both epistemic and aleatoric
uncertainties.

First, within the domain of industrial predictive maintenance, a domain which is a key in
the Industry 4.0 move, a gap in the existing literature is identi ed. While some studies
have begun to incorporate uncertainty-aware DL models for condition monitoring [28,
108, 109], they often lack a comprehensive, comparative evaluation of di erent models
and fail to explore a wide range of epistemic and aleatoric uncertainties. Our research,
therefore, aims to conduct a rigorous comparative evaluation of di erent uncertainty-
aware DL architectures under diverse uncertainty scenarios to determine which models
can reliably express their uncertainty, leading to more reliable and trustworthy DL-based
predictive maintenance. This work, which has a comparative theme, is detailed in Paper
1.

Next, we extend our focus to human-robot interaction, a crucial area for achieving the
human-centricity envisioned by Industry 5.0. Existing work on vision-based DL models
for human-robot collaboration often overlooks the challenges posed by OOD data and
uncertainty [74]. To contribute to this research line, we designed an experimental study to
propose and test an uncertainty-aware vision-based DL model for reliable hand detection
and segmentation, a key safety feature in close human-robot interaction. This study,
presented in Paper 3, comprehensively investigates OOD data scenarios in real-world
experiments by an industrial robot to validate the model's ability to ag untrustworthy
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predictions of operator hands. To comprehend this line of research, we also conducted a
comprehensive literature review (Paper 2) on DL-based hand-centric systems using vision
in HRI (hand detection, segmentation, and gesture recognition), which extensively reviews
the state-of-the-art and highlights critical gaps in explainability, uncertainty-awareness,
and adaptability.

Finally, we address the need for enhanced situational awareness in manufacturing by
exploring the underexplored area of localization of manufacturing assets (with focus on
humans) using DL-based models. Recognizing the absence of prior studies using sound
data for this purpose, we propose a novel DL-based Sound Source Localization (SSL)
framework for localizing both humans and machines in noisy industrial environments.
This framework contributes to both Industry 4.0's demand for intelligent control and In-
dustry 5.0's emphasis on human worker safety and human-centeredness in the workplace.
Our research design for this contribution is two-fold: a conceptual study that proposes
the framework (Paper 4) and an implementation study (Paper 5) that tests it using sim-
ulated data under diverse multi-source and high-noise scenarios (epistemic and aleatoric
uncertainty). The objective is to evaluate the extent to which a DL-based SSL framework
can reliably localize sources and how its predictions hold up in high-uncertainty scenarios.

1.3. Contribution and Signi cance

The contributions of this thesis are both empirical and methodological, o ering practical
guidance and new frameworks for the eld. The work's signi cance is demonstrated by
its direct impact on key areas of industrial and manufacturing research.

A central empirical contribution across all our applications is highlighting the severe con-
sequences of blindly trusting DL models when they encounter OOD data. In predictive
maintenance, for instance, a new fault or a highly noisy measurement should be agged as
an unknown incident. Instead, typical DL models provide a con dent but incorrect diag-
nosis, risking the health of industrial equipment. Similarly, in a Human-Robot Interaction
context, a robot that is supposed to be aware of human presence in its proximity (through
hand detection), fails to express its uncertainty when encountering an unseen hand shape.
This leads to the dangerous and false assumption that no human is present, risking a col-
lision. For human localization via SSL, a system in an overly noisy environment may
falsely assume the workspace is clear of human workers (or mislocalize humans), which
could lead to unsafe commands being sent to automated machinery or robots. These
empirical examples demonstrate the critical need for practitioners to move beyond blind
trust in DL models and instead adopt a more conservative, uncertainty-aware approach.
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Our second contribution extends from the aforementioned empirical nding by propos-
ing and designing a methodological uncertainty-aware lter framework. This framework
transforms a conventional "black box" prediction into a transparent and auditable output.
Speci cally, our proposed framework uses the predictive uncertainty of uncertainty-aware
DL models to set a threshold for distinguishing OOD from in-distribution (ID) data.
When an uncertainty-aware model encounters an OOD sample, it ideally expresses a high
uncertainty that exceeds this threshold, thereby categorizing the sample as "untrustwor-
thy". This methodological contribution was implemented and validated in both predictive
maintenance and HRI. In predictive maintenance, it provides a practitioner with an alert
when the model is uncertain, allowing for timely intervention. In the HRI context, a robot
can express its uncertainty about a human's presence (something like "I am not sure if
you are near me"), allowing the human to be aware of the ambiguity and avoid potential
collisions. While we have not yet implemented this framework for manufacturing asset
localization through SSL, its application could allow the system to ag when a new sound
source is introduced (epistemic uncertainty) or when the environment becomes too noisy
for e ective localization (aleatoric uncertainty).

The signi cance of this work can be seen as twofold. From the lens of practitioners,
our research provides a direct and implementable solution for enhancing the safety and
reliability of DL-based systems, which is especially critical in high-risk industrial envi-
ronments. For researchers, the methodology and experiments presented in this thesis can
be replicated and extended to other applications, particularly those dealing with highly
dynamic, multi-class, and noisy data. This thesis therefore serves as a practical guide
and a foundational study for building a new generation of reliable and trustworthy DL
systems for the future of industrial and manufacturing environments.

1.4. Thesis Structure

This thesis is organized as a collection of ve appended papers (depicted in Figure 1.1),
designed to present the research on implementing uncertainty-aware deep learning mod-
els in manufacturing and industrial domains. Chapter 2 provides a literature review
and outlines the theoretical foundations of deep learning, the critical concepts of un-
certainty (aleatoric and epistemic), and uncertainty-aware models. It also surveys the
current landscape of uncertainty in DL in industrial settings in predictive maintenance
and human-robot/machine interaction, and identi es the speci c gaps addressed by this
research. Chapter 3 details the research questions that guide this thesis and elaborates on
the overarching methodology employed across the various studies, including the general
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experimental designs, models and frameworks, and the types of data used. Chapter 4
presents a synthesis of the appended papers, weaving their individual contributions into
a cohesive narrative that demonstrates how each paper contributes to the research ques-
tions of the thesis. Chapter 5 demonstrates the ndings and o ers a discussion of the
collective results, interpreting their implications for both research and practice in terms
of takeaways, limitations and future works. Finally, Chapter 6 provides the conclusions
of the thesis, summarizing the main contributions and acknowledging the limitations of
the current work, and proposing avenues for the future of reliable and trustworthy DL in
manufacturing.

Figure 1.1: Thesis structure.



2 ‘ Literature Review

This chapter provides a literature review that establishes the theoretical background,
models, and gaps that this thesis aims to address. It is structured into three main sec-
tions. The rst section lays the theoretical foundation by describing the Deep Learning,
the critical challenge of uncertainty in DL models, and the emergence of uncertainty-aware
DL models as a solution. The second section narrows the focus to the industrial and man-
ufacturing domains, exploring how uncertainty manifests within the speci ¢ application
areas of this thesis: predictive maintenance, human-robot interaction (HRI), and sound
source localization (SSL). Finally, the third section synthesizes this review to explicitly
highlight the key research gaps and challenges in the literature that this thesis is designed
to address.

2.1. Uncertainty in Deep Learning

2.1.1. Deep Learning in general

Deep Learning (DL) is a sub eld of machine learning characterized by the use of arti cial
neural networks with multiple layers (hence "deep”) to learn representations of data. In-
stead of requiring manual feature engineering, which was traditionally common approach
in traditional machine learning and shallow neural networks, deep learning architectures
automatically extract and transform features through successive nonlinear layers [3]. This
means each layer of a deep neural network learns increasingly abstract features from the
raw input. Goodfellow et al. [23] famously described deep learning as learning to repre-
sent the world as a nested hierarchy of concepts , where complex concepts are built out
of simpler ones across layers. In essence, a deep neural network might start by recogniz-
ing simple edges or shapes in an image in early layers and gradually combine them to
recognize high-level concepts (like faces or machines) in later layers.

The fundamental principle behind deep learning involves training these networks on vast
datasets using optimization algorithms, most commonly backpropagation and gradient
descent [73]. During training, the network adjusts the weights and biases of its connec-
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tions to minimize a prede ned loss function, which quanti es the discrepancy between
the model's predictions and the true labels. This iterative optimization process enables
the network to learn complex patterns and relationships within the data, leading to re-
markable performance in tasks such as image recognition, natural language processing,
and speech synthesis [38]. Various architectures have emerged within the deep learning
paradigm, each tailored to speci ¢ data types and tasks. Convolutional Neural Networks
(CNNs) excel in processing grid-like data such as images, leveraging convolutional layers to
detect local patterns and hierarchical features [42]. Recurrent Neural Networks (RNNSs),
particularly Long Short-Term Memory (LSTM) networks, are designed for sequential data
like text and time series, capable of capturing temporal dependencies [31]. More recently,
Transformer networks have gained prominence, especially in natural language processing,
due to their attention mechanisms that allow them to weigh the importance of di erent
parts of the input sequence [93]. The success of these architectures across diverse appli-
cations has solidi ed deep learning's position as a transformative technology in arti cial
intelligence.

Several factors have fueled the rise of deep learning in recent years. The availability
of large datasets, improvements in model architectures and training algorithms, and in-
creased computing power have allowed neural networks to achieve impressive performance
across many domains. Deep learning now dominates many machine learning tasks, often
outperforming earlier algorithms, and has led to breakthroughs in elds such as computer
vision, speech recognition, and natural language processing. Unlike traditional ML meth-
ods that plateau in performance with more data, deep networks can continue improving
as data grows, by virtue of their capacity to learn complex functions [23, 104]. This makes
DL especially attractive in industrial and manufacturing domains where large amounts of
sensor data, images, or signals are available and rich in information.

2.1.2. Uncertainty in Deep Learning and its sources

However, despite their advantages, deep learning models are often criticized for their
"black box" nature, providing point predictions without explicitly expressing their con -
dence in those predictions [14, 22, 41]. This issue is compounded by their high dependency
on training data. When these models encounter data that deviates from their training
distribution known as out-of-distribution (OOD) data or a "distribution shift" their
performance can degrade signi cantly, and since they are not capable of expressing their
uncertainty, we don't know they are uncertain. This is a frequent occurrence in dynamic,
real-world environments where novel or noisy data is common. A deep learning model,
incapable of expressing its uncertainty, may therefore make incorrect predictions about
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OOD data without any indication of its lack of con dence, which is especially worse in
safety-critical applications. As Ovadia et al. [62] note, quantifying predictive uncertainty
Is "especially critical in real-world settings, which often involve input distributions shifted

from the training distribution.” A reliable con dence estimate is essential in such cases,
as it allows us to determine when a model's output should or should not be trusted.

Researchers in recent years have explored types (sources) of uncertainty in deep learning
models. In particular, the uncertainty in DL is categorized into two major types: aleatoric
uncertainty and epistemic uncertainty as schematically shown in Figure 2.1 [1].

Figure 2.1: Aleatoric and epistemic uncertainty of a model in a regression task. The
aleatoric uncertainty (left region of image), is due to noise or randomness in data and
the epistemic uncertainty is caused by lack of understanding of true underlying model
or insu cient training data as evident in the right region of image. Image is taken from
paper by Abdar et al. [1]

Aleatoric uncertainty (from alea, meaning dice or chance), often called data uncertainty
[21], is due to the inherent noise or randomness in the data the model faces (observed in
the left region of Figure 2.1). This uncertainty comes from factors like measurement error,
sensor noise, or inherent variability in the system. Importantly, aleatoric uncertainty is
considered irreducible by simply collecting more data [33], because it is not due to a lack
of knowledge but rather due to randomness or ambiguity in the phenomenon itself. On
the other hand, epistemic uncertainty (from episteme, meaning knowledge) is often called
model uncertainty or knowledge uncertainty. This type of uncertainty arises from the
model's limited knowledge about the true underlying model or insu cient training data

in certain regions of the input space (evident in the right region of Figure 2.1). Epis-
temic uncertainty is reducible in principle [33]: with more data (especially covering new
scenarios) or a better model, we could reduce this uncertainty. Epistemic uncertainty is
particularly relevant when a model encounters OOD data far from the training distribu-
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tion. In such cases, the model has not learned enough about that speci ¢ input region
and thus should express high uncertainty in its predictions.

2.1.3. Uncertainty-aware DL models

Understanding these two forms of uncertainty is important because they have di erent
implications. Aleatoric uncertainty can tell us, for example, the expected noise in a sensor
measurement or the ambiguity in class labels even with an ideal model. Epistemic uncer-
tainty tells us how much we don't know due to a lack of training data or model limitations,
and it can be reduced with additional data or model improvements. In practice, a predic-
tive model's overall uncertainty is a combination of both types. For instance, consider a
deep learning system monitoring a machine's health through vibration signals. If the sen-
sor that is responsible of collecting signals is old, it can induce noise to signals contributing
to aleatoric uncertainty of the model; if that system encounters a completely new class of
fault that was not included in the training, the confusion it experiences is due to epistemic
uncertainty. Without quantifying these uncertainties, the model might output a predic-
tion without any indication that it is highly unsure, a dangerous scenario in high-stakes
environments. By representing uncertainty in a trustworthy manner, DL-based systems
can make more robust decisions, for example, agging a low-con dence prediction for
human review, or adjusting decisions based on con dence levels (as schematically shown
in Figure 2.2). Simply put, equipping deep learning models with an awareness of their
own uncertainty is key to making them reliable partners in decision-making processes.

Figure 2.2: Dierence approach of typical DL and uncertainty-aware DL when facing
OOD data.

To address the critical challenge of uncertainty, a new generation of deep learning models,
known as uncertainty-aware DL models, has emerged. These models are designed not only
to make predictions but also to provide a measure of con dence or uncertainty associated
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with those predictions. The goal is to enable models to signal when they are unsure,
allowing for human intervention or alternative decision-making processes in high-risk sce-
narios. Various approaches have been developed to incorporate uncertainty quanti cation
into deep learning, while three approaches were more common and acceptable i.e. sam-
pling by dropout, Bayesian Neural Network (BNN), and deep ensemble [1].

Sampling by dropout: This model is commonly done by sampling through the Monte
Carlo way (MC dropout), which was a traditional approach to randomly deactivates a
sample of nodes of neural networks to combat over tting in the training phase [88]. To use
it as an uncertainty-aware model, the MC dropout was proposed by Gal and Ghahramani
[20], so by generating multiple predictions from the node-dropped neural networks over the
same example, it generates a distribution of the predictions (as can be seen in Figure 2.3),
instead of a single prediction of typical of deterministic models. Therefore, the di erence
(entropy) of this predictive distribution can then be used as a measure of uncertainty.

Figure 2.3: MC dropout sampling: K di erent models, obtained by K dropout samplings,
are used to generate K outputs for a given example.

Bayesian Neural Networks: BNNSs, on the other side, represent a more principled
Bayesian approach to uncertainty quanti cation. Instead of learning point estimates for
network weights, BNNs learn a probability distribution over the weights as can be seen in
Figure 2.4 [11]. Similar to the previous approach, the distribution of predictions (obtained
from the neural network with di erent weight values) is used to compute an estimate of
the underlying uncertainty of the model.

Deep ensemble: Deep ensemble involves training multiple independent deep learning
models (called base learners or ensemble members) on the same dataset or di erent subsets
of the data [41]. At inference time, the predictions from all base learners in the ensemble
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Figure 2.4: Bayesian neural network architecture: each weight in the network is repre-
sented by a random variable with a given distribution.

are aggregated to have a distribution of predictions as can be seen in Figure 2.5. The
di erence among the base learners' predictions serves as a robust measure of uncertainty.

Figure 2.5: Deep ensemble architecture: K di erent base learners are used to generate K
outputs for a given example.

These uncertainty-aware models represent a signi cant advancement in the eld of deep
learning, moving beyond mere predictive accuracy to provide crucial insights into model
uncertainty and con dence. Their ability to quantify and communicate uncertainty is
particularly vital for the reliable and safe deployment of DL systems in complex and
dynamic environments, such as those found in manufacturing and industrial domains. The
subsequent sections of this thesis will delve into the speci ¢ applications and empirical
evaluations of these models within this context.
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Table 2.1: Classi cation of relevant literature in the predictive maintenance based on
the types of uncertainty addressed by DL models: epistemic uncertainty and aleatoric
uncertainty.

Reference Uncertainty type
Epistemic Aleatoric

[15, 19, 28, 92, 97, 100, 101, 106, 107] X

[37, 98, 108, 109] X X

2.2. Uncertainty in Deep Learning in Industrial and
Manufacturing Environments

Uncertainty-aware DL models have been mostly used in image processing, computer vi-
sion, medical applications, and natural language processing [1]. Despite the fact that
they have huge potential in industrial and manufacturing environments, few studies have
applied them in those areas. A key objective for these industries is to protect both ex-
pensive equipment and human workers. This objective can be pursued by incorporating
uncertainty into DL-based systems to more reliably maintain the health of industrial
equipment and guarantee the safety of humans working with robots/machines in the
workplace. Therefore, we narrow our focus to these themes as follows:

2.2.1. (1) Reliable industrial equipment health analysis through
uncertainty analysis in DL-based systems

Predictive maintenance is a key eld for ensuring the safety and health of industrial
equipment. This area is seeing a rise in the use of uncertainty-aware DL models because of
their signi cant potential. DL-based models are widely used for monitoring the condition

of industrial assets to detect and diagnose anomalies and faults [44] or to estimate their
remaining useful life (RUL) through a prognosis approach [79].

Exploring the uncertainty of DL-based models in this eld is crucial because unreliable
predictive maintenance endangers the health of expensive industrial machines and equip-
ment, leading to long downtime and even causing catastrophic consequences in critical
industries. Therefore, some research studies in recent years have paid attention to this
matter, as listed in Table 2.1.

In this table, we categorize these works based on the types of uncertainty (aleatoric or
epistemic, or both) they considered. As can be observed, all works are fairly recent (from
2020 onwards), demonstrating the innovativeness of this research line. Moreover, most
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of the literature has focused on epistemic uncertainty, leaving aleatoric uncertainty a
relatively under-explored area. Furthermore, the studies did not consider a wide range of
OOD data in their experiments, which does not allow for a comprehensive investigation
of uncertainty under di erent conditions in predictive maintenance. Taking a closer look

at the studies also shows that all of them implement only one uncertainty-aware model,
so one cannot understand which model performs better from an uncertainty-awareness
perspective. These gaps are listed and further discussed in the research gaps section
(Section 2.3), to be addressed in this thesis.

2.2.2. (Il & 1ll) Safe and reliable human interactions in indus-
trial settings through uncertainty analysis in DL-based
systems

Ensuring human safety is a critical concern in modern industrial environments, especially
within the smart, robotized manufacturing of Industry 4.0 and 5.0, where close collabo-
ration between humans and machines is becoming increasingly common [39]. This need
for safety can be e ectively met by reliable DL-based systems that analyze close physical
interactions, allowing humans and industrial machines or robots to work in direct prox-
imity safely (Theme IlI). Alternatively, safety can be addressed more broadly by using a
reliable DL-based localization system to track a person's location within the workplace,
thus enhancing general situational awareness and preventing potential accidents (Theme

11).

(I) Close and direct human-robot interaction (using vision-based
DL models in hand-centric analysis)

ML/DL-based systems have played a signi cant role in making close physical interaction
and collaboration smarter in various tasks such as collaborative assembly, object han-
dover, and collaborative manufacturing, as highlighted in a review by Semeraro et al.
[77]. Therefore, exploring uncertainty and making these systems more reliable could be
very bene cial for reducing risks to human safety in close interaction with robots, such
as human-robot collisions or the mishandling of chemical and hazardous products. Many
studies on the safety of human operators in close interaction with robots have focused
on hand-centric interaction through hand detection (HD), hand segmentation (HS), and
hand gesture recognition (HGR) with industrial robots, as schematically shown in Figure
2.6. This is because the hand is a vulnerable and frequently used part of the human body
in this type of interaction.
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Figure 2.6: Schematic visualizations of a) hand detection (HD) by bounding box b) hand
detection by key-points ¢) hand segmentation (HS) d) hand gesture recognition (HGR)
in a human-robotic interaction scene.

In these tasks, the vision-based approach (using cameras) is central due to its non-invasive
nature and its ability to capture rich contextual information [67]. DL models have been
extensively used for this vision-based, hand-centric interaction with industrial robots. In
this regard, the related works published in the last decade are listed in Table 2.2.

It is worth mentioning that a gap we noticed is the lack of a comprehensive literature
review on vision-based hand interaction in HRI that focuses on DL models and integrates
HD, HS, and HGR. Such a review would explore di erent models, datasets, and limitations
for further investigation. We aim to |l this gap as well. As can be seen from the last
column of Table 2.2, uncertainty-aware DL models have been considered in only two works
on hand-centric interaction with industrial robots. In the rst work, Sajedi et al. [74]
implemented an uncertainty-aware DL model (Bayesian Convolutional Neural Networks
(BCNN)) for a hand segmentation task with an industrial arm in a disassembly task.
Although they quanti ed the uncertainty of hand segmentation predictions, they did
not incorporate that information as a safety Iter and just mentioned it as future work.
Additionally, they did not comprehensively investigate OOD data in their experiment,
and the distinction between aleatoric and epistemic uncertainty was not studied in their
experiment. Another very recent work by Sharma et al. [82] implemented an uncertainty-
aware DL model (deep ensemble) for a hand segmentation task in an industrial glovebox
assembly environment. Although they quanti ed the uncertainty of predictions for hands
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Table 2.2: Summary of reviewed papers in industrial robotics. HD stands for Hand
Detection, HS for Hand Segmentation, HGR for Hand Gesture Recognition.

Paper Year Focus Implementation Uncertainty in DL
[91] 2016 HGR Recognizing operator hand gestures to control a dual-arm robot during assembly of vehicle dashboard.

[48] 2018 HD Integrating hand detection, body posture, and voice recognition for robot interaction.

[53] 2018 HGR Recognizing gestures for tool handover with an industrial robot (BAZAR).

[50] 2019 HGR Classifying dynamic gestures for pick-and-place tasks with a robot arm.

[54] 2019 HD + HGR Detecting hands and recognizing gestures for safe and smooth collaboration with BAZAR robot.

[86] 2019 HGR Gesture recognition in task execution with KUKA iiwa collaborative robot.

[59] 2019 HGR Command-based interaction system using gestures for cobot collaboration.

[7] 2019 HD +HS Voting-based hand tracking and 3D estimation during interaction with Franka Emika.

[69] 2021 HD Creating an industrial dataset for detecting hands in assembly tasks.

[60] 2021 HGR Developing MEGURU software for gesture-based collaboration with industrial robots.

[81] 2021 HGR Controlling an industrial robotic arm through static hand gestures.

[74] 2022 HS Hand segmentation during disassembly tasks using a UR5e co-robot. X
[94] 2022 HS Segmenting hands interacting with UR3e collaborative robot.

[47] 2023 HD + HGR Detecting hands and gestures for tool handover tasks using a Franka Panda arm.

[87] 2023 HGR Static and dynamic hand gesture recognition to collaborate with an industrial robot in assembly tasks.

[12] 2023 HGR Hand gesture-based controlling robotic arms in pick-and-place tasks.

[9] 2023 HGR Hand gesture-based interaction (by ASL gestures) with an industrial robot.

[66] 2023 HD Hand detection to ensure safe human-robot distance (Igus arm).

[25] 2023 HS Creating a hand segmentation dataset with robot arms in industrial settings.

[68] 2023 HD Hand detection for motion generation in teleoperation across various robotic tasks.

[83] 2024 HD + HGR Real-time hand detection and gesture classi cation to control a spatial 3D-printing robot.

[82] 2024 HS Segmenting gloved hands interacting with UR3e in industrial glovebox assembly environment. X
[71] 2024 HS Intent recognition via hand segmentation and object detection in collaborative tasks (UR10e robot).

[65] 2024 HD Proximity-based hand detection to stop SCARA robot for safe interaction.

[55] 2024 HD Multi-modal system combining hand detection and voice commands to interact with UR5e robot in assembly tasks.

[32] 2025 HD + HGR Multi-view hand detection and hand gesture classi cation during cobot interaction.

[35] 2025 HS Evaluating hand segmentation in interaction with industrial FANUC LR Mate arm in diverse backgrounds.

[96] 2025 HD + HGR Framework including hand detection, action recognition, object detection, and gesture recognition in assembly tasks.

with and without gloves (as OOD data), they also did not use this uncertainty measure

as a safety lter to distinguish between OOD and ID data. They also did not consider

aleatoric uncertainty in their experiments. Therefore, as will explained in research gaps
section (Section 2.3) there is a need for a more in-depth investigation of OOD data by
covering both aleatoric and epistemic uncertainty in these experiments. Additionally,

none of these studies applied a safety lter based on the uncertainty of predictions to
better identify uncertain predictions (OOD data).

(I11) Enhancing situational awareness by human localization (us-
ing DL-based SSL)

Aside from making close and direct interaction between humans and robots/machines
safer, the awareness of robots/machines regarding the presence of humans around them
(human localization), such as maintaining a safe distance from operators, can also improve
human safety in the workplace. In this regard, localization techniques have been imple-
mented using di erent modalities in manufacturing and industrial environments, such as
vision [99], Light Detection and Ranging (LIDAR) [6], RFID [13], Bluetooth [17], and
Wi-Fi [2]. Sound source localization (SSL) is another method that has the potential to
localize humans in a manufacturing workplace and could have some advantages over other
localization methods. For example, cameras are susceptible to occlusion, darkness, glare,
or privacy constraints [27, 89]; LIDAR- and Wi-Fi-based techniques are highly accurate



2| Literature Review 17

but can be expensive [10, 103]; IR-based and Bluetooth localization are only accurate in
speci ¢ conditions (IR signals are easily obscured by physical obstacles, and Bluetooth
is range-limited); and RFID-based localization su ers from interference between read-

ers when multiple RFID tags and readers are present [4]. Sound, in contrast, propagates
around obstacles and in complete darkness, providing a complementary channel that often
operates beyond the line of sight of on-board cameras.

Although SSL has been implemented in applications such as industrial condition mon-
itoring [52] or helping service robots to localize humans [56], it has not been used in a
manufacturing workplace to localize humans and manufacturing assets together. Deep
learning models, on the other hand, have been extensively explored in SSL in the last
decade, as they have shown superiority over classical signal processing techniques and can
perform well with no preprocessing in complex and noisy conditions [16, 24]. Therefore,
as no study has utilized a DL-based SSL in a manufacturing workplace, a novel study
could implement it to localize human operators and assess the potential uncertainties
it may encounter. One relatively underexplored area in SSL, in general, is the simul-
taneous localization of multiple sound sources, as most studies focus on a single sound
source [24]. Therefore, evaluating SSL in a manufacturing environment for localizing
multiple humans (and manufacturing assets) could be bene cial and also more realistic.
Additionally, assessing DL-based SSL performance in noisy conditions in a manufacturing
workplace, where aleatoric uncertainty is high, could be insightful as a rst step in ex-
ploring uncertainty in DL models. These gaps will also be explored in this thesis (Section
2.3).

2.3. Research gaps

As outlined in the previous section, there are several gaps in uncertainty analysis for
DL models across three key areas: (I) predictive maintenance, (II) close human-robot
interaction, and (1) human localization. Addressing these gaps will improve the relia-

bility of industrial equipment health diagnosis (safer industrial equipment), and enhance

the safety of humans working in manufacturing environments (safer environments for
humans). These gaps are explained as follows:

() Reliable DL-based predictive maintenance, through uncertainty-analysis:

The literature on uncertainty in DL for predictive maintenance has several gaps that
prevent a comprehensive assessment of models under diverse conditions, the identi cation
of superior models, and the creation of a more reliable pipeline.
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Gap 1.1 (considering both aleatoric and epistemic uncertainty): As shown

in Table 2.1, most existing works on uncertainty in DL for predictive maintenance
have focused on epistemic uncertainty, leaving aleatoric uncertainty relatively un-
derexplored. This is a signi cant gap, as aleatoric uncertainty is common in practice
due to inherent noise from sensor measurements. This gap can be addressed by in-
troducing di erent types of domain-speci ¢ noise with varying severity to better
examine the performance of uncertainty quanti cation models.

Gap 1.2 (diverse OOD data): Existing works have considered a limited range of
OOD data. There is a need for a more comprehensive investigation of how models
perform under diverse OOD data (in both epistemic and aleatoric uncertainty sce-
narios). This gap is crucial for demonstrating the extent to which uncertainty can
be quanti ed under various conditions, as uncertainty in a real-world setting can
be caused by di erent factors. A way to address this is by treating di erent fault
types as unknown (epistemic) and introducing various practical noises into the data
(aleatoric) to analyze the outcomes of uncertainty quanti cation.

Gap 1.3 (Comparison across models' performance): Since all studies have

used a single model, there is a lack of comparative evaluation across di erent
uncertainty-aware DL models. This gap is important for practitioners who need
to know which models provide more reliable predictions under diverse uncertainties.
This gap can be lled by implementing and comparing the performance of multiple
uncertainty-aware DL models under both aleatoric and epistemic uncertainties.

Gap 1.4 (better trustworthy analysis): The analysis of how e ectively uncertainty-
aware DL models can distinguish OOD from ID data as a trustworthy Iter using
an appropriate threshold remains a gap in the literature. This is a practical concern
because the choice of a threshold involves a trade-o between human intervention
and accuracy. Practitioners need to understand how sensitive a model should be
based on the speci ¢ application's requirements.

(I1) Reliable human-robot close interaction through vision-based DL models
using uncertainty: Enhancing the safety of humans working closely with robots has

been explored through vision-based DL models focused on hand-centric interactions (hand

detection, hand segmentation, and hand gesture recognition). Speci ¢ gaps in this area
are as follows:

A

Gap 1.1 (Lack of comprehensive review on hand-centric interaction in
HRI using vision-based DL): While di erent hand-centric tasks have been per-
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N

A

formed using various DL models, no comprehensive review has explored the di erent
models, available datasets, and evaluation metrics for each of the three tasks. A
foundational review of this kind would help practitioners and researchers make in-
formed decisions about the best DL models, particularly recent uncertainty-aware
ones, and identify the limitations of existing studies.

Gap 1.2 (Both aleatoric and epistemic uncertainty in DL-based hand
segmentation in HRI): Although a few studies have used uncertainty-aware DL
models for hand segmentation in HRI (see Table 2.2), they did not account for
di erent uncertainty types. Considering both aleatoric uncertainty (e.g., a noisy
hand image) and epistemic uncertainty (e.g., hands with gloves as a novel case)
is practically relevant because both conditions can be captured by cameras in an
HRI scene. A reliable model should be able to express its uncertainty under these
conditions to ensure safer interaction with the robot.

Gap 1.3 (lack of trustworthy analysis in uncertainty-aware DL-based

hand segmentation in HRI): None of the existing studies have used the un-
certainty of predictions in a trustworthy analysis pipeline to separate OOD and ID
data. This is a crucial practical gap in a real-world scenario, since operators want to
know if the robot is able to correctly express its uncertainty (OOD data) regarding
the operator's presence around it (through hand segmentation) to be safer working
with it.

(111) Reliable human localization in manufacturing workplace through DL-based

SSL:

As mentioned previously, localizing humans in the manufacturing workplace, while

crucial for safety, has not been investigated using Sound Source Localization (SSL). There-

fore,

A

A

implementing a DL-based SSL in this area presents a novel contribution to the eld.

Gap IlI.1 (Localization of multiple sound sources in manufacturing work-

place (humans and machines)): Most SSL-based works have focused on a single
sound source, which is not realistic in a manufacturing environment where multiple
sound sources (humans and machines) exist simultaneously. Developing a DL-based
SSL system capable of localizing multiple sources would be highly bene cial for hu-
man safety, as it could localize humans and inform other machines/robots of their
presence.

Gap 111.2 (investigation on noisy conditions in DL-based SSL in manufac-
turing workplace (Aleatoric uncertainty)): Evaluating DL-based SSL under
the noisy conditions of a manufacturing environment is a signi cant gap. A reliable
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model should be able to localize humans even when external machine sounds and
internal microphone noise are present. This investigation could be a rst step before
implementing uncertainty-aware DL models, providing insight into how typical DL
models perform under high aleatoric uncertainty.

In the following section, we will present research questions to Il these gaps, and then the
research methodology of this thesis will be described accordingly.
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3 ‘ Research Questions and
Methodology

3.1. Research Questions and Connection to Research
Gaps

To explore uncertainty in DL models within manufacturing and industrial settings and to
enhance the safety and health of industrial equipment and nearby human operators, this
thesis will pursue the following research questions. These research questions will address
the identi ed gaps within the three application themes mentioned in the previous section:

" Research Q1:Which practically relevant OOD classes arise in industrial
DL? How do they di erentially induce aleatoric versus epistemic uncer-
tainty?

This main question is broken down into sub-questions for each research theme:

RQL.l: What types of OOD data in predictive maintenance (DL-
based fault diagnosis) re ect noise and novel cases, inducing aleatoric
and epistemic uncertainty? (Addresses Gaps 1.1 and [.2)

RQL.1l: What types of OOD data in close human-robot interaction
(DL-based hand segmentation) re ect noise and novel cases, inducing
aleatoric and epistemic uncertainty? (Addresses Gaps II.1 and 11.2)

RQ1.11I: What types of OOD data in human localization (through
DL-based SSL) re ect noise and novel cases, inducing aleatoric and
epistemic uncertainty? (Addresses Gap Ill.1 partially and Gap 111.2 pri-
marily)

" Research Q2: How do uncertainty-aware DL models perform under OOD
conditions in industrial manufacturing applications? and which model
performs better?
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This main question is broken down into sub-questions for each research theme:

RQ2.I: Given that uncertainty-aware DL models have been imple-
mented in fault diagnosis, which models perform better? (Addresses
Gap 1.3 and partially Gap 1.4)

RQ2.II: What are the best DL models for hand segmentation, and
how do uncertainty-aware DL models perform under both ID and
OOD data? (Addresses Gap Il.1 and partially Gaps 11.2 and 11.3)

RQ2.I1I: Since uncertainty in DL has not been considered for SSL
in human localization, how does a typical DL-based model perform
under both ID and OOD conditions? (Addresses Gaps Il1l.1 and I11.2)

" Research Q3: To what extent can uncertainty analysis improve the reli-

ability of predictions from DL models in industrial manufacturing appli-
cations?

This main question is broken down into sub-questions for each research theme:

RQ3.I: To what extent can the trustworthy analysis of predictions,
using the uncertainty of DL models, lead to more reliable fault di-
agnosis? (Addresses Gap 1.4)

RQ3.Il: How can a trustworthy analysis of predictions, using the
uncertainty of DL models, act as a Iter to enhance safety in close
HRI? (Addresses Gap 11.3)

The connections between the research gaps (outlined in Section 2.3) and the research
questions are visually represented in Figure 3.1 for better clari cation.

3.2. Research Design and Methodology

To deal with the research questions for each of the three themes (I, I, and Ill),

a specic research design has been developed. While the designs vary, they all
share the common goal of using uncertainty-aware DL models to improve the model
reliability and safety of industrial equipment and human workers. In the follow-
ing subsections, we detail the experiments, datasets, models, metrics, and chosen
solutions and pipeline for each theme.
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Figure 3.1: Connection between research gaps and research questions.

3.2.1. Research Methodology for (I) reliable DL-based pre-
dictive maintenance of industrial equipment

To investigate uncertainty in predictive maintenance, we designed a comprehensive
research framework that builds upon existing work while addressing its limitations,
as outlined in the research gaps (Section 2.3). Our goal is to evaluate dierent
uncertainty-aware models under diverse conditions in a fault diagnosis experiment
and develop a reliable and trustworthy solution for practitioners.

Experiment and dataset: A major limitation of previous studies is their lack of

a comprehensive approach to both ID and OOD data. To overcome this, we selected
the well-established Case Western Reserve University (CWRU) dataset, a publicly
accessible and widely-used benchmark for evaluating DL algorithms in fault diag-
nosis [58]. The dataset was collected from a bearing test platform consisting of an
electric motor, a torque transducer, an encoder, and a dynamometer. Accelerome-
ter sensors captured time-series data on the machine's operational states. The data
is categorized into a healthy (normal) state and ve faulty conditions: inner-race
fault, ball-bearing fault, centered outer-race fault, orthogonal outer-race fault, and
opposite outer-race fault. To create our own dataset, we divided the time-series
data into xed-length segments (bursts). We extracted the same number of bursts
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for each bearing condition to ensure a balanced dataset for each class.

ID and OOD data (Aleatoric and Epistemic uncertainty): OOD data, data

where the distribution deviates from that of the ID training set, is strategically de-
signed in our experiments to independently elicit epistemic and aleatoric uncertainty
(in accordance with RQ1). Speci cally, we designed one OOD set to represent nov-
elty through a novel fault class to trigger epistemic uncertainty, while a second set
utilized measurement noise to induce aleatoric uncertainty. For epistemic uncer-
tainty, we created six scenarios, each with one class of fault intentionally left out
of the training data. This allowed us to test the models' ability to handle new,
unseen conditions. For aleatoric uncertainty, we generated OOD data by inject-
ing di erent types of noise into the time-series data. In addition to the commonly
analyzed Gaussian noise, we introduced three non-Gaussian noise types: Impulse,
Rayleigh, and Weibull. Impulse noise is relevant to fault diagnosis due to sudden
collisions or shocks [29, 49, 57, 64], while Rayleigh and Weibull noise have also been
explored in related studies [18, 26]. We also varied the noise severity by adjusting
the signal-to-noise ratio (SNR).

This wide range of OOD conditions allows for a comprehensive examination of how
uncertainty-aware DL models perform in both epistemic and aleatoric scenarios.
Crucially, these conditions are not arbitrary; they re ect real-world situations where

a model may encounter a new type of fault (epistemic uncertainty) or where sensor
measurements become noisy (aleatoric uncertainty).

Uncertainty-aware DL models: To establish a clear comparison (a primary re-

search objective), we implemented three common uncertainty-aware DL approaches:
Monte Carlo (MC) dropout, Bayesian Neural Networks (BNN), and deep ensembles.
We tested these models across the diverse epistemic and aleatoric scenarios we de-
signed. To ensure a fair comparison, all three approaches were built on the same
base architecture: a Convolutional Neural Network (CNN) combined with a Long
Short-Term Memory (LSTM) network. We also considered two types of deep ensem-
bles for a more thorough evaluation: Del, where all base learners have the identical
architecture, and De2, where base learners have di erent architectures.

Trustworthy analysis pipeline: Uncertainty in model predictions can be quan-

ti ed using entropy a most frequently metric represented by H notation in our study.
High entropy indicates greater uncertainty and a higher chance of the sample being
OOD.
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A key challenge is setting the entropy threshold for distinguishing ID from OOD
data: too high risks accepting OOD as trustworthy, while too low risks rejecting 1D
data. An e ective threshold maximizes correct OOD detection while minimizing 1D
misclassi cation. In [28], the threshold ; was computed from ID validation data
using the interquartile range (IQR) rule. We refer to ; as the uncertainty outlier
detection threshold.

We also propose a novel threshold based on the confusion matrix of predictions. In
this confusion matrix, True Positive count OOD examples labeled as untrustworthy
(H ), True Negative counts ID examples labeled as trustworthy (H < ), Fals
Positive counts ID mislabeled as untrustworthy, and False Negative counts OOD
mislabeled as trustworthy. We then select the entropy threshold that maximizes the
F1-score. We refer to , as the uncertainty f; score threshold.

Once ; or , is determined, test samples are classi ed as trustworthy or untrust-
worthy accordingly (as a lIter). A schematic of the complete pipeline is shown
in Figure 3.2, including an optional post-processing stage where domain experts
validate OOD predictions.

Figure 3.2: Representation of the uncertainty analysis pipeline.

3.2.2. Research Methodology on (ll) reliable close human-
robot interaction (using vision-based DL models)

To investigate this theme, we adopted a two-phase approach. First, we conducted
a comprehensive review of existing vision-based DL models in HRI, with a focus on
hand-centric interaction. This helped us identify the most e ective models, suitable
datasets, and key challenges. Second, we implemented a real-world experiment with
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an industrial robot using the selected uncertainty-aware DL model, evaluating its
performance on both ID and OOD data to assess how much it improves the safety
and reliability of close interaction.

PHASE 1: A comprehensive review on vision-based DL mod-
els in hand-centric interaction with robots

In this phase, we reviewed works on hand detection (HD), hand segmentation (HS),
and hand gesture recognition (HGR). We formulated a targeted query and searched
major academic databases using the speci ¢ keywords to Iter works in human-robot
interaction (hand-centric interaction) using vision and DL.

We deliberately con ned our search to new publications (2014 April 2025) to better
nd the state-of-the-art and recent ndings. After applying inclusion and exclusion
criteria screening titles, abstracts, and keywords to ensure relevance to DL-based
vision approaches and performing snowball sampling, 91 papers were selected for
detailed review. We analyzed these papers in terms of model architectures, datasets,
performance metrics, applications, and domains, to provide insights for both readers
and the next phase of our research.

Best Models: Our review on recent models (see Figure 3.3) in hand-centric in-
teraction revealed recent use of uncertainty-aware DL models in hand segmentation,
such as ensembles of UNet [82] and BNNs [74], which improve safety and reliability
in industrial HRI. Further analysis indicated that UNet and Re neNet consistently
outperformed other models in segmentation tasks. Therefore, we selected a deep en-
semble of UNet and Re neNet as the candidate model for Phase 2 (the experimental
phase).

Figure 3.3: Categories of DL-based hand detection and hand segmentation works.
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Best Datasets: Since dataset preparation is resource-intensive, most studies rely
on publicly available datasets. We analyzed the most commonly used datasets in
prior HRI works, categorizing them by domain (HRI vs. general), camera perspec-
tive (egocentric vs. exocentric), and realism (synthetic vs. realistic). For our next
phase, we selected EgoHands [8] and Ego2Hands [46] (egocentric, general, realistic),
as well as HADR (exocentric, HRI, synthetic) and HAGS (exocentric, HRI, realis-
tic). This diversity enables robust training and evaluation of pre-trained models.

Performance metrics (hand segmentation accuracy, uncertainty, and speed)

: We reviewed performance metrics across the selected studies, focusing on segmen-
tation accuracy, uncertainty estimation, and inference speed. For segmentation
accuracy, Intersection over Union (loU) is widely used. This metric measures the
overlap between predicted and ground-truth segmentation masks. For uncertainty
estimation, prediction entropy its a well-accepted choice, and has been used in hand
segmentation studies [82]. Finally, inference speed is critical for safety and natural
interaction. Speed is commonly reported in frames per second (FPS). Higher FPS
indicates closer-to-real-time performance, though no universal threshold exists. For
instance, Sajedi et al. [74] considered 16 FPS su cient for collision prevention, while
Sharma et al. [82] reported models achieving over 56 FPS as real-time. Others, such
as Yu et al. [102], de ned 20 FPS as the minimum for real-time detection in HRI.
These benchmarks guide our evaluation in the next phase.

PHASE 2: Experimental human-robot interaction with in-
dustrial robot

Building on Phase 1, where we identi ed the best-performing vision-based hand
segmentation models and suitable datasets and metrics, this phase focuses on im-
plementing hand segmentation in an industrial HRI setting. The goal is to reliably
detect operator hands under diverse ID and OOD conditions using uncertainty-aware
DL models.

Experiment and dataset: During my visiting period at the MSC lab at UC
Berkeley, we conducted experiments with a FANUC LR Mate 200iD/7L robotic
arm and two cameras: a head-mounted GoPro (egocentric view) and an Intel Re-
alSense D435 camera positioned laterally (exocentric view). Using both perspectives
allowed us to test models trained on egocentric and exocentric datasets. To increase
task complexity, experiments included one and two operators, with both simple
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and cluttered industrial backgrounds (e.g., tools such as hammers, scissors, and
wrenches).

Nine interaction videos were recorded, yielding 34,577 frames per camera. Because
of the high frame rate, many frames were redundant; after manual review, 1,871
unique frames per camera were retained. Each frame was annotated with pixel-level
masks (hand = foreground, background = other). Annotations were created using
Label Studio [90] and re ned manually for accuracy and consistency.

ID and OOD data (Aleatoric and Epistemic uncertainty): Similar to re-

search Theme I, we intentionally designed OOD data within two separate types one
to triger epistemic (images with novel hand appearance) and one to induce aleatoric
uncertainty (noisy images). To evaluate performance under ID and OOD condi-
tions, we de ned scenarios where test images di ered from training data. As noted
in Phase 1, training datasets included EgoHands and Ego2Hands (egocentric) and
HADR and HAGS (exocentric). OOD conditions were de ned as follows:

Epistemic OOD: hands with gloves that is not present in training sets (excpet
HAGS), multiple operators (except EgoHands), and rare hand postures (e.g.,
interlocked ngers, crossed hands).

Aleatoric OOD: motion blur noise caused by fast-moving hands in experi-
ment.

We de ned eight test categories: one operator (O1) with simple or cluttered back-
ground, two operators (02), O1 with gloves (GH), O2 with gloves, O2 with rare
gestures (RG), O2 with gloves and rare gestures, and motion-blurred noise (MBN).
Each condition included 20 balanced test frames. Examples are shown in Figure 3.4.

Uncertainty-aware DL model: From the previous Phase, UNet and Re neNet

were identi ed as the most e ective models for hand segmentation, outperform-
ing alternatives such as MobileSAM [105] and BiSeNetv2 [102], while remaining
lightweight for faster inference. We therefore propose a deep ensemble model, DE-
MIX, which combines multiple UNet and Re neNet learners (Figure 3.5). The choice
of selecting deep ensemble (instead of MC dropout or BNN) was derived from theme
(I) study as over there we proved deep ensembles better express model uncertainty.
This point also re ects the methodological connection between research studies in
themes | and Il of this thesis.
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Figure 3.4: Dierent scenarios of human-robot interactions from the side view static
camera: one operator (O1) in (a) simple background and (b) cluttered background, (c)
presence of two operators (02), (d) one operator (O1) with gloves (GH), (e) two operators
(02) with gloves (GH), (f) two operators (O2) with rare gestures (RG), (g) two operators
(02) with gloves (GH) having rare gestures (RG), and (h) image with motion blurred
noise (MBN).

Figure 3.5: Deep ensemble architectures (DE-Mix) made by K-trained models which half
are UNet and Re neNet.

Trustworthy analysis pipeline: To better capture uncertainty in hand segmen-
tation, we re ne the standard entropy metric. Instead of averaging over all pixels, we
compute average predictive entropy for hand regions (predicted hand pixeEy)).
Ey is especially informative, as it re ects uncertainty in the model's own predictions
regarding the presence of operator hands.

To establish a threshold , we adopt the inter-quartile range (IQR) rule [28], as
evaluated in research theme I, another methodological similarity element between
research themes in this thesis.

During testing, predictions withE;  are agged as untrustworthy. This pipeline
serves as an OOD detection mechanism, ltering unreliable predictions and improv-
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ing the safety of HRI. The pipeline, which was adapted from the uncertainty analysis
pipeline used in theme I, is shown in Figure 3.6.

Figure 3.6: Uncertainty analysis pipeline.

3.2.3. Research Methodology on (Il1) reliable human local-
ization in manufacturing workplace through DL-based SSL

As discussed in Section 2.3 (Gaps Ill), although human localization in manufactur-
ing can signi cantly enhance workplace safety and situational awareness, DL-based
SSL has not yet been implemented in this domain. To address this gap, we designed
a DL-based SSL framework capable of localizing humans under diverse, realistic
manufacturing conditions, while explicitly accounting for uncertainty (particularly
aleatoric uncertainty). Beyond proposing a novel framework, we also evaluate it
through simulation.

Framework and simulation: We formulated human localization as a classi ca-
tion problem by partitioning the workplace into tiles, where each tile indicates the
presence (1) or absence (0) of a sound source (Figure 3.7).

Figure 3.7: SSL task within a manufacturing workplace schematically.

The workplace was simulated using Pyroomacoustics [75], an open-source Python



3| Research Questions and Methodology 31

library for room acoustics and audio processingThe simulation allows customiza-
tion of room geometry, wall material, air absorption, microphone arrays, and source
placement. We modeled a rectangular 3D workplace ( ShoeBox function) with
brick walls and air absorption enabled. Sound sources (human and machine) were
placed via the SoundSource function, and three microphones were positioned at the
corners of the room at 1 m height in a trinaural planar setting.

Dataset: Two categories of sound sources were considered: human speech and
industrial machine sounds.

Human voices: Extracted from the Fluent Speech Commands dataset [51],
which contains 30,043 utterances from 97 speakers with varying gender, age,
and uency.?

Machine sounds: CNC milling machine recordings from YouTube, previously
used in [40, 63]. One recording corresponds to milling aluminutnyhile the
other corresponds to milling Styrofoant.

The simulated room was partitioned into a5 5 grid (L = W =5), yielding 25 tiles.
Each sound source was placed in di erent tiles and labeled accordingly to train and
evaluate the models.

DL-model: We adopted ConvLSTM, CNN, and ConvBIiLSTM architectures for
SSL. ConvLSTM is particularly suitable due to the CNN's ability to extract spatial
features from audio signals and the LSTM's strength in capturing temporal depen-
dencies. Microphone waveforms (1D raw audio) serve as input, processed through
convolutional and recurrent layers to output tile-level classi cations. Each model is
trained to localize a speci c type of sound source (human or machine).

Simple and complex conditions: We evaluated model robustness across mul-
tiple scenarios:

Simplest scenario (Scenario 1) Single and dual sound sources that are not
moving (stationary).

Multiple Stationary sources (Scenario 2): Multiple sound sources (hu-
mans and CNC machines) that are not moving .

Lhttps://github.com/LCAV/pyroomacoustics

2https:// uent.ai/research/ uent-speech-commands/
3https://www.youtube.com/watch?v=lwyqQCDKY g
“https://www.youtube.com/watch?v=q_36kSEvWdM
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Moving sources (Scenario 3): Human speakers are changing their locations
and emitting sounds.

These scenarios are depicted in Figure 3.8. As the DL model is trained on a single
sound source (human or CNC machine) that was stationary, the conditions with
multiple or moving sound sources are out of its training distribution (OOD), which
can induce epistemic uncertainty. To cover aleatoric uncertainty as well, we added
Gaussian noise with three signal-to-noise ratios (SNR) levels: 20 (low noise), 10
(medium), and 5 (high) to the sound signals. These two OOD types, similar to what
explained in research Theme | and I, are designed to be a separate representative of
aleatoric and epistemic uncertainty the model might face in practice in accordance
with RQ1.

Figure 3.8: The scenarios explored in our study: single and dual stationary sources (Sce-
nario No.1), multiple stationary sources (Scenario No.2), single and dual moving sources
with the presence of a single stationary source (Scenario No.3).

Performance metrics: Localization performance was evaluated using the macro

f1 score, the harmonic mean of macro precision and macro recall, showing how model
was able to predict the location of sources (humans and machines) as a classi cation
task. Evaluating this metric under the three mentioned scenarios illustrates how
localization is performed in both ID and OOD conditions using a DL model.
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Papers

This thesis comprises ve papers that collectively aim to improve the reliability and
safety of both human workers and industrial equipment in manufacturing through
uncertainty analysis. Paper 1 addresses reliable DL-based predictive maintenance
(Theme 1). Papers 2 and 3 focus on safety and reliability in close human robot
interaction (Theme II). Papers 4 and 5 concentrate on reliable human localization
in manufacturing workplaces (Theme I1I).

Below, we rst provide brief overviews of the papers. We then explain how each
paper address the research questions introduced in Chapter 3.

4.1. Overview of Papers

4.1.1. Paper 1l

Title: Evaluating deep learning models for fault diagnosis of a rotating machinery
with epistemic and aleatoric uncertainty.

Status: Ready for submission

My role: Main contributor (Writing review and editing, Writing original dratft,
Visualization, Validation, Software, Methodology, Investigation, Formal analysis,
Data curation, Conceptualization)

Objective: Conduct a comprehensive study along two axes: 1- de ne a broad set
of OOD conditions to cover both epistemic (unknown faults) and aleatoric (noise)
uncertainty for fault diagnosis; 2- compare uncertainty-aware DL models to identify
which are most reliable under high uncertainty. We further design a trustworthy
analysis pipeline to help practitioners separate ID from OOD data.

Method: We use the CWRU benchmark dataset and construct OOD scenarios via
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novel fault classes (epistemic) and noise-injected signals (aleatoric). We compare
MC Dropout, Bayesian neural networks (BNNs), and two deep ensembles (Del:
identical base learners; De2: heterogeneous base learners). Uncertainty is quanti ed
via predictive entropy, combined with two thresholding strategies for trustworthy
analysis.

Results: Reliability depends on the uncertainty type and severity (e.g., noise level).
Deep ensembles (Del, De?2) outperform other approaches across both epistemic and
aleatoric settings, though all uncertainty-aware models separate a substantial por-
tion of OOD from ID. Threshold choice matters: conservative thresholds catch more
OOD but may ag more ID as untrustworthy; less conservative thresholds reduce
false rejections but increase risk.

Practical and research achievement. We provide a replicable evaluation pro-

tocol to help practitioners select uncertainty-aware models for OOD detection in
fault diagnosis. For researchers, our rigorous evaluation generalizes beyond fault
diagnosis and can be used in other safety-critical applications.

4.1.2. Paper 2

Title: A Review on Deep Learning for Vision-based Hand Detection, Hand Seg-
mentation and Hand Gesture Recognition in Human-Robot Interaction

Status: Published (2026) in Robotics and Computer-Integrated Manufacturing (Q1
Journal)

My role: Main contributor (Writing review and editing, Writing original draft,
Visualization, Validation, Software, Methodology, Investigation, Formal analysis,
Data curation, Conceptualization)

Objective: Review vision-based DL for hand-centric HRI (detection, segmentation,
gesture recognition), identifying prevalent and state-of-the-art models, datasets,
metrics, challenges, and opportunities across domains (industrial, healthcare, so-
cial, space robotics).

Method: A comprehensive review of 91 peer-reviewed papers (2014 2025) covering
all three hand-centric analyses in HRI. We categorize model families (including
uncertainty-aware models), highlight dataset usage and gaps, summarize evaluation
metrics (accuracy, uncertainty, speed), and map application-speci c HRI objectives,
challenges, and opportunities.
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Results: Research studies has grown markedly in the recent years in this domain.
Most works use CNNs or CNN RNN hybrids, with recent interest in attention-
based models, foundation models (LLMs/VLMs), and uncertainty-aware methods.
Dataset gaps persist (few HRI-speci c, limited multi-hand/multi-user/multi-view,
scarce RGB-D or multimodal streams, limited sequence data). Cross-dataset eval-
uation to examine the generalizability and adaptability of models are overlooked.
Also, another underexplored aspect is lack of investigation on latency/real-time con-
straints that are bene cial in ensuring safety, and also smooth interaction is often
underexplored.

Practical and research achievement: For both researchers and practitioners,

this review works as a guideline in hand-centric analysis in HRI to indicate the past,
present, and future DL models, the most suitable datasets for their works, and the
relevant metrics to evaluate their results. Especially, domain-speci ¢ challenges are
highlighted for researchers, as well as a roadmap for future research, in the last
sections of the review.

4.1.3. Paper 3

Title: Testing human-hand segmentation on in-distribution and out-of-distribution
data in human robot interactions using a deep ensemble model

Status: Published (2025) in Mechatronics (Q1 Journal)

My role: Main contributor (Writing review and editing, Writing original dratft,
Visualization, Validation, Software, Methodology, Investigation, Formal analysis,
Data curation, Conceptualization). The experiments were carried out during my
visiting period at the MSC lab at UC Berkeley.

Objective: Experimentally evaluate an uncertainty-aware DL model for hand seg-
mentation under ID and OOD conditions to enhance operator safety during close
HRI. An ideal model should both segment hands robustly and express uncertainty
under unfamiliar conditions (OOD) through trustworthy analysis. Therefore, this
paper aims to evaluate to what extent the model can do both.

Method: We record interactions with an industrial robot using egocentric and ex-
ocentric cameras to build a test set. Training leverages four datasets: EgoHands
and Ego2Hands (general, egocentric) and HADR and HAGS (industrial HRI, ex-
ocentric). OOD scenarios include multiple operators, gloved hands, rare gestures
(epistemic), and motion blur (aleatoric). We also vary background complexity and
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hand-size ratios. The DE-MIX ensemble (UNet + Re neNet) is evaluated via mloU
and a trustworthy analysis based on entropy thresholding over hand regions.

Results: As expected, DE-MIX performs better on ID than OOD data. Also,
when DE-MIX was trained on domain-matched (industrial) datasets, its accuracy
was considerably higher (in both ID and OOD conditions). Trustworthy analysis
e ectively ags many OOD cases, especially when trained on industrial datasets,
while preserving ID reliability (few ID rejections). This shows that using entropy-
based Itering increases the reliability of hand detection and segmentation and make
interaction with the robot safer, i.e., operators will know when the system (robot)
is uncertain about their presence.

Practical and research achievement: For practitioners, our proposed trustwor-

thy pipeline is a deployable pipeline that informs operators when hand segmentation
IS uncertain, improving safety in dynamic scenes. For researchers, the approach can
be extended with alternative/lighter models, ne-tuning, or broader HRI settings
(or tested in other robotic elds).

4.1.4. Paper 4

Title: A conceptual framework for localization of active sound sources in manufac-
turing environment based on arti cial intelligence

Status: Published (2023) in Lecture Notes in Mechanical Engineering (LNME)
(book chapter - Proceedings of FAIM 2023)

My role: Main contributor (Writing review and editing, Writing original draft,
Visualization, Validation, Software, Methodology, Investigation, Formal analysis,
Data curation, Conceptualization)

Objective: Propose a novel DL-based sound source localization (SSL) framework
for manufacturing to localize humans (and machines) and improve situational aware-
ness and safety. As this framework was novel, the bene ts it can bring to safety and
enhancing human-machine/robot collaboration were outlined.

Method: We outline a tile-based classi cation approach (e.g., ConvLSTM) for
localizing sources such as humans and machines/robots in a partitioned workplace.
After proposing this framework, testing across increasingly realistic scenarios (single
vs. multiple, stationary vs. moving sources) is recommended.

Results: After a literature review, gaps in SSL regarding multiple and moving



4| Synthesis of Appended Papers 37

sources are identi ed. These gaps are also both relevant to realistic manufactur-
ing settings. Our framework also describes how SSL can support human machine
safety and coordination. This is done by clarifying the location of humans to other
machines and robots, so the system can help prevent collisions and unwanted inter-
ruptions.

Practical and research achievement: For practitioners, this framework could

be implemented in their manufacturing workplace to inform (or warn) robots about
the human locations (enhancing human safety). For researchers, the framework
can be further implemented in experimental/simulation studies to assess feasibility,
challenges, and limitations.

4.1.5. Paper 5

Title: ConvLSTM-based Sound Source Localization in a Manufacturing Workplace
Status: Published (2024) in Computers & Industrial Engineering (Q1 Journal)

My role: Main contributor (Writing review and editing, Writing original draft,
Visualization, Validation, Software, Methodology, Investigation, Formal analysis,
Data curation, Conceptualization)

Objective: Our rst objective is to implement the framework from Paper 4 via
simulation to localize humans and machines under realistic conditions. Furthermore,
we want to assess DL model reliability under more complex conditions (multiple and
moving sources) and noise (aleatoric uncertainty).

Method: Using Pyroomacoustics, we simulate rooms, sources, and microphones.
For sources, we used human speech and CNC machine-generated sounds to have
diverse sound types in a manufacturing environment. Also, we considered di erent
scenarios to evaluate the model under both multiple (also stationary and moving
sources) and noisy conditions. We evaluate ConvLSTM (and, for comparison, CNN
and ConvBIiLSTM) as a tile-based classi er. Performance is reported via macrq f
and Chebyshev distance. OOD conditions are considered under varying noise levels
to evaluate the model under aleatoric uncertainty.

Results: Localization accuracy degrades with multiple or moving sources; sin-
gle/dual stationary sources are more robust to noiseaccurate. Interference from sim-
ilar source types (e.g., human-on-human) is stronger than from dissimilar types (e.g.,
human vs. CNC) in downgrading localization accuracy. High noise (SNR 5 dB)
that also causes aleatoric uncertainty negatively impacted the accuracy of localiza-
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Table 4.1: The contribution of each paper to the research questions.

Papers Theme ROL -~ -

Paper 1 () Indgstrlal pred|ct|ye ma|r_1tenance X « <
(experimental fault diagnosis)

Paper 2 W) Qlose human robot interaction « y
(review)

Paper 3 (I1) Close human robot interaction « y y
(experimental industrial setting)
(111) Human localization in manufacturing

Paper 4 (Conceptual framework SSL) X

Paper 5 (111) Human localization in manufacturing X X

(experimental (simulation) SSL)

RQ1: What kind of OOD in industrial manufacturing causes aleatoric and epistemic uncertainty?
RQ2: How do uncertainty-aware DL models perform facing OOD in industrial manufacturing? Which
is better?

RQ3: How does uncertainty analysis enhance reliability and safety in industrial manufacturing?

tion, especially when multiple sources are present in the workplace.

Practical and research achievement: Despite being simulated, results inform
expected performance in practice and highlight limits in acoustically complex work-
places. These points are informative and helpful for practitioners for implementing
DL-based SSL in their workplace. To help researchers, we suggest actionable im-
provements such as considering additional microphones, realistic training data, and
also multimodal fusion for their future works. Also they can extend our study by
replicating in real world cases, using richer OOD (epistemic and aleatoric uncer-
tainty together), considering di erent noise types and also conducting trustworthy
analysis (similar to papers 1 and 3).

4.2. Contribution of Papers to the Research Ques-
tions

Each of ve papers, contributes to at least one of the research questions mentioned
in the previous chapter, as listed in Table 4.1.

Paper 1 & Research Questions: Contributes to RQ1 by constructing diverse
OOD scenarios by considering new fault classes (epistemic uncertainty) and diverse
noises (aleatoric uncertainty). Addresses RQ2 by comparing MC Dropout, BNNs,
and deep ensembles under ID/OOD in both aleatoric and epistemic uncertainty
scenarios. For RQ3, the paper evaluates trustworthy analysis via alternative uncer-
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tainty thresholds to quantify separation of OOD (untrustworthy) from ID (trust-
worthy) across epistemic/aleatoric settings.

Paper 2 & Research Questions: Engages RQ1 by reviewing data challenges
such as OOD conditions in close HRI (hand-centric analysis in HRI). This pa-
per also contribute more to RQ2 by exploring how richer datasets or uncertainty-
aware models can mitigate the challenge caused by OOD data. This paper also
addresses RQ2 by reviewing DL (including uncertainty-aware) models for hand de-
tection/segmentation/gestures and review their performance through the reported
metrics.

Paper 3 & Research Questions: Addresses RQ1 by testing diverse OOD con-
ditions. This is done by considering novel hand appearance (more than two hands,
gloved hands, and rare gestures) as epistemic uncertainty and noises (motion blur)
as aleatoric uncertainty. RQ2 is addressed by evaluating deep ensembles trained on
di erent datasets and tested under diverse ID/OOD conditions. This paper con-
tributes to RQ3 by applying entropy-based thresholds to Iter uncertain predictions
(when the operator's hand is OOD for the model), improving the reliability of hand
segmentation in industrial HRI.

Paper 4 & Research Questions: Contributes to RQ1 through a conceptual SSL
framework that identi es realistic, challenging scenarios (multiple/moving sources)
and also noisy signals in manufacturing. These highlighted scenarios motivate
ID/OOD evaluations for future studies.

Paper 5 & Research Questions: Addresses RQL1 by testing ID/OOD scenar-

ios in complex conditions (multiple/moving sources) and varying noise (causing
aleatoric uncertainty). While not directly comparing uncertainty-aware models
(thus only partially contributing to RQ2), it demonstrates how OOD (especially
high noise and complex scenes) degrades SSL performance and motivates future
work on uncertainty-aware SSL and trustworthy analysis (toward RQ3).
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In this chapter, we present and discuss the results from the ve appended papers to
assess how the ndings support the thesis objective. As introduced at the beginning,
the thesis is organized around three themes of uncertainty in deep learning (DL):
() more reliable and safer DL-based predictive maintenance, (1) reliable and safer
close human robot interaction, and (I1l) enhanced situational awareness in manu-
facturing via human localization. Regarding the similarity between these themes,
themes Il and Il have more similar objectives by making humans safer in manu-
facturing and making the manufacturing workplace more centered on humans. On
the other hand, the framework and models used in research theme |, e.g. gener-
ating OOD, uncertainty-aware DL models, and trustworthy analysis, inspire other
themes making it methodologically connected to other themes. To discuss themes
in more detail, the discussion is structured by these themes, and within each we
re ect on the related research questions (RQs) as well as takeaways for researchers
and practitioners, limitations, and future avenues.

5.1. (I) Towards more reliable and safer DL-based
predictive maintenance

As detailed in the previous chapter (concerning Paper 1), our primary goal is to
achieve DL-based industrial predictive maintenance by implementing uncertainty-
aware DL. This approach aims to more reliably monitor industrial assets and di-
agnose faults in conditions that the model is unaware of (epistemic) or noisy data
that makes the model confusing (aleatoric). To achieve this, we discuss if our re-
search could perform : (1) a comprehensive evaluation under diverse ID and OOD
data (RQ1), (2) a comparison of uncertainty-aware DL models under aleatoric and
epistemic uncertainty (RQ2), and (3) a trustworthy analysis to improve diagnostic
reliability (RQ3).
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5.1.1. Diverse ID and OOD data in DL-based fault diagnosis

To probe epistemic uncertainty, we de ned six scenarios (described in the research
methodology section) by holding out each class in turn during training: class 0
(healthy) and classes 15 (bearing faults inner race, ball, and three outer-race
conditions). This induces novel-class OOD at test time. To explore aleatoric uncer-
tainty, we injected Gaussian and non-Gaussian noise (Impact, Rayleigh, Weibull) at
SNRs of 5, 0, and 5 dB to cover low to strong noise conditions. Since the paper
has a comparative objective (to nd which one performs better), we evaluated four
uncertainty-aware models, i.e. MC Dropout (ConvLSTM-D), BNN, and two deep
ensembles (Del, De2).

In epistemic scenarios, as expected, models exhibited higher predictive entropy for
OOD than for ID samples. In other words, the model's uncertainty was signi cantly
higher for the class that was held out during training. This proves that the models
are more uncertain for OOD data, which is an ideal characteristic for an uncertainty-
aware model. Under aleatoric uncertainty, the entropy increased with noise severity,
which aligns with our expectations for an uncertainty-aware model. This means the
model is more uncertain in the presence of strong noise. As the SNR increased to
5 dB (meaning less noise), the ID and OOD data predictive entropy distributions
became less separable, indicating that the OOD data was becoming more similar to
the ID data, which is an expected outcome.

These observations verify RQ1: the study spans both realistic ID and OOD con-
ditions that elicit both epistemic and aleatoric uncertainty of models, providing a
basis for fair model comparison that will be discussed in the following subsection.

5.1.2. Comparison of performance of dierent models +
trustworthy analysis

To evaluate models' performance, we introduced two operational thresholds based
on predictive entropy: the uncertainty outlier detection threshold ; and the un-
certainty f, score threshold ,. Predictions with entropy above the threshold are
agged as "untrustworthy" (pipeline explained before in Figure 3.2), then the per-
centage of OOD data correctly agged as untrustworthy and ID incorrectly labeled
is determined. This framework addresses RQ3 by providing a pragmatic method
for improving diagnostic reliability: a human operator can later review predictions
agged as untrustworthy.
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To address RQ2, regardless of the threshold choice, deep ensembles (especially De2)
consistently agged a larger portion of OOD data as untrustworthy while maintain-
ing a low rejection rate for ID data. This demonstrates their superior performance
in a head-to-head comparison (RQ2). Furthermore, all of the uncertainty-aware
models demonstrated their utility by identifying a substantial portion of OOD data
across various epistemic uncertainty scenarios. This con rms that these models can
serve as a lter to ag unknown faults, enabling a human expert to intervene when
necessary (RQ3). When comparing the threshold selection methods, we found a
clear trade-o between OOD sensitivity and ID false rejection. ; is more conserva-
tive, correctly agging more OOD data as untrustworthy (higher OOD!UT) than

». However, this comes at the cost of also incorrectly agging more ID data as
untrustworthy (higher IDIUT). While this approach is safer due to its cautious
nature, it requires more frequent and costly human interventions.

In line with our ndings on epistemic uncertainty, deep ensembles, particularly De2,
proved to be the most e ective models for detecting aleatoric OOD data. This con-
sistent superiority across both uncertainty types (RQ2) reinforces the robustness
and reliability of ensembling as a general strategy. Their ability to e ectively han-
dle di erent noise types and intensities further highlights their utility in dynamic
industrial environments where sensor data quality can vary unpredictably. Regard-
ing RQ3, all models were able to ag instances where noise was signi cant, providing
a reliable framework for diagnosis by informing human experts when a prediction
is uncertain in an aleatoric way. The choice of threshold in this context is simi-
lar to the epistemic case, relating to the desired level of conservatism. Comparing
thresholds, ; acts more conservatively, correctly agging slightly more OOD data
as untrustworthy, but at the cost of a higher rate of false positives (misclassifying
ID data as untrustworthy). This trade-o between being conservative and requiring
more costly human intervention is a key decision point for practitioners, depending
on their speci c application's needs.

To provide a complete picture, we also compared the models based on their com-
putational time for training and inference. In this regard, the deep ensembles (Del
and De2) have signi cantly longer training times compared to ConvLSTM-D and
BNN. This is because each ensemble requires training four separate base learners.
However, they are considerably faster during the testing (inference) phase. In con-
trast, ConvLSTM-D and BNN require repeated predictions to estimate uncertainty,
which signi cantly slows down their inference speed. In practical applications, the
inference time is often more crucial than training time, as faster predictions enable
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more timely interventions. Based on this, despite their longer training time, the
deep ensembles are the preferable choice for real-time industrial applications.

5.1.3. Takeaways, limitations, and possible future works

Takeaways: A primary takeaway from this research is the value of our method-
ology for generating diverse OOD and ID data. This approach allows for a com-
prehensive evaluation of models under both aleatoric and epistemic uncertainty and
can be applied to other fault diagnosis studies by holding out fault classes or inject-
ing speci c noise types. Our study shows that deep ensembles, particularly De2,
provide an optimal balance. They excel at OOD detection while maintaining low
ID rejection rates and o er the fastest inference times, making them highly suitable
for practical deployment. However, we recommend that practitioners replicate these
ndings with their own data to con rm which model performs best in their speci c
context. A signi cant takeaway from this study is the importance of uncertainty-
aware DL models. While a standard DL model would blindly treat OOD data as
if it were familiar, all the uncertainty-aware models we tested were able to detect
the majority of OOD cases. This demonstrates that for critical industrial applica-
tions, blindly trusting traditional DL models is not a viable strategy and should be
replaced with uncertainty-aware approaches.

The choice of an uncertainty threshold is a crucial decision that should be based
on an application's criticality and the feasibility of human intervention. A more
conservative, lower threshold will detect more OOD cases but will also incorrectly
ag more ID data, increasing the workload for human experts. We advise practi-
tioners to choose a threshold that balances safety with the practical e ort required
to review agged data.

Limitations: Our ndings are based on a single dataset, the CWRU dataset.
While well-established, evaluating models on other datasets, such as the Paderborn
University or the University of Ottawa datasets [45, 76], would provide a more com-
plete picture of their generalizability. The study did not test scenarios where both
aleatoric and epistemic uncertainties occur simultaneously. This could happen in re-
ality, for example, sensors measured the data with noise (aleatoric uncertainty), and
the data belongs to a new fault that was not recorded before (epistemic uncertainty).

Possible future works: Future works can work on the limitation of this work,
such as implement our framework on other fault diagnosis datasets or extend it to
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prognostic applications like Remaining Useful Life (RUL) estimation. Test models
on OOD conditions that combine multiple sources of uncertainty, such as various
noise types and multiple unknown faults. This will help create models that are
more robust to complex real-world conditions. Move beyond simple post-processing
by integrating human experts directly into the training loop. This active learning
approach would allow the model to continuously adapt and improve its reliability
by learning from OOD data that experts have labeled.

5.2. (Il) Towards more reliable and safer DL-based
systems in close human-robot interaction (hand-
centric analysis)

To contribute to this objective, we explored the hand-centric analysis of humans
interacting with robots (Paper 2 and 3). Our goal was to assess the reliability of
a deep learning model for hand segmentation in realistic industrial environments.
We explored the literature (Paper 2) to nd the best models, datasets, and suitable
metrics, and then tested the uncertainty-aware DL model in a real-world experiment
with an industrial robot (Paper 3). We addressed three research questions: (RQ1)
de ning practical ID and OOD scenarios covering both aleatoric and epistemic un-
certainty, (RQ2) testing an uncertainty-aware model in these conditions, and (RQ3)
evaluating the model's ability to enhance human safety through trustworthy analy-
sis. Our approach was to train a deep ensemble model (DE-MIX) on a diverse set
of public datasets and then evaluate its performance on a custom-designed test set
re ecting real-world conditions. It is worth mentioning that we deliberately chose a
deep ensemble model among other uncertainty-aware model alternatives (e.g., sam-
pling by MC dropout or BNNSs) as deep ensembles outperformed other approaches
in Theme (I).

5.2.1. Diverse ID and OOD data in close human-robot in-
teraction

To ground RQL1 in practical realities, training covered both egocentric/general datasets
(EgoHands, Ego2Hands) and exocentric/HRI datasets (HADR, HAGS). These datasets
were selected after a thorough literature review (Paper 2) to not only cover the two
camera perspectives, but also to cover both general and domain-speci c datasets.
The test set stressed epistemic OOD (two operators, gloves, rare gestures) and
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Table 5.1: OOD scenarios of the training dataset.

Training dataset OOD Scenarios

Epistemic Uncertainty Aleatoric Uncertainty
EgoHands [8] gloved hands (GH), rare gestures (RG) motion-blurred noisy hands (MBN)
Ego2Hands [46] two human operators (02), gloved hands (GH), rare gestures (RG) motion-blurred noisy hands (MBN)
HADR [25] two human operators (02), gloved hands (GH), rare gestures (RG) motion-blurred noisy hands (MBN)
HAGS [82] two human operators (O2), rare gestures (RG) motion-blurred noisy hands (MBN)

aleatoric OOD (motion blur) to comprehensively explored uncertainties DL models
might face. These OOD conditions can commonly happen in dynamic shop oors
when more than one human is around robots, or the hands of the operator are not
in casual form (wearing gloves or having uncommon gestures). These conditions
are absent or underrepresented in datasets that are commonly used for training the
models (Table 5.1). Therefore, to test the safety of the operator in close interaction
testing on both ID and OOD is crucial to see what the model does when the scene
changes.

Before focusing on OOD, we also veri ed that the DE-MIX model wasn't biased
by other factors, like hand size or background changes. We conrmed that its
segmentation performance was robust across varying hand instance sizes and in
background changes, ensuring that our later ndings on uncertainty were a direct
result of the OOD data itself, not other confounding variables. It is worth noting
that the overall performance was slightly lower in cluttered backgrounds compared
to a simple one, as expected, but to test the model in realistic settings, we test the
e ect of distribution shift (ID vs. OOD data) in the cluttered background.

5.2.2. Performance of models on ID and OOD + trustwor-
thy analysis in HRI

To address RQ2 and RQ3, we evaluated the DE-MIX model's performance on a test
set that included both ID and OOD conditions.

Regarding RQ2, to analyze how the model performs when the scene changes (ID and
OO0D), two patterns consistently emerged. First, domain match matters: Models
trained on HRI data (HAGS/HADR) transfer noticeably better to industrial scenes
than those trained on general egocentric data (EgoHands/Ego2Hands). When the
training data already looks industrial, segmentation holds up longer as the scene
varies, proving their superior generalizability to our test. Second, adding a second
operator, gloves, rare hand shapes, or motion blur steadily degrades segmentation,
especially if those factors were absent in training (OOD). This is the expected be-
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havior of a model facing genuine novelty, but the drop is far less severe for models
with domain-matched training (HAGS/HADR). This discussion highlights a crucial
message for practitioners i.e. the choice of training data is paramount for building
robust and accurate models for industrial environments. Notably, the scarcity of
HRI datasets in the literature (Paper 2) underscores the need to generate more of
those datasets and make them open-access.

In response to RQ3, trustworthy analysis (adopted from Theme I) in our framework
acts as a powerful safety guardrail. Our uncertainty-based Itering proved most
e ective when combined with domain-matched training. The models trained on
HAGS and HADR correctly agged a large proportion of OOD frames as untrust-
worthy while rarely rejecting ID frames. This turns uncertainty into an actionable
signal for a robot to slow, stop, or defer to a human operator when the model sig-
nals the predictions cannot be trusted. Even with general egocentric training, the
Iter still provided value by avoiding false positives on ID data, making it a low-risk
triage tool. This demonstrates that uncertainty can gate outputs without constantly
interrupting normal operations.

Beyond accuracy and reliability, a model's operational speed is a crucial factor for
real-world deployment. As highlighted in our review (Paper 2), an essential metric
for DL models in HRI is their ability to perform hand detection and segmenta-
tion in real-time. While no universally accepted threshold exists, prior research
suggests a performance of 16-20 frames per second (FPS) [74, 102]. Our DE-Mix
model exceeded this benchmark, achieving a segmentation speed of 38 FPS. This
result demonstrates the model's practical capability for use in dynamic industrial
environments where low latency is critical for ensuring human safety.

5.2.3. Takeaways, limitations, and possible future works

Takeaways: Our research provides two key takeaways for practitioners. First,
we demonstrated that when faced with the practical constraints of building a new
dataset from scratch (a time-consuming and labor-intensive process) a zero-shot
approach using a pre-trained model is a viable alternative, if the model is trained
on a domain-speci ¢ dataset. Our tests show that models pre-trained on HRI data
(HAGS and HADR) exhibit superior generalizability, performing robustly on both

ID and new OOD conditions. While segmentation accuracy on extreme OOD data
remains low, the ability of these models to handle novel situations is a critical pre-
requisite for the next step: Itering unreliable predictions. Second, this research
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validates trustworthy analysis as an essential safety tool. The model trained on
domain-speci c data performed this analysis with exceptional reliability, correctly
agging the vast majority of OOD data as untrustworthy while making no false
alarms on ID data. This turns a simple segmentation model into a crucial safety
Iter. Unlike typical DL models that can fail silently and overcon dently, our frame-
work allows a system to express its uncertainty. For example, a robot could warn
a human, "I am uncertain if there is a hand in my workspace", transforming a
potential collision risk into a transparent and human-intelligible safety alert. This
represents a paradigm shift from blind reliance on model output to a more reliable,
risk-aware HRI.

Limitations: A limitation of our research is the discrete, frame-by-frame imple-
mentation of hand segmentation. For practical applications, a continuous hand
tracking approach is needed, which is a known challenge in the eld as highlighted
in our review paper (Paper 2). Our model's high speed of 38 FPS does, however,
demonstrate its suitability for real-time operation. Another limitation is the limited
viewpoints tested. While we included egocentric (using a GoPro mounted on the
operator's head) and exocentric viewpoints (side-view camera), future work should
consider additional camera angles (e.g. top-down view) and distances (close and
far) to the human operator.

Possible future works: The rst area for future work is to extend our framework

to include reliable continuous hand tracking with uncertainty awareness, and to test
it under diverse viewpoints. This would provide a more practical evaluation of
the model in a continuous HRI setting. The second area is to incorporate depth
modalities from RGB-D cameras. Depth information can be used to determine
the 3D distance between a human's hand and the robot. When the trustworthy
analysis ags an uncertain situation and the hand is within a dangerous distance,
the system could raise a warning to prevent a collision. This would signi cantly
enhance HRI safety, especially when humans and robots work closely with each
other (e.g., assembly and disassembly tasks).

5.3. (lll) Towards a reliable human localization
iIn manufacturing workplace using DL-based SSL

To align with the objective of enhancing human safety in close interaction with
robots (previous objective), this research pursues human-centeredness by focusing
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on human localization, when the interaction with robots or machinery is not always
direct. As previously detailed, our contribution to this objective is documented in
two papers: Paper 4, which presents the conceptual framework, and Paper 5, which
details its implementation in a simulation. The central discussions centered on two
core research questions: how to generate realistic ID and OOD data for the SSL task
(RQ1), and how DL-based SSL models perform localization under these conditions

(RQ2).

5.3.1. Diverse ID and OOD data in human localization

As explained in the research methodology, we modeled the reality of a manufacturing

workplace in simulation (Pyroomacoustics) by considering sounds from humans and

machines in scenarios ranging from simple to complex. These included single and
dual sound sources (Scenario 1), multiple sound sources in a stationary condition
(Scenario 2), and when sources are moving (Scenario 3).

Since the models were trained exclusively on a single stationary sound source, condi-
tions involving multiple or moving sound sources are considered OOD data. While
these conditions may not be extremely out-of-distribution (a model trained on one
human voice might not be completely confused by two), this increased complexity
can cause epistemic uncertainty in DL models, especially with multiple di erent
sounds (Scenario 3) or moving sources (Scenario 2). To explore aleatoric uncer-
tainty, OOD data was also generated by adding Gaussian noise to the sound signals
captured by microphones. This is a realistic approach, as microphones in practice
often induce noise due to inherent imperfections. The use of these diverse ID and
OOD scenarios, which are common in a manufacturing workplace, allowed us to in-
duce both epistemic and aleatoric uncertainty in our DL model, thereby contributing
directly to RQL1.

5.3.2. Performance of models on ID and OOD

Our results showed that the DL model's performance varied signi cantly across the
scenarios. The DL model performed considerably better in Scenario 1 than in Sce-
nario 2, as the latter introduced epistemic uncertainty with multiple sounds, leading
to less accurate human localization. Similarly, localization performance was less ro-
bust when comparing stationary (Scenario 1) with moving sound sources (Scenario
3). The addition of strong noise (aleatoric uncertainty) further degraded localiza-
tion accuracy. This negative e ect was even more pronounced when combined with
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more sound sources or moving sources, demonstrating a negative cumulative e ect
of epistemic and aleatoric uncertainty on localization accuracy. These observations
contribute to RQ2, showing that a DL-based SSL model does not localize humans
accurately and robustly in OOD conditions compared to ID conditions.

These results collectively emphasize that while a typical DL model may perform
well on simple ID data, its reliability and robustness diminish as data complex-
ity increases and deviates from the training distribution. In a real-world setting
where other sounds are present or humans are not staying at one location, a DL-
based SSL model cannot reliably localize them. Although we did not implement
uncertainty-aware DL models in this research, we have demonstrated that blindly
trusting a typical DL model in practical OOD conditions is unreliable. This unre-
liability can possibly be mitigated by implementing uncertainty-aware models and
using trustworthy analysis, as demonstrated in our previous work (Papers 1 and
3). Future research in this area can directly address RQ3 by testing whether OOD
events can be Itered as untrustworthy localizations. This would enhance human
safety by allowing robots (through SSL) to express their uncertainty about human
locations and, consequently, avoid potential collisions or unintended interventions
in a dynamic manufacturing shop oor.

5.3.3. Takeaways, limitations, and possible future works

Takeaways: The rst key takeaway for practitioners is that they should not ex-
pect an SSL framework to localize humans accurately in an acoustically complex
environment. While the model may seem accurate and robust in its simplest form,
localization cannot be trusted when multiple sound types are present or sources are
moving. The second takeaway, derived from the rst, is the critical need for imple-
menting uncertainty-aware models and trustworthy analysis if this framework is to
be deployed in a workplace. With successful implementation, the model could more
reliably warn robots about human locations, potentially stopping them from ap-
proaching when the model lacks con dence in its localization. This would enhance
human safety by preventing unwanted encounters or collisions between humans and
robots in manufacturing shop oors.

Limitations: The rst limitation of this research is that our coverage of ID and

OOD data, while foundational, was not as comprehensive as it could be. Future
extensions could include other sound types beyond human voices and machines as
novel sounds to more thoroughly evaluate epistemic uncertainty. Similarly, other
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types of noise beyond Gaussian noise could be considered to more comprehensively
test aleatoric uncertainty. The second limitation is the lack of real-world experimen-
tation alongside simulations. This would better highlight the framework's practical
limitations and its performance in both ID and OOD scenarios. To make it more
practical, human localization data could be communicated to robots, and using
uncertainty-aware DL models plus trustworthy analysis could be tested as a lter,
providing a warning when robots get close to humans or when the model is uncertain
about a human's location.

Possible future works: The rst possible future work is to implement the im-
provements identi ed as limitations in this study. This would involve replicating
the framework from Papers 1 and 3 by implementing uncertainty-aware DL mod-
els and trustworthy analysis in an SSL context. To make it more practical, this
could be done in a real-world manufacturing workplace, potentially communicating
human localization data to robots (to not move once the human location is uncer-
tain for example). Another future work could combine SSL and vision (Research
Theme 1) into a multi-modal system. This would allow robots to be informed of
human locations from a distance and then use the vision-based framework for safe,
close-proximity interaction. This end-to-end approach could make human-robot
interaction more reliable and safer, signi cantly reducing the risk of collision.
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This doctoral dissertation has investigated the critical challenge of implementing
uncertainty-aware DL models to enhance the reliability and trustworthiness of Al
systems in industrial and manufacturing environments. Through a collection of
ve papers, this work has comprehensively explored how quantifying and manag-
ing uncertainty can address the inherent limitations of conventional DL models,
particularly when they encounter OOD data. The research focused on three rep-
resentative application pillars: (I) predictive maintenance through industrial fault
diagnosis, human-robot/machine interaction through (I1) close HRI and (l1I) human
localization utilizing a variety of data modalities (viberation data, vision, accoustic
sound), di erent methodologies (experimental, simulation, survey), and addressing
both epistemic and aleatoric uncertainties.

The core ndings of this thesis suggest that uncertainty-aware approaches can pro-
vide consistent operational bene ts for practitioners across the studied industrial
applications, particularly under OOD events. Here, benet refers primarily to the
ability to better ag unreliable predictions and support safer decision-making for
practitioners, as these cannot be achieved by using conventional DL models un-
der data distribution shift (caused by epistemic or aleatoric uncertainty) that were
tested in this thesis. Our empirical studies across di erent applications revealed that
blindly trusting conventional DL models in high-stakes industrial scenarios poses a
substantial risk. In industrial fault diagnosis, for example, an overcon dent but
incorrect prediction for a novel machine state could lead to catastrophic equipment
failure as the DL model predicts the new fault as a healthy label. Similarly, in a
human-robot collaboration setting, a model's failure to signal its uncertainty about
an unusuality in a human hand could predict that there is no operator near its
workspace result in a dangerous collision. Our work on multi-source sound localiza-
tion highlighted a similar vulnerability, where high environmental noise (aleatoric
uncertainty) could cause a system to mislocalize or fail to detect a human worker
(and possibly not warn robots working around it), thereby compromising safety. At
the same time, these bene ts are not unconditional and uncertainty-aware DL mod-
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els might not be bene cial under some circumstances. For example, when there is
no or limited domain-matched training data as could be the case when the training
data is scarce and we resort to use other datasets to train our model (this condition
was tested in hand segmentation in our HRI experiment) uncertainty estimates may
become less reliable and therefore uncertainty-aware approach become less e ective.
Furthermore, uncertainty-aware approaches introduce additional computational (in
training and inference phase) or operational overhead (for ltering the true OOD
and ID data) compared to normal DL models, which must be considered when
deploying these methods in practice.

To mitigate the risks of silent failure of DL models, this thesis introduced and vali-
dated a methodological uncertainty-aware Iter framework. This framework, which
uses predictive uncertainty as a criterion to ag unreliable predictions (in a trust-
worthy analysis pipeline), transforms "black box" outputs of a typical DL model
into transparent and auditable decisions. By setting a threshold on uncertainty, our
approach enables a system to recognize when it is operating outside its domain of
expertise (epistemic uncertainty) or when the data quality is too poor for a reli-
able prediction (aleatoric uncertainty), and express its uncertainty through sending

a possible warning signal (communicating to humans). This framework provides
a robust and practical solution for practitioners, allowing for timely human inter-
vention and enabling more conservative and safer automation. The signi cance of
this work, therefore, lies in its dual contribution: it empirically highlights the se-
vere consequences of ignoring uncertainty and provides a concrete, implementable
methodology to build a new generation of reliable DL-based systems for the future
of manufacturing.

Despite these contributions, this research has several limitations that open up av-
enues for future work. First, our focus was primarily on demonstrating the utility
of uncertainty in identifying OOD data; future research could delve into using this
uncertainty signal in next step (post-uncertainty realization) to make the learning
process better (e.g. active learning), or to guide more adaptive and context-aware
decision-making in real-time industrial operations. For instance, a robot could dy-
namically adjust its speed or path not just based on a human's presence, but on
the certainty of that presence. Other extensions could be more specic to each
research, e.g., using more datasets for fault diagnosis, broader environments or in-
cluding depth information for HRI, or validating the SSL framework in real-world
industrial setting. Also, combining the research theme Il and Il in a multi-modality
fashion (combining vision and sound) on robots would be another future extension
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from this thesis, such that a safer HRI can be pursued in both close and distanced
interaction with humans in the workplace.

In summary, this thesis underscores the imperative of moving beyond simple per-
formance metrics like accuracy and relying blindly on "black box" DL models and
instead embracing a holistic view of model reliability through uncertainty awareness.
The ndings and frameworks presented here serve as a foundational step toward cre-
ating DL-based industrial systems that are not only intelligent but also self-aware,
transparent, and, most importantly, trustworthy, paving the way for a safer and
more reliable Industry 5.0.
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