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1. Introduction

The rapid proliferation of Internet of Things
(IoT) devices has transformed the digital land-
scape, creating expansive networks of intercon-
nected sensors and systems that generate un-
precedented volumes of data. However, this
technological advancement introduces signifi-
cant security challenges, particularly for In-
trusion Detection Systems (IDS) deployed in
IoT environments characterized by resource con-
straints and heterogeneous architectures. Tradi-
tional centralized approaches to intrusion detec-
tion prove inadequate in addressing the unique
challenges posed by IoT ecosystems, necessitat-
ing innovative solutions that can operate effec-
tively within these distributed frameworks while
preserving data privacy and minimizing com-
putational overhead. In this context, Feder-
ated Learning (FL) has emerged as a promis-
ing paradigm that enables collaborative model
training across decentralized devices without re-
quiring the exchange of raw data. Initially in-
troduced by Google as a privacy-preserving ma-
chine learning approach, FL has gained con-
siderable traction in the cybersecurity domain,
particularly for developing robust IDS solutions
for IoT networks. The fundamental principle

of FL, which allows devices to train models lo-
cally and share only parameter updates with a
central server for aggregation, aligns synergisti-
cally with the distributed nature of IoT deploy-
ments [2], offering enhanced privacy protection
and reduced communication overhead. Despite
these advantages, the implementation of FL-
based IDS in IoT environments introduces new
vectors for adversarial attacks [4], with back-
door attacks representing a particularly insidi-
ous threat. These attacks can compromise the
integrity of the federated model while remain-
ing undetected during the training process, ul-
timately enabling malicious actors to bypass se-
curity mechanisms. The vulnerability of FL sys-
tems [1] to such attacks is exacerbated by the
heterogeneous nature of IoT data and the in-
herent trust assumptions in the federated ar-
chitecture. This research critically examines
the security implications of deploying FL-based
IDS in IoT ecosystems, with specific focus on
their susceptibility to backdoor attacks. We
investigate two distinct attack methodologies,
label flipping and Generative Adversarial Net-
works (GAN)-based attacks across various ex-
perimental scenarios utilizing the CIC-IDS2017
and UNSW-NB15 datasets. Our comprehensive



evaluation encompasses both binary and mul-
ticlass classification tasks under different data
distribution conditions, including Independent
and Identically Distributed (IID) data as well
as non-IID settings modeled using the Dirichlet
distribution to accurately reflect real-world op-
erational environments. Additionally, we com-
pare FL with centralized learning (CL) to assess
the security trade-offs and performance differ-
ences between these two approaches. The find-
ings from our experimental analysis reveal sig-
nificant vulnerabilities in FL-based IDS imple-
mentations when subjected to sophisticated ad-
versarial techniques, particularly GAN-based at-
tacks that can effectively manipulate the model’s
decision boundaries. These results underscore
the critical importance of developing robust de-
fense mechanisms specifically tailored to the
unique characteristics of FL in IoT environ-
ments. These results highlight the need for ro-
bust defenses in FL for [oT, stressing the impor-
tance of advanced protections against adversar-
ial manipulation.

2. Background

FL is a decentralized machine learning paradigm
designed to enable collaborative model training
without sharing raw data. In traditional FL se-
tups, clients train models locally on their pri-
vate datasets and periodically send updates to
a central server, which aggregates them to im-
prove a global model. However, in IoT environ-
ments, the FL structure differs significantly due
to the computational and energy constraints of
connected devices. Instead of participating di-
rectly, IoT devices rely on edge servers or gate-
ways to aggregate data and engage in the FL
process on their behalf.

While FL enhances privacy and scalability, it is
highly vulnerable to adversarial attacks, partic-
ularly poisoning attacks. These attacks fall into
two main categories:

e Data poisoning, where an adversary ma-
nipulates training data to degrade model
performance or induce specific misclassifi-
cations.

e Model poisoning, where attackers tamper
with model updates to compromise the in-
tegrity or effectiveness of the global model.

Poisoning attacks can be further classified as
targeted, where an attacker manipulates the

model to misclassify specific inputs (e.g., mak-
ing malicious traffic appear benign), or untar-
geted, which aim to degrade the overall perfor-
mance without enforcing a specific misclassifica-
tion pattern.

In adversarial attacks against cognitive network-
ing systems, a critical constraint is maintain-
ing the functional integrity of network packets
[3] while introducing perturbations that evade
detection. The attack modifications must be
subtle enough to bypass security mechanisms
while ensuring that network transmissions re-
main valid and operational. This balance be-
tween stealth and functionality makes such at-
tacks particularly challenging to detect and mit-
igate.

3. Methodology
3.1. Threat Model

The attacker’s goal is to compromise the global
model’s integrity by injecting malicious data,
which is misclassified as legitimate without sig-
nificantly affecting the model’s overall perfor-
mance. The attacker can manipulate the client’s
training data but does not have control over the
model parameters.

The study assumes that attackers gain control
over the clients, which are edge servers, not di-
rectly IoT devices. This scenario is plausible
as clients are exposed to potential threats and
are responsible for processing, aggregating, and
transmitting parameters. The attacker can con-
trol up to half of the clients in each training
round, as having more than half of the clients
compromised would render the system ineffec-
tive.

3.2. Proposed Method

Two specific attack strategies are implemented:
label flipping and GAN-based attacks. Label
flipping is a simple yet effective data poisoning
attack that involves altering the labels of mali-
cious data to benign, while leaving the feature
values unchanged. This attack is easy to exe-
cute, making it a serious threat. The second ap-
proach leverages a Wasserstein GAN (WGAN)
to generate adversarial samples. WGAN im-
proves training stability and avoids mode col-
lapse, enabling the generation of high-quality
adversarial samples that deceive the FL model.



The GAN-based attacks focus on modifying non-
functional packet features while preserving their
functional characteristics to maintain the at-
tack’s malicious nature. This ensures that the
adversarial packets retain their aggressive be-
havior, even if they bypass the IDS.

To evaluate model performance, we use several
metrics, including Accuracy, Precision, Recall,
and F1l-score, which address class imbalance is-
sues in intrusion detection. Additionally, we in-
troduce the Attack Success Rate (ASR), which
measures the effectiveness of the injected mali-
cious samples in evading the model’s detection.
These metrics provide a thorough evaluation of
the IDS’s ability to detect and resist adversarial
attacks in the context of FL systems.

4. Experimental Validation

4.1. Experimental Setup

We use two benchmark datasets, CIC-IDS2017
and UNSW-NB15, which offer diverse network
conditions and attack scenarios. The CIC-
IDS2017 dataset consists of 2,830,743 network
flow records with 79 features, while UNSW-
NB15 contains 2,540,043 instances with 49 fea-
tures. Both datasets exhibit significant class
imbalance, making them suitable for evaluating
IDS performance under challenging conditions.
Data preprocessing includes the removal of du-
plicates, imputation of missing values, and nor-
malization using Min-Max Scaling to ensure the
datasets are ready for machine learning models.
For categorical features, we apply Label Encod-
ing, and for multiclass classification, we group
attack labels following specific schemes for both
datasets. The final CIC-IDS2017 dataset in-
cludes 2,520,798 records, and the UNSW-NB15
dataset contains 2,059,413 records.

We explore multiple neural network architec-
tures, including MLP, DNN, CNN, and GRU.
After evaluating their performance, we select
a 1D Convolutional Neural Network (CNN) as
the optimal model due to its superior classi-
fication accuracy and computational efficiency.
The CNN architecture consists of two convolu-
tional blocks followed by fully connected layers
with dropout regularization to prevent overfit-
ting. The final layer accommodates both bi-
nary and multiclass classification, with sigmoid
and softmax activation functions, respectively.

All experiments are conducted using the Flower
Framework for FL, involving 20 clients, with
10 clients selected randomly for each training
round. To simulate real-world non-IID data dis-
tributions, we apply Dirichlet allocation with a
hyperparameter o = 1.

In our evaluation, we perform attacks in both
binary and multiclass settings. For the CIC-
IDS2017 dataset, we target the DOS class, while
for UNSW-NB15, we focus on the exploit class.
These classes are selected due to their preva-
lence and higher classification accuracy, mak-
ing them more challenging to evade. Our ex-
periments demonstrate the potential of FL to
improve IDS performance in IoT environments,
addressing current cybersecurity challenges ef-
fectively.

4.2. Comparison between FL and CL

Before deploying adversarial attacks, we com-
pare the performance of FL. and CL on two in-
trusion detection datasets: CIC-IDS2017 and
UNSW-NB15. The evaluation considers both bi-
nary and multiclass classification settings, mea-
suring accuracy, precision, recall, and F1-score.
For CIC-IDS2017, CL slightly outperforms FL
across all metrics, but the difference remains
minimal. In the binary classification scenario,
CL achieves an accuracy of 99.79%, while FL
reaches 98.62%, showing a negligible degrada-
tion. Precision follows a similar trend, with FL
at 95.77% compared to CL’s 99.38%. This mi-
nor difference is likely due to model aggregation
techniques and communication constraints but
does not significantly impact the model’s relia-
bility. The multiclass classification results rein-
force this trend, with FL. maintaining a strong
performance (98.50% vs. 99.76% for CL), con-
firming its viability in real-world applications.

For UNSW-NB15, the performance gap between
CL and FL is even smaller. In binary clas-
sification, FL achieves 99.15% accuracy com-
pared to CL’s 99.21%, demonstrating its abil-
ity to generalize effectively. Notably, FL sur-
passes CL in precision (93.42% vs. 91.91%),
suggesting a reduction in false positives due to
its distributed learning approach. While recall
is slightly lower for FL (88.72% vs. 91.78%),
leading to a marginally lower F1-score (91.01%
vs. 91.85%), the overall performance remains
highly competitive. The multiclass classification



results further support FL’s effectiveness, with
FL reaching 98.05% accuracy compared to CL’s
98.17%.

These findings highlight that FL provides a
strong alternative to CL, with only minor trade-
offs. The slight variations in precision and recall
are within acceptable limits, reinforcing FL’s
feasibility for IDS while maintaining privacy and
scalability benefits.

Binary MultiClass
CL FL CL FL

Accuracy | 99.79% | 98.62% | 99.76% | 98.50%
CIC - IDS2017 | Precision | 99.38% | 95.77% | 99.76% | 98.41%
Recall 99.59% | 97.30% | 99.76% | 98.50%
F1 - score | 99.48% | 96.53% | 99.75% | 98.45%
Accuracy | 99.21% | 99.15% | 98.17% | 98.05%
UNSW - NB15 | Precision | 91.91% | 93.42% | 98.15% | 97.73%
Recall 91.78% | 88.72% | 98.17% | 98.05%
F1 - score | 91.85% | 91.01% | 97.94% | 97.72%

Table 1: Comparison between CL and FL

4.3. Label Flipping Attack on CIC -
ID2017 dataset

We analyze the impact of a label flipping attack
on the CIC-IDS2017 dataset under two differ-
ent data distributions: IID and Dirichlet. The
attack is evaluated in both single-attacker and
multi-attacker scenarios, with the latter involv-
ing four adversaries.

Results show that when the attack is introduced
in the first communication round, the ASR ini-
tially spikes to 100% in the multi-attacker sce-
nario, demonstrating that the attack success-
fully injects mislabeled data. However, this ef-
fect rapidly diminishes as training progresses, in-
dicating that the backdoor does not persist. In
the single-attacker case, ASR reaches 57% under
IID and 56% under Dirichlet, but these values
decline over time. Since the model is still in the
early training stages, accuracy remains stable,
confirming that the attack’s influence is tempo-
rary.

When the attack is performed at round 10, a
sharp ASR increase is observed, reaching 100%
under IID and 82% under Dirichlet in the multi-
attacker scenario. However, the ASR quickly
declines, reinforcing the idea that the adversar-
ial effect does not persist beyond the immedi-
ate attack round. This attack timing also cor-
relates with a drop in accuracy of 17.5% under
IID and 14% under Dirichlet—indicating that

the attack behaves more like an untargeted dis-
ruption rather than a stealthy backdoor. In a
true backdoor attack, the model would main-
tain high accuracy while embedding adversarial
behavior, which does not occur in this case.
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Figure 1: Label Flipping Attack on CIC -
ID2017 dataset in Binary classification: Attack
at Round 1 and Round 10

A similar trend is observed in the multiclass clas-
sification setting, confirming that label flipping
does not establish a long-term backdoor. The
only notable difference is that, in the first-round
attack with a single attacker under Dirichlet, the
ASR briefly reaches 100%, but it still fails to per-
sist.
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Figure 2: Label Flipping Attack on CIC -
ID2017 dataset in Multiclass classification: At-
tack at Round 1 and Round 10

Additionally, ASR fluctuations in later rounds
are less pronounced in the multiclass setting,
likely due to the increased complexity of main-
taining a stable attack across multiple classes.
Overall, these findings confirm that label flip-
ping alone is insufficient to create a persistent



backdoor in FL-based IDS. While it can momen-
tarily succeed, the model’s natural aggregation
process mitigates its effects, making it ineffective
as a long-term adversarial strategy.

4.4. Label Flipping Attack on
UNSW-NB15 dataset

Our analysis of the label flipping attack on the
UNSW-NB15 dataset reveals similar trends to
those observed with the CIC-IDS2017 dataset.
When the attack is introduced in the first com-
munication round, an ASR of 100% is achiev-
able in scenarios with four attackers. However,
this high success rate rapidly declines in the fol-
lowing round, indicating that the backdoor does
not persist. Once the ASR drops to 0, a mi-
nor rebound to approximately 20% is observed
as training progresses. This slight increase sug-
gests that the model’s natural adaptation allows
for a minimal recovery in ASR over time, though
it remains insufficient to maintain a stable back-
door.

When the attack is executed at round 10, the
ASR reaches 78% in the IID configuration with
four attackers. However, this attack also results
in a drop in model accuracy from 99% to 96.1%,
a 2.9% decline. Such a reduction is significant
enough to make the attack easily detectable, un-
dermining its stealthiness. A successful back-
door attack would maintain high accuracy while
embedding adversarial behavior, which is not
the case here.
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Figure 3: Label Flipping Attack on UNSW-
NB15 dataset in Binary classification: Attack
at Round 1 and Round 10

Given that the attack fails to achieve long-term
persistence while simultaneously degrading ac-
curacy, it cannot be considered an effective ad-

versarial strategy. In the multiclass setting, the
attack initially reaches 100% ASR in all first-
round scenarios, but as with the binary case, the
effect is short-lived, with ASR dropping signifi-
cantly in subsequent rounds. When the attack
is performed at round 10, ASR fails to reach
high values, with the maximum recorded ASR
being 29.5% in the Dirichlet configuration with
four attackers. Similar to the binary setting, mi-
nor ASR fluctuations are observed in Dirichlet-
configured attacks, but no persistent backdoor
is established.

Overall, these findings confirm that label flip-
ping attacks fail to maintain a long-term ad-
versarial impact in the UNSW-NB15 dataset.
While the attack can momentarily achieve high
ASR, its inability to persist combined with no-
ticeable accuracy degradation renders it ineffec-
tive for sustained adversarial manipulation in

FL-based IDS.

Figure 4: Label Flipping Attack on UNSW-
NB15 dataset in Multiclass classification: At-
tack at Round 1 and Round 10

4.5. GAN Attack on CIC - ID2017
dataset

Our GAN-based attack demonstrates strong ef-
fectiveness when launched during the first train-
ing round, achieving an ASR between 89% and
100% across all configurations. While a tem-
porary decline in ASR is observed immediately
after the first round, most notably in the Dirich-
let multiclass scenario, where it drops to 9%, the
attack consistently recovers and stabilizes above
99% by round 10. The Dirichlet-based config-
urations exhibit superior backdoor persistence
compared to their IID counterparts, likely due to
the inherent heterogeneity of the non-IID data
distribution, which facilitates the propagation



of adversarial patterns across clients. This re-
covery occurs without significantly affecting the
model’s overall accuracy, which remains above
97%.

When the attack is introduced at round 10,
the ASR spikes to nearly 100% and maintains
high effectiveness across all configurations. The
model accuracy remains stable at approximately
97.5%, indicating that the backdoor is success-
fully implanted while preserving the legitimate
classification capabilities of the model.

Overall, the GAN attack shows significant po-
tential in establishing a persistent backdoor,
with minimal impact on the model’s accuracy.
The ability of the attack to recover and main-
tain a high ASR, particularly in Dirichlet con-
figurations, highlights the attack’s resilience and
effectiveness in the context of FL-based IDS.
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Figure 5: GAN Attack on CIC - ID2017 dataset:
Attack at Round 1 and Round 10

4.6. GAN Attack on UNSW - NB15
dataset

The GAN-based attack demonstrates weaker
persistence in certain cases when applied to the
UNSW-NBI15 dataset. In the first-round attack,
an initial peak in ASR of 100% is observed in
the multiclass settings. In the Dirichlet con-
figuration, the ASR remains stable over time,
while in the IID-multiclass configuration, the
ASR slightly decreases at first but eventually
reaches 100% as training progresses. In con-
trast, the binary configuration yields a lower
ASR, with values of 77.5% for Dirichlet and 67%
for IID at the attack round.

Notably, compared to CIC-IDS2017, binary
classification scenarios in UNSW-NB15 show
lower ASR stabilization, reaching 90% and 61%
for Dirichlet and IID configurations, respec-

tively. This suggests that binary classification
in UNSW-NB15 is more resilient to GAN-based
attacks. Despite these variations in ASR, the
overall model accuracy remains unaffected, sta-
bilizing around 97.5%.

For attacks introduced at round 10, the results
are particularly striking. All configurations in
the multiclass setting achieve and maintain an
ASR of 100%, while in the binary scenario, ASR
stabilizes at 52% and 84% for IID and Dirich-
let configurations, respectively, lower than the
values observed in the CIC-IDS2017 case. Cru-
cially, the model’s accuracy remains virtually
unchanged, demonstrating the attack’s ability
to remain stealthy while achieving high success
rates without significantly affecting model per-
formance.

Overall, the GAN-based attack on UNSW-NB15
shows strong initial success but slightly weaker
persistence in binary classification settings com-
pared to CIC-IDS2017. The attack remains ef-
fective in the multiclass configuration, maintain-
ing high ASR while preserving model accuracy,
highlighting its potential for stealthy and effec-
tive backdoor implantation in FL-based IDS.
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Figure 6: GAN Attack on UNSW - NBI15
dataset: Attack at Round 1 and Round 10

5. Discussion

Our study highlights the heightened vulnerabil-
ity of FL systems to GAN-based data poison-
ing attacks, particularly in non-IID data dis-
tributions that closely resemble real-world de-
ployments. In a multiclass setting, targeting the
most frequent malicious class exposes a systemic
weakness, making it easier to evade detection
across less-represented classes, which are inher-
ently harder to classify. This exacerbates the



challenge of securing FL-based IDS against ad-
versarial threats.

Non-IID configurations further amplify the sys-
tem’s susceptibility to attacks, given the natural
heterogeneity of client data in practical FL im-
plementations. Even with a single attacker, the
model remains highly vulnerable, underscoring
the urgent need for defense mechanisms tailored
to non-1ID environments. Our findings reinforce
the importance of robust security protocols, in-
cluding anomaly detection, data integrity ver-
ification, and adversarial training, to mitigate
these risks and ensure the reliability of FL-based
IDS solutions.

Conversely, label-flipping attacks proved ineffec-
tive due to their simplicity and lack of stealth.
While FL holds great promise for IoT security,
addressing its adversarial weaknesses through
proactive research and security strategies is im-
perative.

6. Conclusions

This study analyzed the impact of data poi-
soning attacks in FL-based IDS, considering
both IID and non-IID scenarios across multi-
class and binary classification tasks. Our re-
sults confirm that GAN-based attacks pose a sig-
nificant threat, maintaining their effectiveness
across multiple training rounds and embedding
backdoors with minimal impact on model ac-
curacy. In contrast, label-flipping attacks dis-
rupted model performance rather than achieving
a covert compromise.

A key aspect of our approach was maintaining
domain-specific constraints and functional re-
quirements typical of IDS while executing the
attacks. This ensured that our findings are ap-
plicable to real-world scenarios where such con-
straints shape the design and operation of se-
curity systems. By respecting these constraints,
we demonstrated that adversarial attacks can ef-
fectively compromise FL-based IDS without vi-
olating practical deployment conditions.

Future research should extend beyond data
poisoning to explore model poisoning attacks,
which could achieve higher backdoor accuracy
with fewer malicious samples. Additionally, in-
tegrating online learning could offer deeper in-
sights into how real-time data streams influence
poisoning effectiveness. Given that IDS operate
on continuous data rather than static datasets,

future studies should prioritize dynamic environ-
ments to assess attack persistence and stealth.
Furthermore, understanding the interplay be-
tween poisoning strategies and adaptive secu-
rity measures will be crucial for developing re-
silient FL-based IDS. Advanced defense tech-
niques, such as secure aggregation, robust client
selection, and anomaly detection at the model
update level, should be explored to counteract
emerging adversarial threats. By continuously
refining FL’s security framework, researchers
and practitioners can enhance its reliability in
real-world IoT applications while minimizing the
risks posed by adversarial manipulation.
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