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Abstract

Graph-based representations are powerful tools to model complex information systems
with numerous interconnected data points. This makes them particularly suitable for
legislative and legal systems, which are designed to be highly structured and interde-
pendent. Despite the availability of the Swiss legislative corpus in digital format, no
system currently exists that integrates the underlying structural relationships with ex-
tensive metadata and direct access to texts. Furthermore, Swiss legal documents are
distributed across multiple formats, limiting their accessibility for granular and in-depth
analysis.

The thesis presents the construction of a graph database designed to store, explore, and
analyze the Swiss legislative system. A series of processing pipelines has been developed to
parse, reformat, and restructure official documents, available primarily in PDF and XML
formats, into an integrated graph model. The database is implemented using Neo4j, and
the document extraction pipelines employ various Python libraries.

The resulting system is a fully queryable graph database where laws, articles, and an-
nexes are represented as interconnected nodes, references are modeled as directed edges,
and multilingual article texts are stored as node properties. Building on this structure,
network analysis techniques such as centrality measures and community detection have
been applied to reveal structural features of the legislative network. In addition, sta-
tistical comparisons of a shared set of acts across the three official languages have been
performed, revealing notable morphological and syntactical differences.

This work demonstrates how graph-based databases can effectively model legislative sys-
tems, providing a versatile platform to support both functional exploration and research.

Keywords: Graph Database, Network Analysis, Swiss Legislation, Legal Information
System, Linguistic Analysis
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Abstract in lingua italiana

I grafi sono strumenti potenti per modellare sistemi informativi complessi e con numerosi
dati interconnessi. Ciò li rende particolarmente adatti all’ambito legislativo e giuridico,
che per sua natura è altamente strutturato e interdipendente. Nonostante il corpus leg-
islativo svizzero sia disponibile in formato digitale, attualmente non esiste un sistema che
integri le relazioni strutturali sottostanti con un ampio archivio di metadati e l’accesso
diretto ai testi. Inoltre, i documenti legali svizzeri sono distribuiti in diversi formati,
limitandone l’accessibilità per analisi approfondite e dettagliate.

Questa tesi presenta la costruzione di un database a grafo progettato per archiviare, es-
plorare e analizzare il sistema legislativo svizzero. Sono state sviluppate una serie di
pipeline per esaminare, riformattare e ristrutturare i documenti ufficiali, disponibili prin-
cipalmente in formato PDF ed XML, ed integrarli in un modello a grafo. Il database
è stato implementato usando Neo4j e la pipeline di estrazione dei documenti si serve di
varie librerie Python.

Il sistema risultante è un database a grafo completamente interrogabile, in cui leggi,
articoli e allegati sono rappresentati come nodi interconnessi, i riferimenti sono modellati
come archi diretti, e i testi sono memorizzati in più lingue come proprietà dei nodi. Su
questa struttura, sono state applicate tecnologie di analisi di rete, come le misure di
centralità e il rilevamento di comunità, per rivelare caratteristiche strutturali della rete
legislativa. In aggiunta, sono state condottte comparazioni statistiche delle tre lingue
ufficiali a partire dallo stesso insieme di atti, mettendo in evidenza notevoli differenze
sintattiche e morfologiche.

Questo lavoro dimostra che i database basati su grafo possono modellare efficacemente i
sistemi legislativi, offrendo una piattaforma versatile che supporti sia l’esplorazione fun-
zionale sia la ricerca.

Parole chiave: Database a Grafo, Analisi di Reti, Legislazione Svizzera, Sistema Infor-
mativo Legale, Analisi Linguistica
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Introduction

A Graph-Based Approach to Legal Analysis

Legal systems are complex networks of interdependent documents, organized according to
a precise hierarchy and with rigorous methods of storage and classification. An increasing
number of nations are providing digital access to their legislative corpora through web-
sites or digital archives. These are important steps toward making the political systems
that govern and regulate our societies more transparent. However, the tools currently
available do not offer a holistic view that simplifies the analysis and exploration of the
legislative system by leveraging its interconnections. When dealing with a system as vast
as legislation, both in its scope of topics and its level of detail, the ability to navigate it
more easily is crucial.

One of the most interesting cases is that of Switzerland, as the Swiss government has
worked to provide a range of tools for accessing its public administration. Among these is
Fedlex [29], the online platform of the Federal Chancellery where Swiss laws are published
in digital format. The content of these laws is accessible via a webpage, while their
metadata can be extracted from a SPARQL endpoint [30]. These are valuable resources,
yet they are limited by not offering a unified interface that allows for the direct querying
of the network of relationships between laws.

Research Objectives and Contributions

To address this gap, this thesis proposes the unification of this available data into a graph
database to model and query the Swiss legislative corpus, integrating its hierarchical
and multilingual structure. This system includes all legislative texts with their respective
metadata, from publication dates to document types, and all the interconnections between
them, which are built from the set of citations. This structure enables the searching,
exploration, and analysis of the entire body of Swiss law as a graph, using established
algorithms and metrics. Furthermore, the integration of the three official languages allows
for an in-depth linguistic analysis of morphological and syntactic differences based on a
shared set of legal texts.
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The main contributions of this work are:

• A robust and reliable methodology for extracting and processing data from multiple
official sources, including PDF, XML, and SPARQL endpoints.

• The design and implementation of a comprehensive graph database of the Swiss
legislative corpus, integrating metadata, multilingual texts, and their relational net-
work.

• The enrichment of the database with semantic information, such as topics and key-
words, generated using transformer-based models.

• The application of network analysis to reveal the structural hierarchy of Swiss law
and identify its thematic communities and most influential legal acts.

The underlying idea of the graph is to represent laws, articles, and annexes as nodes,
while utilizing citations between them to create directed edges. Key information, such as
the full text of articles and all relevant metadata, is stored as node properties, allowing
the entire legislative system to be explored as a rich, queryable graph. A robust and
reliable pipeline was developed for this model, designed to extract and process documents
from official sources, transforming data from PDF and XML formats, and metadata from
CSV files, into graph components. The pipeline has not yet been fully automated, and
the latest complete run was carried out as of June 20, 2025. Nevertheless, the system
is designed to be easily updated by integrating newly published laws with the existing
database.
Additionally, a series of classifications were performed using transformer-based models
to enrich the properties of the law nodes with information generated from their content,
thereby obtaining keywords and topics to be used as search filters.

Background

This is not the first effort in the field of legal information systems [16, 27], but to the best
of our knowledge, none of these efforts have been dedicated to the Swiss Legislation.
This implementation draws inspiration from a similar successful project that constructed
a graph database of the Italian legislative corpus [6–8]. This thesis aims to extend the
work done on Italian law to the Swiss system, which presents clear similarities but also
several structural differences. In the hope of demonstrating the model’s generalizability,
the Swiss graph shares only its schema with the previous work, ensuring compatibility for
comparative purposes and proving the effectiveness of this approach.
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Outline

The thesis begins with an introduction to the Swiss legislative system, explaining its
governmental structure and the functions of each component, before moving on to the
hierarchical structure of its laws and their relationships.

The second chapter explains the complete functionality of the pipeline that transforms
raw data into graph components, detailing the extraction algorithms and explaining how
generative models were used.

Finally, the third chapter demonstrates the use of the graph database for various types of
analysis, such as the calculation of centrality metrics and a linguistic comparison of the
texts.
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1| Swiss Federal Legislation

System

The Swiss Legislative System is characterized by a complex but effective interaction be-
tween federalism and direct democracy. This combination guarantees a high degree of
political and social stability. Switzerland has embraced its linguistic and regional diver-
sities by adopting federalism in 1848, allowing its cantons to preserve their voices and
interests. This approach ensures a balance between local and national powers by allowing
each different canton to maintain a degree of autonomy [33].

1.1. Overview of the Swiss Legislative System

The Swiss political system is based on a clear separation of legislative, executive, and
judiciary power, distributed between the Confederation, Cantons, and Municipalities [34].

Legislative Power The Federal Assembly is a bicameral parliament that consists of
two chambers: the National Council and the Council of States [1]. The National Council
represents the people and it consists of 200 members elected by popular vote for a four-
year term, with each canton sending a different number of representatives depending on
its size. The Council of States represents the cantons and it comprises 46 members, two
for each canton (except half-cantons that only elect one). The Federal Assembly holds
the legislative power, and this structure ensures that both the demographic majority and
cantonal sovereignty are taken into account in the federal decision-making process.

Executive Power It is held by the Federal Council, which consists of seven members
elected by the Federal Assembly [38]. The result is a government of seven people where
at least four parties express one of the members, ensuring remarkable stability. The
Federal Council is responsible for executing laws and making legislative proposals. The
President of the Confederation is chosen by the Federal Assembly among the members of
the government for a one-year term and performs representative duties.
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Judiciary Power The Federal Supreme Court is the supreme court of the Swiss Confed-
eration and the head of the judiciary system. Its main function is to ensure compliance
and enforcement of federal law, making sure that Cantons do not exceed the limits of
autonomy set by law.

1.2. Hierarchy of the Sources of Law

The hierarchy of sources of law in Switzerland is a key element in understanding how the
federal legislative system functions. It establishes the order of precedence among different
sources and norms, ensuring order and consistency of law. Table 1.1 presents a summary,
and the following paragraphs go into more detail on the legislative hierarchy [39].

Level Legal Type Issuing Body Relevant Notes

1 Federal Constitution People and Cantons Supreme norm; requires double
majority for amendments.

2 International Law International treaties Generally takes precedence over
domestic law.

3 Federal Laws Federal Assembly
(Parliament)

Give effect to the Constitution;
subject to optional referendum.

4 Federal Ordinances Federal Council (mostly),
Federal Assembly, Courts

Implement and complement federal
laws.

5 Cantonal
Constitutions

Cantonal People Require federal guarantee;
subordinate to federal law.

6 Cantonal Laws Cantonal Parliaments Regulate matters within cantonal
jurisdiction; subordinate to federal
law.

7 Cantonal Ordinances Cantonal Governments,
other cantonal bodies

Implement and complement
cantonal laws.

8 Municipal Law Municipal Assemblies,
Municipal Executives

Regulations and ordinances at the
local level.

Table 1.1: Summary Table of the Hierarchy of the Sources of Swiss Law.

The Federal Constitution At the top of the hierarchy of sources is the Federal Consti-
tution of the Swiss Confederation. It is the supreme norm that establishes the fundamental
principles of the legal system, the rights and duties of citizens, the organization of the
state, and the division of powers between the Confederation and the cantons. The con-
stitution is regularly revised through instruments of direct democracy that must obtain
favourable votes from both a majority of cantons and a majority of voters nationwide.
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All constitutional provisions containing rules of law must be implemented and enacted in
the form of a federal law.

International Law The relationship between international law and domestic law is
governed by specific principles. The Federal Constitution requires the federal Government
to respect international law, which enjoys primacy over domestic law. However, although
international obligations are taken seriously, national sovereignty retains a final degree of
control.

Federal Law It ranks below the Federal Constitution in the hierarchy of norms, and
its role is to concretize and detail the general provisions contained in the Constitution.
They are normative acts enacted by the Parliament and can be submitted to an optional
referendum upon the request of fifty thousand voters or eight cantons. This mechanism
grants democratic legitimacy to federal laws, as the people have the final say on their
enactment.

Ordinances They constitute the lower level of the hierarchy of federal sources, sub-
ordinate to both the Constitution and federal laws. Their main function is to execute
the provisions contained in the federal laws. Most ordinances are enacted by the Federal
Council; however, the Federal Assembly and the Tribunals may also enact ordinances.
Unlike federal laws, ordinances are not subject to referendum, which provides speed and
flexibility to the executive system.

Canton Constitutions and Laws The cantons enjoy broad autonomy and have their
cantonal constitutions, which regulate their internal political system. These constitutions
must be approved by the Federal Assembly based on their conformity with federal law
and international law.

The division of powers between the federal government and the cantons follows the prin-
ciple of subsidiarity, which states that the level of government closest to the people should
make decisions, unless action is needed at a higher level. Accordingly, the federal gov-
ernment is only responsible for tasks that exceed the capacity of the cantons or require
uniform regulation at the national level.

Municipal Law The municipality is the smallest political and administrative unit in
Switzerland. Municipalities carry out tasks delegated to them by the cantons and enjoy
autonomous powers in some areas, such as education and infrastructure.
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This research focuses on the first four levels shown in Table 1.1, which correspond to all
the federal legislation.

1.3. Law Publication: The Official and Systematic

Compilations

Accessibility and transparency of the body of law are fundamental to the functioning
of direct democracy and Swiss federalism. Federal law is published and made available
through various official collections and digital platforms. The law publication is handled
by the Federal Chancellery, which manages the online platform Fedlex, where the legal
acts are officially published [12].
There are two official collections with different objectives: the Systematic Compilation
of Federal Legislation (RS) and the Official Compilation of Federal Legislation (RU) [5].
Both legislations only contain federal laws, which correspond to the first four levels of
Table 1.1.

The Systematic Compilation (RS) This compilation includes constitutions (federal
and cantonal), all Swiss federal laws, ordinances, and international and intercantonal
treaties that are in force. It organizes legislation by topic, such as civil law, finance,
or health, and provides an intuitive representation of the law at a given point in time,
making it easy to determine the current legal texts governing each domain. Each act
of law is assigned a unique number, arranged in groups of digits separated by a dot, to
identify it (e.g., RS 951.31). The more specific the act, the longer its RS number. The
assignment of these numbers is reserved exclusively for foundational legal texts, referred to
as "Basic Acts". Any following amendment is incorporated directly into the consolidated
text, which is updated accordingly. However, this compilation has no legal value, a status
reserved exclusively for the Official Compilation.

The Official Compilation (RU) Serving as Switzerland’s official federal gazette, this
publication contains all federal laws and ordinances in their binding form. It is issued in
the three official languages of Switzerland: German, French, and Italian, which are all
equally valid. The naming of the documents follows a fixed scheme: the RU code, the year
of publication, and the page number (e.g., RU 2006 5379). Differently from the RS, each
document has an identification code, regardless of whether it is a basic document or a
repealing one. Only the documents from the RU have legal value since they are collected
and stored in their original and official form.
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2| Building a Graph Database of

the Swiss Legislative Corpus

This chapter presents the complete pipeline in detail, designed to extract official sources
of Swiss Law and transform them into the components of a graph database.

The Swiss Federal Chancellery manages a platform for publishing federal law [29] in
various digital formats, which are publicly accessible. Using this resource, it was possible
to create an initial set of legal documents to serve as a starting point for developing a
comprehensive database.

The chapter is divided into sections corresponding to the different steps needed to con-
struct the database. Each section provides detailed information about the methods and
tools employed to achieve the desired results. Figure 2.1 presents an overview of the whole
pipeline.

The four main stages of the process are:

1. Data Acquisition: retrieve law documents and metadata from official publicly
available sources.

2. Information Extraction: extract data from the acquired sources and transform
the documents into a uniform and structured format.

3. Information Enrichment: use transformer-based models to generate high-level
information from the available data.

4. Database Modeling and Loading: design the model of the graph database, build
and populate it.
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2.1. Data Acquisition

This section explains the process of acquiring the legal resources that make up the
database. Firstly, the official sources from which data can be extracted are introduced,
and then the process of retrieving and storing all files in their respective formats is de-
scribed, together with the tools employed.

2.1.1. Data Sources

The data source used to retrieve the necessary information about Swiss Laws is the Fedlex
platform, which is part of the Linked Data Services LINDAS [31]: a technology that allows
public administrations to publish their data in the form of knowledge graphs.
As explained in Section 1.3, the Fedlex platform, managed by the Federal Chancellery,
contains the two official collections of legal acts: The Systematic Compilation (RS) and
the Official Compilation (RU).

Official Source Only the Official Compilation has legal value because it contains every
published act in its original form. For this reason, the RU is very extensive and complex to
navigate, which is nevertheless critical to retrieve specific information about any particular
act. On the other hand, the Systematic Compilation offers only the collection of laws
currently in force, acting as a synthesis of the RU. The only relevant acts to add to the
database are those of the RU, since they constitute the fundamental legal framework of
the Swiss Federation. Therefore, the following sections will focus only on the extraction
of the RU documents.

However, most references present in the text of the RU acts contain references pointing
to documents of the Systematic Compilation (RS), in the form of RS identifiers. This
choice depends on the fact that RS documents represent the most consolidated version
of the specific legislation they cite, since they update the basic act with all amendments
published over time. This presents a challenge in the extraction process because to catalog
all the citations, it is necessary to store the RS acts being cited.
Nevertheless, knowing how the Systematic Compilation works, citing an RS document
is formally equivalent to citing its basic act, which is stored in the Official Compilation.
Therefore, it is sufficient to obtain a resource that maps each RS document to its corre-
sponding basic act in the RU. This mapping would enable the replacement of referenced
RS identifiers with the RU identifiers of their corresponding basic acts, guaranteeing con-
sistency with the database structure and requirements.



12 2| Building a Graph Database of the Swiss Legislative Corpus

Documents Availability The last crucial clarification to make is that on the Fedlex
platform, only laws after 1998 are available in digital format, which limits the scope of the
database to that date. From 1998 to 2022, the only available format was PDF, but since
2022, every act is also available in XML, a format that greatly simplifies the extraction
process. Figure 2.2 summarises and visualises these distinctions.

All Swiss Laws
(since 1848)

Swiss Laws in
PDF format
(since 1998)

Swiss Laws in
XML format
(since 2022)

Figure 2.2: Venn Diagram Categorizing Laws by Available Formats.

2.1.2. The SPARQL Query for metadata

The Fedlex Platform has set up a SPARQL interface [30] to query the JOLux Data
Model [32], an ontology which has been designed to describe legislative texts and their
relationships. In order to do this, it adapts the FRBR model across four distinct levels:
ComplexWork, Work, Expression, and Manifestation. The ComplexWork level provides
an abstract representation, linking a basic act with its various consolidated versions. The
Work level represents a documentary resource independent of language or format, encom-
passing general legal resources such as acts, consolidations, and treaties. The Expression
level captures the linguistic versions of a legal resource, crucial for Switzerland, where
legislation is systematically published in multiple languages. Finally, the Manifestation
level represents the concrete published formats of an expression, including various digital
formats like HTML, XML, PDF for text, and RDF for metadata. Using a SPARQL query
[37], it is possible to retrieve all this layered information as a CSV, JSON, or HTML file.
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The Query Structure

The first query retrieves the top-level metadata for all acts contained in the Official
Compilation (RU). Below is a simplified and commented SPARQL query that illustrates
how this information is obtained for a given act:

PREFIX jolux: <http://data.legilux.public.lu/resource/ontology/jolux#>

PREFIX skos: <http://www.w3.org/2004/02/skos/core#>

PREFIX dcterms: <http://purl.org/dc/terms/>

The query begins by declaring namespace prefixes. These are shorthand aliases for long
Uniform Resource Identifiers (URIs) that define the ontologies used in the knowledge
graph. This practice makes the query more readable and concise.

SELECT

?title_it

?publicationDate

?decisionDate

?entryintoforce

?fileUrl_it_pdf

?fileUrl_it_xml

?typeDoc_it

?ruLabel

The SELECT clause defines the variables that the query should return: Italian title, key
dates, URLs, document type, and the label identifier.

WHERE {

BIND(<https://fedlex.data.admin.ch/eli/oc/YYYY/NNNN> AS ?act)

The given act is bound to the variable ?act. This is the entry point of the query where
the legal act is identified by its URI.

?act jolux:isRealizedBy ?expression_it .

?expression_it jolux:language <[...]/language/ITA> .
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?expression_it jolux:title ?title_it .

This part finds the Italian-language version of the act by selecting the appropriate ex-
pression linked via jolux:isRealizedBy and filtering by language. Once the Italian
expression is identified, its official title can be retrieved.

?expression_it jolux:isEmbodiedBy ?manifestation_it_pdf .

?manifestation_it_pdf jolux:format <[...]/file-type/PDF> .

?manifestation_it_pdf jolux:isExemplifiedBy ?fileUrl_it_pdf .

?expression_it jolux:isEmbodiedBy ?manifestation_it_xml .

?manifestation_it_xml jolux:format <[...]/file-type/XML> .

?manifestation_it_xml jolux:isExemplifiedBy ?fileUrl_it_xml .

The Italian expression is embodied in different file formats (Manifestations), such as PDF
and XML. These blocks retrieve the direct links to the official document files.

?expression_it dcterms:identifier ?ruLabel_typed .

FILTER(datatype(?ruLabel_typed) = <[...]/act-reference>)

BIND(STR(?ruLabel_typed) AS ?ruLabel)

Each act in the RU has a reference label which is stored with a specific data type using
dcterms:identifier. For older acts, this same value is stored in jolux:historicalLegalId.

?act jolux:publicationDate ?publicationDate .

?act jolux:dateDocument ?decisionDate .

?act jolux:dateEntryInForce ?entryintoforce .

?act jolux:typeDocument ?typeDocURI .

?typeDocURI skos:prefLabel ?typeDoc_it .

FILTER(lang(?typeDoc_it) = 'it')

The first three statements retrieve the relevant dates. The last three fetch the document
type and check that the label’s language matches the document expression.
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The Query Result

If, instead of specifying a single act, the search is extended to all laws and languages, a
CSV table with the first layer of metadata can finally be obtained. Table 2.3 is a sample
of the CSV table with a few of the retrieved results; Table 2.2 lists and describes all
extracted fields.

Field Name Description

act_uri The unique and persistent URI (Uniform Resource Identifier) for the legislative act.

Id_it The identifier from the Italian Official Compilation (Raccolta Ufficiale). Example: RU 2025
296.

Id_fr The identifier from the French Official Compilation (Recueil Officiel). Example: RO 2025
296.

Id_de The identifier from the German Official Compilation (Amtliche Sammlung). Example: AS
2025 296.

publicationDate The date of the act’s official publication in the Federal Gazette.

decisionDate The date on which the act was officially passed or decided upon by the relevant authority.

entryintoforceDate The date the act became legally effective.

nolongerinforceDate The date the act was repealed or otherwise ceased to be in force. This field is empty for
in-force legislation.

dateEndApplicability The last date on which the act consolidated law is legally applicable or in force.

inForce The current legal status of the act: true if In force, false if Abrogated.

title_it The full, official title of the act in Italian.

title_fr The full, official title of the act in French.

title_de The full, official title of the act in German.

typeDoc_it The official classification of the document type in Italian (e.g., ‘Decreto federale‘, ‘Trattato
internazionale‘).

typeDoc_fr The official classification of the document type in French (e.g., ‘Arrêté fédéral‘, ‘Traité inter-
national‘).

typeDoc_de The official classification of the document type in German (e.g., ‘Bundesbeschluss‘, ‘Interna-
tionaler Rechtstext‘).

fileUrl_it_pdf The direct download URL for the act’s official PDF version in Italian.

fileUrl_it_xml The direct download URL for the act’s official XML version in Italian.

fileUrl_fr_pdf The direct download URL for the act’s official PDF version in French.

fileUrl_fr_xml The direct download URL for the act’s official XML version in French.

fileUrl_de_pdf The direct download URL for the act’s official PDF version in German.

fileUrl_de_xml The direct download URL for the act’s official XML version in German.

Table 2.2: Data Dictionary for the Fields in the CSV Table Resulting from the Complete
SPARQL Query.



RU Label Publication PDF File URL Title (Italian) Document Type (Italian)

RU 2025 296 2025-05-12 .../296-it-pdf-a.pdf Trattato del 17 maggio 2024 fra la Confeder-
azione Svizzera e la Repubblica d’Austria sul
miglioramento della protezione...

Trattato internazionale bilaterale

RU 2025 298 2025-05-12 .../298-it-pdf-a.pdf Regolamento della Corte europea dei diritti
dell’uomo

Trattato internazionale multilaterale

RU 2025 270 2025-05-01 .../270-it-pdf-a.pdf Codice delle obbligazioni (Difetti di
costruzione)

Legge federale (trattati)

RU 2025 251 2025-04-17 .../249-it-pdf-a.pdf Ordinanza concernente le aliquote di dazio
preferenziali a favore dei Paesi in sviluppo
(Ordinanza sulle preferenze tariffali)

Ordinanza del Consiglio federale

RU 2025 196 2025-03-27 .../196-it-pdf-a.pdf Legge federale concernente le misure di
sgravio finanziario e amministrativo applica-
bili dal 2025

Legge federale

... ... ... ... ...

Table 2.3: A Reduced Sample of the CSV Table Containing all the Laws Metadata.
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2.1.3. The SPARQL Query for Collections Mapping

The purpose of this second query is to obtain a mapping from RS document identifiers
to the RU identifier of their corresponding basic act. The complete reasoning behind the
need for this mapping is detailed in Section 2.1.1.

The Query Structure

Below is a simplified and commented SPARQL query that illustrates how this information
is retrieved for a given act:

SELECT ?rsIdentifier ?ruIdentifier

WHERE {

BIND(<https://fedlex.data.admin.ch/eli/cc/YYYY/NNNN> AS ?rsURI)

?rsURI rdf:type jolux:ConsolidationAbstract .

The SELECT clause defines the variables the query should return: the identifiers of the RS
and RU acts. The WHERE clause starts by binding an example URI of an RS law to the
variable ?rsURI.

?rsURI jolux:classifiedByTaxonomyEntry ?taxonomyConcept .

?taxonomyConcept skos:notation ?rsIdentifier .

?rsURI jolux:basicAct ?basicActURI .

This block retrieves the identifier for the RS law and its basic act. The ?rsURI is linked
to a concept in the legal classification system (?taxonomyConcept) via
jolux:classifiedByTaxonomyEntry. The actual identifier number is stored as a
skos:notation on this concept. The query links the RS law (?rsURI) to its original basic
act (?basicActURI) using the jolux:basicAct property.

?basicActURI jolux:isRealizedBy ?expression_it .

?expression_it jolux:language <http://[...]/language/ITA> .

?expression_it dcterms:identifier ?ruIdentifier .

First, it finds the Italian language version (jolux:Expression) of the basic act. This
is done by linking ?basicActURI via jolux:isRealizedBy to its expressions and then
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filtering for the Italian language. Finally, the RU identifier is retrieved from the Italian
expression through dcterms:identifier, where it is stored.

The Query Result

Running the generalized case of the query on the SPARQL endpoint returns a JSON file
with a direct relationship between each act RS identifier and the RU identifier of its basic
act. The following is a small sample of the JSON file:

{

"RS 0.101": "RU 1974 2151",

"RS 0.101.02": "RU 1974 2175",

"RS 0.101.06": "RU 1987 1807",

"RS 0.101.07": "RU 1988 1598",

"RS 0.101.08": "RU 1989 2371",

//...

}

2.1.4. Downloading Documents

The PDF and XML documents can be downloaded using a Python script that generates
an HTML request for each of the URLs present in the CSV table. The code organizes
the downloaded files in a tree of folders: firstly by file type (PDF or XML), then by
language, then by typeDoc, and then renames the files according to their RU label for
better readability.

Now, all the necessary data is available for further extraction.
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2.2. Information Extraction

This section explains how to extract articles and references from the downloaded files
using two pipelines, one for each file format. To give more context, the first part of the
section explains the structure of a document with example images. Then it proceeds to
explain in detail the pipeline for deconstructing and reformatting an XML file. Then the
corresponding pipeline for the PDF format. The whole process is illustrated in Figure 2.3.

The XML format is designed using machine-readable tags to separate content; for this
reason is easier to process. On the other hand, the PDF format is a format conceived
only for visual consumption, and it is less suited for content extraction. Since documents
published after 2022 are available in both formats, the last part of this section is devoted
to comparing the outcome of both pipelines on the same laws, to establish if the PDF
pipeline is as good as the XML pipeline at extracting content.

All the examples show only the Italian version for brevity, but the same results have been
achieved for the corresponding French and German versions of the documents by applying
the same process.

PDF
Documents
(Since 1998)

XML
Documents
(Since 2022)

XML
Pipeline
Fig. 2.8

Final
JSON Files

PDF
Pipeline
Fig 2.9

Final
JSON Files

Results
Comparison

Figure 2.3: A Diagram of the Complete Process of Information Extraction.

2.2.1. Law Document Structure

Before delving into the technical steps, it is necessary to explain how a law published by
the Swiss Legislation is structured. The example uses the Italian version of the documents,
but the layout is the same in the French and German versions.

Title and preamble As shown in Figure 2.4, the top of the page contains the logo of
the Swiss Confederation along with some technical information. This is followed by the
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title in bold and the date of the law’s formulation. The word Modifica appears if the
law is not a basic act. Finally, the preamble identifies the proponent authority of the law,
provides justificatory text, and introduces the legislation.

Figure 2.4: Example of the Top Portion of a Swiss Law.

Figure 2.5: Example of the Body of a Swiss Law of the Basic Type.

Body The main content of the law is organized depending on whether it is a basic act or
an amendment to a previous law. In the first case, if it is a basic act, the text is structured
in numbered articles labeled Art., sometimes with specific titles and occasionally grouped
into larger sections or chapters. This structure is illustrated in Figure 2.5.
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In contrast, an amending act is organized into multiple levels labeled with Roman nu-
merals. Each level refers to a different law being amended, and within each level, the
revised text is arranged in articles, mirroring the structure of the original law, as shown
in Figure 2.6.

Figure 2.6: Example of the Body of a Swiss Law of the Amending Type.

References When a law is referenced, a footnote marker is added in the text. At the
bottom of the page, footnotes indicate the law by its identifier. The identifier can begin
with RU (Official Compilation), RS (Systematic Compilation), or FF (Federal Gazette).
Figure 2.7 shows an example.

Figure 2.7: Example of Footnotes Referencing Laws by their Identifiers.
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2.2.2. Deconstructing an XML File

This section focuses on the process of deconstructing an XML file into the components
mentioned above, to obtain a data structure that contains the title, the law identifier, the
list of articles or levels, and the list of references. This intermediate format is designed
to be standardized and machine-readable to regularize the source’s data and to decouple
the extraction and the loading phases.

The Akoma Ntoso Namespace

An XML file is a plain text that uses Extensible Markup Language (XML) to structure
data in a hierarchical, machine-readable format through a system of nested tags. These
tags are designed to describe the content and meaning of the data. The Swiss files im-
plement the Akoma Ntoso namespace [9], an international technical standard developed
for representing legislative documents using a legal XML vocabulary. It provides a stan-
dardized structure for representing elements commonly found in legal texts. Table 2.5
describes the most relevant Akoma Ntoso tags which can be found in the XML files of
the Swiss legislation.

Tag Name Description

<act> The root element for a legislative act document. It encapsulates the
entire content and structure of a legislative act, including metadata,
preface, body, and any attachments.

<meta> A container for all metadata about the document.

<preface> A section that contains introductory information about the document.

<preamble> A section that provides the justificatory text of a document, stating its
purpose, aims, and justification.

<authorialNote> An inline element for notes added by the author of the document, placed
within the text. In the case of Swiss legislation it contains a referenced
law with its URL and identifier.

<article> A hierarchical container element representing an article within a legal
document, typically used as a basic unit of legislation.

<heading> An element used to mark up the title of a partition within a document.

Continued on next page
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Tag Name Description

<level> A hierarchical container element used to represent a level of division
within a document, providing additional granularity in the structure.

<component> An element used to include independent documents, in the context of
the Swiss Law it is used to include Annexes.

Table 2.5: A list of the Most Relevant Akoma Ntoso Tags Present in the XML Files of
the Swiss Law.

The Extraction Pipeline

The process starts from an XML file formatted in the Akoma Ntoso namespace and,
through a series of steps, extracts all the relevant information and structures it in a JSON
file. This allows for the creation of a standardized format where information will be easier
to access at later stages. Figure 2.8 presents a detailed schema of the extraction pipeline.

Step 1 The XML file is parsed using the ElementTree library [26], which converts it
into a tree structure, and the root element is identified and stored. The code examines
the root tag to extract the Akoma Ntoso namespace URI and creates a namespace map
from it. Using the <meta> tag, the metadata is extracted and stored in the JSON file. If
a <component> tag is present, the code searches for the property name="annex" to locate
the beginning of the attached document. This document is then split into a separate
XML file, which will later go through the same processing steps as the main document.
The main file is divided into three blocks: <preface>, which contains the title, <preamble>,
and <body>. Depending on whether the text is a basic law or an amendment, the body is
structured using either <article> or <level> tags, respectively. Once the relevant ele-
ments have been separated and inserted into a list, no further distinction is made between
these two structural types, and the term article will generally be used to refer to both.
This list contains, for every element, its ID and the raw XML content.
Finally, we search the whole document for <authorialNotes tags, which contain refer-
ences to other laws, and save the whole content of each tag to a second list. The result of
this first step would be something similar to Listing 1.

Step 2 The main goal of this step is to trim unnecessary values and refactor the raw
XML content.
The metadata from the JSON file is compared with the corresponding data stored in the
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Listing 1 The Output JSON File of the First Step of the XML Extraction.
1 {
2 "source_file": "RU 2022 397",
3 "metadata": {
4 "law_uri": "https://fedlex.data.admin.ch/eli/oc/2022/397",
5 "decision_date": "2022-06-29",
6 "publication_date": "2022-07-06",
7 "entry_into_force_date": "2022-07-15",
8 "title": "Ordinanza del DFI del 29 marzo 2022 concernente..."
9 },

10 "preamble_raw": {
11 "id": "preamble_section",
12 "xml_content_raw": "<preamble xmlns=\"https://..."
13 },
14 "articles_list": [
15 {
16 "id": "art_1",
17 "xml_content_raw": "<article xmlns=\"http://..."
18 },
19 // ...
20 ],
21 "global_authorialNotes_list": [
22 {
23 "xml_content_raw": "<authorialNote xmlns=\"http://..."
24 },
25 // ...
26 ]
27 }

CSV table and discarded if they match; in case of discrepancies, the file is flagged for
review.
Then, the code processes the content of the preamble and the list of articles using the
Python library BeautifulSoup [15]. This process is designed to reformat the content by
removing all XML tags except the <ref> tag, while preserving the internal structure of
the text.
A similar cleaning procedure is applied to the list of authorialNotes, by extracting the
reference identifier from each element. These alphanumeric identifiers start with either
RU (Official Compilation), RS (Systematic Compilation), or FF (Federal Gazette) and
are followed by a combination of numbers, as shown in Figure 2.7. However, the FF type
is not relevant for the project and is therefore discarded.

Step 3 Each reference from the list is assigned a unique number for identification. To
link a reference to the article that cited it, all <ref> tags remaining in the article content
are identified and extracted by comparing their IDs with those of the saved references. If
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a match is found, the number corresponding to the reference is added to a list, associated
with the article, which keeps track of the citations it contains.
As explained in Section 2.1.1, the only references relevant for the database are those
pointing to an act from the RU. This is the exact problem that the JSON in Listing 2.1.3
was created to solve. It is a dictionary with all the RS identifiers as keys and the identifier
of their corresponding RU basic acts as values. Using this mapping is possible to substitute
every instance of an RS identifier, so that the resulting list of references only contains
RU identifiers. This final process concludes the pipeline of extraction for an XML file,
resulting, for each file, in a final JSON structured as follows:

Listing 2 Final JSON Representing the Structure of an XML File.
{

"source_file": "RU 2022 397",
"articles_list": [

{
"article_id": "preamble",
"content": "Il Dipartimento federale dell’interno (DFI), visto...",
"footnotes_list": [1]

},
{

"article_id": "art_1",
"content": "Art. 1 Campo d’applicazione 1 La presente ordinanza...",
"footnotes_list": [2, 3]

},
// ...

],
"references_list": [

{
"footnote_index": "1"
"type": "RU"
"identifier": "RU 1995 1491"

},
// ...

]
}

This process is applied to all the XML files previously downloaded, which are stored in
a different folder, ready to be fetched to the database. The database loading process is
detailed in Section 2.4. The next step is to reproduce this same pipeline for the PDF file
format.



XML File
(Akoma Ntoso)

Step 1: XML Parsing and Structuring

Parse XML (with ElementTree) and create namespace mapping.

Extract metadata from <meta> tag.

Detect and split annexes (<component name="annex">).

Divide main file: <preface> (title), <preamble>, <body>.

Store ID and raw content for <article>/<level> elements.

Store full content of all <authorialNotes> tags in a list.

Initial JSON

Annex File

Step 2: Data Cleaning and Validation

Compare JSON metadata with CSV: dis-
card if match, flag for review if discrepancy.

Clean preamble and articles (BeautifulSoup): remove
XML tags (except <ref>), preserving text structure.

Clean <authorialNotes>: extract RU/RS identifiers.

Cleaned Inter-
mediate JSON

Step 3: Reference Normalization and Linking

Assign a unique number to each ref-
erence from the references list.

Link refs to articles: identify <ref> tags in cleaned con-
tent, match IDs, add ref number to article’s citation list.

Substitute RS identifiers with corre-
sponding RU identifiers using JSON map.

Final JSON

Metadata
CSV

RS-to-RU
JSON Map

Figure 2.8: Detailed XML Extraction Pipeline.
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2.2.3. Deconstructing a PDF File

The process of extracting structured data from an XML is very straightforward since
that is exactly its purpose. The same cannot be said for a PDF file, which is a file
format geared towards a visual experience. However, this project must succeed in reliably
retrieving structured content with results comparable to the XML extraction pipeline.
Luckily, there are Python libraries such as PyMuPDF [3] that are effective in breaking down
document elements while maintaining their formatting and storing them as a property of
the text.

Before delving into the detailed processing steps, it is worth making a few remarks about
a formatting feature specific to Swiss Law PDFs. It is a way to identify the most rele-
vant information, and it is the text’s boldness. Filtering by bold text isolates the title
(Figure 2.4), article markers (Figure 2.5), and part of the references in the footnotes (Fig-
ure 2.7). These elements can serve as reference points for completing the text extraction.
An outline of the steps necessary to complete the extraction process is shown in Figure 2.9.

Step 1 To open the PDF file, I used the Python library PyMuPDF, with which it is possible
to extract detailed information about every visual element by calling get_text("dict")

on every page. The method works by decomposing the document into 4 layers of increasing
specificity, each of which is contained in the preceding one: page, block, line, and span.
The code creates a tree-like structure codified in a JSON file, where all four layers are
represented hierarchically. An example can be seen in Listing 3. While the code cycles
through the different elements, it checks their text values for the word Allegato. If found
as a standalone text, or followed by a number, with a vertical coordinate which signals
proximity to the top of the page, a new Annex is detected and separated as a standalone
file.

Step 2 This step builds upon a previously mentioned formatting feature of Swiss Law
PDFs: most relevant text elements have a bold font. This is the case for the title, the
article markers, and part of the footnote references text. For this reason, when the
hierarchical tree is flattened, the elements are filtered by their text, with only the bold
ones being added to a specific list, keeping the original ordering.
Processing this list neatly, we first identify the title, which includes all elements up to the
first article marker. An article marker is identified using a regex pattern and can appear
either as a label beginning with Art. or as a standalone Roman numeral. The first case is
handled by the pattern {^\s*(?P<marker>(?:Art|Articolo)\.?\s*\d+[a-zA-Z]?)\b},
which matches strings such as "Art. 5" or "Articolo 12a", allowing optional whitespace
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Listing 3 JSON File Organized in Hierarchical Layers Which Codifies the Original PDF
File.
[

{
"page_number": 1,
"hierarchical_id": "page-0",
"blocks": [

{
"hierarchical_id": "page-0.block-0",
"lines": [

{
"hierarchical_id": "page-0.block-0.line-0",
"spans": [

{
"hierarchical_id": "page-0.block-0.line-0.span-0",
"font": "Times-Roman-Bold",
"text": "468",
"bbox": [

34.00080108642578,
556.0023193359375,
47.626800537109375,
568.00830078125

],
"is_superscript": false

},
//...

]

and an optional trailing letter. The second pattern, {^\s*(?P<marker>[IVX]+)\s*$},
targets markers written purely as Roman numerals (e.g., "III", "XIV"), accounting for
surrounding whitespace and ensuring the entire line contains only the numeral.
The other relevant bold text that can be found in the list is from a footnote related to a
reference. The reference text is not all in bold, so a secondary step will need to account
for the remaining parts. A clear example can be seen in Figure 2.7 where the only text
in bold is the first four digits number for the RU identifier while it is the whole digit
sequence for the RS identifier.
Finally, the code goes through the flattened list of bold texts to identify all the elements
described above and saved them in different sets according to their type. The result is
a new JSON file that provides an outline of the document. The Listing 4 below is an
example.
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Listing 4 JSON File Containing the Elements that Outline the Document Structure.
{

"source_file": "RU 1998 2535",
"title_id": "page-0.block-1.line-2.span-0",
"articles_list": [

{
"article_id": "page-0.block-5.line-0.span-0",
"marker": "Art. 1"

},
//...

],
"references_list": [

{
"footnote_id": "page-0.block-13.line-0.span-1",
"text": "514.54"

},
//...

]
}

Step 3 Finally, in the last step, the IDs from the list of references and articles are used
as reference points to complete the PDF extraction. The first task is to retrieve the missing
parts of the references by starting from their corresponding ID and searching for the RS or
RU label in the adjacent elements. Once located, the process continues backward through
the hierarchical tree until the footnote index is found. The RU identifier also needs an
additional forward search in the tree for the second sequence of numbers. In this way,
each reference is fully reconstructed. Whenever an RS identifier is completed, its value is
substituted with the corresponding RU identifier from the RS-to-RU JSON map.
After removing all the span elements related to the references, the reconstruction of the
articles can begin. Starting from the first article ID in the list, the tree is traversed, and
all text values are added to that article’s content until the next article ID is encountered.
While scanning the JSON elements, the flag is checked: if it is set to true, a placeholder
with the corresponding numeric value is inserted into the text (e.g., [FN_4]), and the same
value is added to the list of references cited by that article. By repeating this process for
each article, the entire PDF document is reconstructed, resulting in the same structure
as shown in Listing 2.



PDF File

Step 1: PDF Destructuring

Open PDF (with PyMuPDF) and extract de-
tailed text information (get_text("dict"))

Assign unique IDs to every element (page-0.block-0.line-0.span-0)

Detect and split annexes checking Allegato keyword with regex patterns.

Store main file elements into a tree using hierarchical IDs.

Hierarchical
Structure JSON

Annex File

Step 2: Extraction of Article and Reference Markers

Flatten JSON to list filtering for relevant elements
(bold formatted elements and Roman numerals).

Extract IDs of document title and first ar-
ticle marker (Roman numeral or Art.).

With regex patterns, identify and collect IDs of the
following article markers and reference markers .

Store title ID and lists of IDs of article and reference markers.

Markers
IDs JSON

Step 3: Reconstruction of Articles and References

Flatten Hierarchical JSON to list of all elements.

Reconstruct the text of footnote references by retriev-
ing the ID of elements with reference markers. Convert
the RS identifiers to RU identifiers with a JSON map.

Reconstruct articles text by retrieving el-
ements following the article markers IDs.

Check the article’s text for superscript flags of footnote markers to replace
with placeholders. Create a list of the footnotes found for each article.

Final JSON

RS-to-RU
JSON Map

Figure 2.9: Detailed PDF Extraction Pipeline.
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2.2.4. Establishing the PDF Pipeline Accuracy

After completing and executing both pipelines, the results consist of a series of folders
containing the final JSON files, structured as shown in Listing 2, for both PDFs and
XMLs. A dedicated PDF pipeline was necessary because only acts published after 2022
are available in XML format, which is much easier to process. All previous acts are
exclusively available in PDF. Acts published between 2022 and today are available in
both formats, making it possible to validate the PDF pipeline by comparing its results
with the more reliable XML version.

To begin the comparison, the two extracted JSON files of the same act document, of
any act published after 2022, are matched using the source_file key, which contains
the law identifier. The code then processes both versions in parallel and compares the
number of articles and references found in the XML version with those identified in the
corresponding PDF version. After having checked every act in common, it outputs the
aggregate counts and statistics.

The outcomes, which are summarized in Table 2.6, are very promising, with very high
accuracy in both articles and references comparison. This confirms the soundness of the
PDF extraction process and validates the results obtained for all acts expressed only
through a PDF format.

Category XML Count PDF Count Accuracy (%)

Articles 6486 6391 98.54

References 3810 3723 97.72

Table 2.6: Comparison of Article and Reference Extraction of Documents in Common
Between XML and PDF Pipelines.



32 2| Building a Graph Database of the Swiss Legislative Corpus

2.3. Information Enrichment

From the large amount of extracted data, it becomes possible to generate new contex-
tualized information using transformer-based models. By treating the set of JSON files
as a dataset, and given their breadth and quality, several possibilities can be explored.
In essence, this entire process has transformed heterogeneous, multi-format data into a
coherent and structured corpus of text, exactly the type of input that language models
are designed to process.

Due to time and hardware limitations, this research cannot possibly make use of all this
data to train a model. However, interesting results can still be obtained by performing
inference on specific sections of the dataset, using models with a relatively small number
of parameters that have been pre-trained and fine-tuned on legal data.

The best available models for this purpose are those trained and fine-tuned on Italian
law. This is particularly relevant considering that all Swiss Law is published officially
in the Italian language, and the dataset extracted in the previous steps contains it all
in structured text format. Moreover, the close similarities between the Swiss and Italian
legal systems make it viable to apply these models, especially within the limited scope
and resources available for this implementation.

The three distinct applications explored in this section are:

• Edge Classification: Classify the type of reference between legal entities using
the text context.

• Ministries Multi-label Classification: Assign to each law the set of ministries
involved in its drafting by classifying its title.

• Topic Extraction: Generate a set of topics from the articles’ text.

2.3.1. Edge Classification

The goal of this task is to classify the type of relationship that exists between two leg-
islative acts. These relationships are directional, originating from one act and pointing
to another. The source act (or referring act) establishes the relationship by referencing
another act within the text of one of its articles. This reference appears as a footnote
and contains the identifier of the target act (or cited act), which is on the receiving end
of the relationship. Thus, each relationship is initiated by the source act and directed
toward the target act, and the classification aims to determine the nature of this reference.
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The model used for this task is ITALIAN-LEGAL-BERT [17], a transformer-based lan-
guage model pre-trained from scratch on Italian legal texts. It was further fine-tuned
specifically for edge classification, aiming to categorize references between legal acts based
on the textual context in which they appear. The fine-tuning was performed on para-
graphs from Italian legislation and focused on four types of relationships: INTRODUCES,
CITES, AMENDS, ABROGATES. Figure 2.10 presents a comprehensive diagram of the process.

Final JSON

Edge Classification

Iterate over the articles list of the JSON file and tra-
verse the footnotes list associated with each article.

For each footnote index:

Identify where the corresponding
placeholder (e.g., [FN_1]) is

located in the text and retrieve
the whole sentence to use
as context for the prompt.

Resolve its relative RU identifier
and retrieve the decisionDate
of the corresponding act from

the CSV Table metadata.

Transform the decisionDate
from date format into

natural language.

Construct input prompt using textual date + sentence context.

Run inference using the BERT Model.

Update footnote entry with the model predicted label

Updated
Final JSON

Bert Model

Metadata
CSV

Figure 2.10: Detailed Diagram of the Edge Classification Process.

Edge Classification Process The input data for this task consists of all JSON files
produced during the extraction phase, structured as shown in Listing 2. The relevant
data structures are the articles_list, which stores all legal articles along with their
text and a list of associated footnote indexes, and the references_list, where each
reference includes a footnote index and an identifier.
The first part of the process aims to construct a prompt to query the model. Specifically,
the text of the article is used as context, combined with a textual representation of the
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decision date of the referenced act. In the legal text, acts are typically cited using their
decision date, accompanied by a footnote index that links to a reference containing the
act’s identifier.
Because it is very complex to deterministically extract the textual representation of the
date and since there is already a placeholder for the footnote index previously added in
the text, the strategy is to retrieve the decision date from the CSV table (Table 2.3)
that stores the metadata. This date is then converted into a natural language string and
combined with the sentence containing the footnote index placeholder to form the input
prompt. This prompt is fed into the fine-tuned BERT model to perform inference. The
resulting label is stored back in the corresponding JSON file as a property associated with
the relevant footnote index for the article.

2.3.2. Ministries Multi-label Classification

The objective of this section is to attribute to each law a set consisting of the ministries
that may have contributed to the drafting of the law. Since there is no specific data about
this topic, the list of ministries is based on a statistical multi-label classification performed
by a language model. The chosen model is ITALIAN-LEGAL-BERT [17], a transformer-
based language model pre-trained from scratch on Italian legal texts and then fine-tuned
for multi-label inference on an available dataset of Italian titles with their respective set
of ministries [8].

The ministries considered for classification are 16 in total, and to each is assigned a label
using a dedicated method from the Python library scikit-learn [28]. This function applies a
one-hot encoding scheme to represent the class labels as a binary vector with 16 elements,
where each configuration has all elements equal to zero apart from the one at the position
corresponding to the class, which is set to one. Once every ministry has a corresponding
label, the whole Italian dataset is encoded for fine-tuning. This means that every set of
ministries is encoded in a vector where only the values at those indices are set to one.
Once this operation is performed on the whole dataset, every title has a corresponding
vector configuration that the Bert model can be fine-tuned on.

The best scores achieved by the fine-tuned model on the validation set are 0.83 for the
F1 Micro and 0.73 for the F1 Macro, suggesting a good overall performance but with
room for improvement for under-represented classes. This result is the best of a series
of attempts, which included a lemmatized version of the titles and various tweaks of
the hyperparameters. Lemmatizing the dataset led to an overall worse result, probably
because by normalizing the data, some of its features were lost. Hardware limitations
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make it impossible to train the model on longer text inputs, but the F1 scores signal that
the model is a good starting point.

The multi-label classification process was performed on a total of 48686 documents, with
an average of 1.8 ministries per document. For 2333 laws, no class reached the threshold
value necessary to be assigned, leaving the corresponding class set empty.
A few examples showing both good and bad results are shown in Table 2.7.

Title Top 3 Probabilities Predicted Labels

Ordinanza dell’Assemblea federale rela-
tiva al regolamento del fondo per i grandi
progetti ferroviari

trasporti: 0.922,

economia: 0.625,

esteri: 0.084

[economia, trasporti]

Ordinanza sull’istruzione fuori del servizio
nelle società militari e nelle associazioni
militari mantello (OISAM)

difesa: 0.959,

economia: 0.424,

esteri: 0.229

[difesa]

Convenzione n. 14 del 17 novembre 1921
concernente l’applicazione del riposo set-
timanale negli stabilimenti industriali

lavoro: 0.960,

economia: 0.868,

esteri: 0.476

[economia, lavoro]

Convenzione europea del 27 gennaio 1977
per la repressione del terrorismo

interno: 0.718,

giustizia: 0.505,

economia: 0.484

[giustizia, interno]

Ordinanza generale del 16 giugno 1986
concernente la legge sui cereali

economia: 0.538,

agricoltura: 0.409,

presidenza: 0.287

[economia]

Statuti del Centro internazionale di studi
per la conservazione e il restauro di beni
culturali

presidenza: 0.363,

istruzione: 0.332,

cultura, ambiente: 0.280

[ ]

Table 2.7: Predicted Labels and Top 3 Probabilities for a Sample of Legal Acts.

The first four rows are examples of good multi-label classification, with sensible proba-
bilities. The last two rows are instead bad examples where the model failed to identify
obvious contexts. The middle column shows the level of confidence in each label, including
for those under the threshold.
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The model tends to overestimate the economia label even for laws where it is not relevant.
This is probably caused by an unbalance in the dataset used for fine tuning, where the
economy class is overrepresented, at the expense of other classes with fewer cases. This
unbalance is probably reflective of real policies, where the economy has more presence
than other ministries.

To mitigate this imbalance, some data augmentation strategies could be employed in
future attempts, such as removing some of the examples of economia label from the
training set, or augmenting the number of instances of the under-represented classes by
slightly changing the title or by splitting multi-label predictions into multiple rows.

Labels obtained by running the inference process on the titles of all Swiss laws are added
as new ministries properties in the JSON of each of them.

2.3.3. Topic Extraction

An additional layer of information that can improve the level of detail of database searches
is the extraction of topics. Topics can serve as high-level keywords associated with the
legal texts, making it easier to perform targeted searches using refined queries within the
database.

For this purpose, a Large Language Model (LLM) is employed directly for text generation
rather than restrictive classification. This approach avoids constraining the range of topics
that can be assigned to a given text. The model used is Mistral-small [18], fine-tuned on
a dataset of topics associated with the Italian law.

The model has been designed to adopt a conservative generation strategy, so that intro-
ductory, generic, or template-based sections are left without topics. For each law article
provided as input, the model generates a variable-length list of topics relevant to that
text. The output of this process consists of topic lists generated for each article, which
are then integrated as an additional property of that article in its JSON file.
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2.4. Database Modeling and Loading

The technology chosen to model the Swiss Legislation is a graph database, which offers
an efficient way to represent structured legal data. In this project, the graph database
management system Neo4j [25] was adopted to store information in the form of nodes and
relationships. It was selected due to its high performance and robust support for complex
querying and graph analysis.

Unlike relational databases, which rely on tables and joins, Neo4j enables node retrieval
as a primitive operation. This is possible because each node contains a reference to all
incoming and outgoing relationships, allowing the efficient implementation of many graph
algorithms. Given that the structure of a legal system is inherently hierarchical and
interlinked, representing it as a graph is both appropriate and effective.

The motivations for choosing a graph database in this project align with those portrayed
in the work [7] for the Italian Legislative system. The exact schema used for the graph
model is detailed in this section and follows the schema proposed for the Italian graph
database. After the schema definition, the loading phase is explained in detail to finally
obtain the fully operational database.

2.4.1. Model Schema

In modeling the Swiss legislative system, the core entities to be represented in the graph
database are the following:

• Law: The primary legislative act, composed of articles and attachments. Each law
node has the metadata defined in the CSV file as properties.

• Article: A textual section of a law. Articles contain the actual legal provisions and
form the building blocks of a law.

• Attachment: A supplementary section to a law, composed of additional articles,
that extends the scope or detail of the main legal text.

• Reference: A citation, present in the text of an article, that links a legal act to
another one. These relationships can take different forms, such as introductions,
amendments, citations, or abrogations.

All the other elements of the dataset can be reduced to properties of these core entities.
Based on this abstraction, Law, Article, and Attachment are represented as nodes in the
graph, while Reference instances are modeled as directed edges linking them. Hierar-
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chical relationships, such as a law being composed of its articles or attachments, are also
encoded as graph edges. The resulting structure is illustrated in Figure 2.11.

The complete schema of the model includes the properties of each node, and it could
potentially be updated to follow the pg-schema formalism [2]. Figure 2.12 shows the
complete list of attributes, most of which are described in Table 2.2. The ones not present
in that list were generated across the various enrichment steps of Section 2.3. Table 2.8
lists and describes them.

Field Name Description

numArt The number of articles belonging to a Law node.

numAnnex The number of annexes belonging to a Law node.

marker The article label, it can be either Art. followed by a number or a Roman
numeral, as described in Section 2.2.1.

ministries The set of ministries involved in drafting the law, inferred from the title
using a multi-label classification model.

topics The set of semantic topics generated from an article text using a gener-
ative text model.

sourceLawId The identification label of the Law node to which the article or annex
belongs.

legislatureId The identification number of the Legislature node.

startDate The date of the start of the Legislature node.

endDate The date of the end of the Legislature node.

HAS_ARTICLE The label of an arc going from a Law or Annex node to an Article node.

HAS_ANNEX The label of an arc going from a Law node to an Annex node.

UNDER_LEGISLATURE The label of an arc going from a Law node to a Legislature node.

INTRODUCES The label of an arc going from an Article node to the Law node it
introduces.

CITES The label of an arc going from an Article node to the Law node it cites.

AMENDS The label of an arc going from an Article node to the Law node it
amends.

ABROGATES The label of an arc going from an Article node to the Law node it
abrogates.

Table 2.8: Dictionary of Database Schema Attributes in Addition to the Ones in Table 2.2.

The database model is now clearly defined; therefore, it is time to proceed with loading
the data into the database.
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Figure 2.11: The Graph of the Model Showing Nodes and Relationships.

Law

act_uri: STRING
id (it, fr, de): STRING
title (it, fr, de): STRING
numArt: INT
numAnnex: INT
decisionDate: DATE
publicationDate: DATE
entryintoforceDate: DATE
nolongerinforceDate: DATE
endapplicabilityDate: STRING
inForce: BOOL
typeLaw (it, fr, de): STRING
ministries: STRING

Edges

HAS_ARTICLE
HAS_ANNEX
UNDER_LEGISLATURE
INTRODUCES
CITES
AMENDS
ABROGATES

Legislature

legislatureId: STRING
startDate: DATE
endDate: DATE

Annex

annexId: STRING
sourceLawId: STRING
title (it, fr, de): STRING
numArt: INT

Article

articleid: STRING
sourceLawId: STRING
title (it, fr, de): STRING
marker: STRING
text (it, fr, de): STRING
topics: STRING

Figure 2.12: The Schema of Each of the Node Types of the Model with Their Correspond-
ing Properties.
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2.4.2. Database Loading

With the schema of the graph and all the extracted data properly formatted, it is time
to populate the database. Using Docker [10], it is possible to set up and create a new
instance of Neo4j to use as a database, specifying credentials and a network port. The
Graph Data Science (GDS) Python library [21] allows connecting a driver directly to the
Neo4j database and running queries from code. In this way, it is straightforward to access
the stored files to use as inputs for the creation queries. The native Neo4j language used to
query the database is Cypher [20], and the parameters passed from Python are preceded
by the $ symbol.

Law Nodes Firstly, the Law nodes are created, with the attributes listed in Figure 2.12
fetched from the metadata stored in the CSV table, using the following query:

UNWIND $batch AS row
MERGE (l:Law {act_uri: row.act_uri})
ON CREATE SET

l.itId = row.itId, //*
l.title_it = row.title_it, //*
l.decisionDate = CASE

WHEN row.decisionDate IS NOT NULL
THEN date(row.decisionDate) ELSE null END,

l.publicationDate = CASE
WHEN row.publicationDate IS NOT NULL
THEN date(row.publicationDate) ELSE null END,

l.entryintoforceDate = CASE
WHEN row.entryintoforceDate IS NOT NULL
THEN date(row.entryintoforceDate) ELSE null END,

l.nolongerinforceDate = CASE
WHEN row.nolongerinforceDate IS NOT NULL
THEN date(row.nolongerinforceDate) ELSE null END

l.endapplicabilityDate = CASE
WHEN row.nolongerinforceDate IS NOT NULL
THEN date(row.nolongerinforceDate) ELSE null END

l.inForce = row.inForce,
l.typeLaw_it = row.typeDoc_it, //*
l.ministries = row.ministries

* French and German versions omitted for brevity.

The UNWIND clause takes a $batch of parameters passed from Python, containing multiple
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records, and expands each item in the batch into individual row objects to process. It
enables efficient batch processing instead of single-record operations.
Using the MERGE statement, the query searches for an existing Law node with the same
act_uri property; if found, it matches the existing node, otherwise it creates a new node.
In this way, the uniqueness of the attribute is guaranteed.
ON CREATE SET only executes when a new node is created and sets all the properties
taking in the values from row.
Date values are set by converting them in date format; the WHEN and CASE statements
check and handle potential null values.

By passing all the rows in the CSV table depicted in Table 2.3, the metadata for every
Swiss Law since 1848 is added to the database. For all the following steps, the data is
available only for laws published since 1998, as explained in detail in Section 1.1.

Annex Nodes The next step is to create the Annex nodes and connect them to their
corresponding Law node. The data comes from the extracted JSON file of each annex,
where a source_node property specifies the identifier label of the parent law.

MATCH (parent_law:Law {itId: $sourceLawid})

MERGE (a:Annex {annexId: $annex_id})

ON CREATE SET

a.sourceLawId = $sourceLawId,

a.title_it = $title_it, //*

a.numArt = $num_articles

MERGE (parent_law)-[ref:HAS_ANNEX]->(a)

* French and German versions omitted for brevity.

The query matches the parent law by using the MATCH statement, then, if a source law is
found, the Annex node is created.
The last line of the query creates the HAS_ANNEX relationship, going from the Law node
to its annex.

Reference Edges After the creation and connection of Article nodes with the same
query structure as Annex nodes, all the nodes are present in the databases. Therefore,
the citation edges connecting them can be created as well with the query below.
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MATCH (source_article:Article {articleId: $articleId})

MATCH (target_law:Law {itId: $itId})

MERGE (source_article)-[ref:{citation_label}]->(target_law)

Since relationship types cannot be parametrized with $ because of a cypher limitation, the
citation_label is interpolated directly in the Python f-string. By running this query for
every reference of every article of every law, all the nodes in the database are connected.

Legislature Nodes To complete the graph schema of Figure 2.12, the Legislature nodes
are created specifying the corresponding start and end dates. These attributes are neces-
sary to connect them to the Law nodes promulgated in the time frame of each Legislature.
To conclude this final step, the query structure is as follows.

MATCH (legis:Legislature {legislatureId: $legislatureId})

MATCH (law:Law)

WHERE law.decisionDate IS NOT NULL

AND law.decisionDate >= legis.startDate

AND law.decisionDate < legis.endDate

MERGE (law)-[r:UNDER_LEGISLATURE]->(legis)

The WHERE clause ensures only Law nodes that fall within the expected date range are
matched; after that, the link between the legislature and each law is created.

The graph of the database is finalized and its nodes, edges, and properties can now be
easily queried, explored, and analysed.
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System

With the graph database fully loaded, it becomes possible to perform various structural
and semantic analyses on the legislative data. To interact with a Neo4j database, the
native query language is Cypher [13, 20]. It is straightforward to express and execute
complex queries using its intuitive syntax.

In case of more demanding algorithmic analysis on the graph, it is possible to create
optimized graph projections that work as in-memory representations of sub-graphs, using
Graph Data Science (GDS) [14, 21]. GDS is provided as a native library in Neo4j, and it
is required to efficiently run advanced algorithms that apply to the whole graph.

This chapter is devoted to presenting and commenting on the results of various analyses:

• Descriptive Analysis of the Network: Understand the network composition.

• Centrality Metrics Computation: Compute different kinds of centrality to study
the more foundational and important laws.

• Community Detection: Execute community detection algorithms to identify and
study highly interconnected clusters.

• Languages Comparison: Compare the three official languages using the articles’
text to perform syntactic and morphological analysis.

3.1. Descriptive Analysis of the Network

Before delving into more complex algorithmic analysis, it is important to understand the
overall composition of the database. This is essential to ground the next findings in the
context of the actual graph size and characteristics.

The methodology implemented to gather these statistics makes use of the native Cypher
query language, which is the main way to interact with and manipulate the database.
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3.1.1. Law Nodes Composition

As explained in Section 2.4.2, only laws published after 1998 are available in a PDF
format. This means that previous laws have no associated articles in the database. To
understand the relevance of pre-1998 laws on the current Swiss legislation, it is possible to
verify which of these laws are still in force by checking their inForce property. A law that
is not in force was either abrogated by another law or it contained a "sunset provision":
a measure that provides for the law to cease to be effective after a specified date, unless
further legislative action is taken to extend it. Figure 3.1 presents a Venn diagram that
categorizes laws by their available formats and specifies the percentages of in force and
abrogated acts.

All Swiss Laws
(from 1848)

48’302 Laws

42% in force (20’180)
58% abrogated (28’122)

Swiss Laws in
PDF format
(since 1998)

46% of All
Laws (22’085)

63% in force (13’813)
37% abrogated (8272)

Swiss Laws in
XML format
(since 2022)

5% of All Laws
(2490 Laws)

Figure 3.1: Venn Diagram that Categorizes Laws by Their Available Formats and Specifies
the Percentages of In Force and Abrogated Acts.

This graph shows that there are 6367 laws currently in force that are not available in
PDF format. However, all their metadata is available, which makes it possible to draw
a clearer picture of what is missing. To have a better understanding of what types of
law are affected, a Cypher query can be executed to count the missing laws, grouped by
typeLaw attribute. To complement this, another interesting statistic can be found by
counting the number of times these laws have been cited in acts available in PDF format.
Table 3.1 combines the two results, filtered to show only law types with more than 100
total counts.
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Law Type Missing Cited

Campo d’applicazione 1405 -

Trattato internazionale bilaterale 1287 174

Trattato internazionale multilaterale 895 284

Ordinanza del Consiglio federale 723 128

Decreto federale (approvazione di trattati) 643 1

Legge federale 494 112

Correzione RU 222 1

Ordinanza di un dipartimento 165 14

Table 3.1: Distribution of Missing Legal Acts by Type and Number of Times Cited by
Other Laws from the Database.

It emerges that International Treaties and related Decrees are the most prevalent
missing laws, which makes sense since international law is less frequently amended.
Campo d’applicazione is the most numerous category but also the least important one
since it is a very specific piece of legislation that aims to precisely define where or to whom
an act applies, and, for the scope of this and most research, this level of detail is not as rel-
evant. Legge federale and its detailing act Ordinanza del Consiglio federale are
the most important types, and between these two, the laws significant enough to receive
a citation are only 112 and 128, respectively.
Correzione RU acts are small corrections on other acts and therefore can be dismissed in
most cases.
Lastly, the Ordinanza di un dipartimento type is similar to Ordinanza del Consiglio

federale but more specific to a department.

I think this can be considered an overall positive outcome, as only a few relevant nodes
are missing, and it reflects the high degree of modernization and the frequent adjustments
of the Swiss legislative system.

3.1.2. Entities Count

Now that the composition of Law nodes is established, the next set of metrics involves
the section of the graph that in the Venn diagram is represented by Swiss Laws in PDF

format. Table 3.2 and Table 3.3 focus on counting database entities and edge types,
respectively.
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Entities Count

Nodes 22085

Articles 158057

Annexes 11787

Edges 213351

Table 3.2: Entities of the Database with
Their Respective Counts.

Edge Type Count

HAS_ARTICLE 158057

HAS_ANNEX 11787

INTRODUCES 2312

CITES 28528

AMENDS 18015

ABROGATES 6439

Table 3.3: Edges Counted by Type.

Figure 3.2 displays the ten laws with the most articles, an interesting statistic to under-
stand the maximum length of a Swiss Law.
The average number of articles per Law is around 7.

1 2 3 4 5 6 7 8 9 10
0

100

200

300

400

500

Rank

V
al

ue

1 Codice di procedura
penale

2 Codice di procedura
civile

3 Convenzione delle
Nazioni Unite sul
diritto del mare

4 Ordinanza sulle dogane
5 Ordinanza sulla

protezione degli animali
6 Regolamento relativo ai

regimi di sicurezza sul
lavoro

7 Ordinanza sulla
sorveglianza delle
imprese assicurative

8 Ordinanza sulla
radioprotezione

9 Legge sul Tribunale
amministrativo federale

10 Costituzione federale
della Confederazione
Svizzera

Figure 3.2: Laws with the Most Articles
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3.2. Centrality Metrics Computation

The most informative type of metric that spans the whole network is the centrality score.
It is computed for each node and, depending on the type of centrality measured, it ex-
presses the relationship between a node and the rest of the graph. This type of analysis
is possible only because the database is a graph that stores links between law nodes as
edges.

To compute the centrality metrics discussed in this section, the graph is projected using
the GDS library. This allows the creation of a network consisting only of Law nodes,
without considering the articles between them. These articles work as bridges between
Law nodes, resulting in a graph projection where a path going from a law to an article
through an [:HAS_ARTICLE] edge, and then from that article to the target law it is citing;
becomes a directed edge from the source Law node to the target one.

Listing 3.2 is the Cypher query creating the described projection on which the centralities
are computed. The WHERE clause makes sure that there are no self-loops in the projection.

MATCH (source:Law)-[:HAS_ARTICLE]->(:Article)-[r]->(target:Law)

WHERE source <> target

WITH gds.graph.project(

'centrality_graph',

source,

target

) AS g

RETURN g.graphName as graphName

The degree of a node is the number of edges that are incident on that node [23].
This formulation refers specifically to undirected graphs, where the edge has no direction.
However, the graph developed for this project is directed, and the direction represents the
citation going from one law to another.
For this reason, it is crucial to distinguish between the incoming and outgoing edges
because two different kinds of degree centrality can be calculated.
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Figure 3.3: In-Degree Centrality.
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Figure 3.4: Out-Degree Centrality.
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Figure 3.5: PageRank Centrality.

1 2 3 4 5 6 7 8 9 10
0

50

100

150

200

Rank

V
al

ue

Figure 3.6: Betweenness Centrality.
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3.2.1. In-Degree Centrality

The in-degree centrality is the direct measure of the edges incoming to a node and for
each node produces a score equal to the sum of those edges. For the project’s database,
the in-degree centrality represents the number of citation that each law receive. This is a
direct evaluation of its authority.

Looking at Table 3.4, the number one law by in-degree score is the Swiss Federal Consti-
tution: the foundational act of the Swiss Republic. As such, it is referenced by other acts
as the basis for their legitimacy.
The second-highest scoring act is the law regarding official publications, which governs
the format and publication of laws.
All the other acts in the list are also foundational, but have half the score of the first two
because they represent more specific domains. A visual representation of the differences
between scores can be seen in Figure 3.3.

Rank Title Score

1 Costituzione federale della Confederazione Svizzera 1284

2 Legge sulle pubblicazioni ufficiali 1155

3 Legge sugli embarghi 648

4 Diritto delle obbligazioni (Codice civile, Libro V) 636

5 Codice penale 621

6 Legge sull’agricoltura 613

7 Ordinanza sulle importazioni agricole 570

8 Legge federale sull’assicurazione per la vecchiaia 455

9 Legge federale sulla protezione dei dati 453

10 Legge sulle dogane 421

Table 3.4: Top 10 Laws by In-Degree Centrality Score.

3.2.2. Out-Degree Centrality

It is the dual of the in-degree centrality: it counts the number of edges outgoing from a
node. The produced score is the sum of those edges, that is, the number of laws cited
by one law. In the context of the database, it represents laws that reference many other
sources. Looking at the top 10 laws listed in Table 3.5, these are mostly synthetic and
procedural laws that detail behaviours and processes to follow.
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Five out of the first ten highest scoring acts are related to the judiciary system, and cite
many other sources to ground their provisions. The rest are general acts that collect many
laws, like data protection or tariff laws.
As expected, the Constitution does not appear in the entire list of out-degree scores
because it has no outgoing arc, since it does not cite any other law.

Rank Title Score

1 Legge sul Tribunale amministrativo federale 224

2 Legge federale sulla protezione dei dati 190

3 Ordinanza sulle dogane 187

4 Ordinanza sulla protezione dei dati 164

5 Codice di procedura penale 133

6 Codice di procedura civile 126

7 Ordinanza sulla revisione dell’organizzazione

giudiziaria federale

117

8 Ordinanza sulla sicurezza delle informazioni 115

9 Legge sul casellario giudiziale 109

10 Ordinanza concernente l’aggiornamento formale del

diritto federale

107

Table 3.5: Top 10 Laws by Out-Degree Centrality Score.

3.2.3. PageRank Centrality

The PageRank algorithm [24] measures a node’s importance by treating incoming edges
as votes. However, votes are not of equal importance: the higher the importance of the
node the link is coming from, the more the link is worth. The node values are computed
by iteratively dividing the score of each node by its successors. Therefore, the higher the
final score of a node, the more it is important and foundational, because it is referenced
by other authoritative acts. In Table 3.6, the Federal Constitution is first by a huge
margin, which validates the composition of the graph and confirms the expectations. The
difference between the constitution and all other acts is even clearer in Figure 3.5, where
the scores are plotted.
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Rank Title Score

1 Costituzione federale della Confederazione Svizzera 120

2 Ordinanza sulle importazioni agricole 61

3 Legge sulle pubblicazioni ufficiali 58

4 Legge sugli embarghi 51

5 Legge sull’agricoltura 41

6 Legge sulle dogane 35

7 Ordinanza sulla liberazione dei contingenti doganali) 28

8 Legge sull’organizzazione del Governo 28

9 Diritto delle obbligazioni (Codice civile, Libro V) 27

10 Legge federale sulla protezione dei dati 27

Table 3.6: Top 10 Laws by PageRank Score.

3.2.4. Betweenness Centrality

The betweenness centrality [22] measures how often a node can be found along the shortest
path between two other nodes. Nodes that are bridges between communities and clusters
of different topics score high in betweenness centrality. For this reason, the graph is
considered in its undirected form by adding a set of directed edges going in the opposite
direction of the ones already present in the network. This operation is performed on
a graph projection using the GDS library, so that the main database graph retains its
original shape.

In the context of the Swiss Legislation, an act with high betweenness connects different
areas of law when it behaves as a common basis. Unsurprisingly, Table 3.7 shows that
the Federal Constitution is again at the top spot given its broad and foundational nature.
The law on publication is also very high because it relates to the format of the document
itself. Figure 3.6 plots all the top 10 scores.



52 3| Querying the Swiss Legislation System

Rank Title Score

1 Costituzione federale della Confederazione Svizzera 199

2 Legge sulle pubblicazioni ufficiali 125

3 Ordinanza sulle dogane 124

4 Legge federale sulla protezione dei dati 91

5 Legge sulle dogane 76

6 Legge sul Tribunale amministrativo federale 75

7 Legge sull’agricoltura 72

8 Legge sugli embarghi 66

9 Ordinanza sulle importazioni agricole 60

10 Legge federale sulla procedura amministrativa 54

Table 3.7: Top 10 Laws by Betweenness Centrality Score.

3.3. Community Detection

One of the most interesting analyses that can be performed on a graph is community
detection, which partitions the network into clusters of nodes that are more densely con-
nected to each other than to the rest of the graph. Having modeled Swiss law in the form
of a graph, we can apply one of the community detection algorithms to find these clusters.
The expected result is that the communities correspond to cohesive and distinct legislative
areas, which would allow us to identify the prevailing thematic structures in the Swiss
Law.

The Louvain method for community detection [19] is chosen for this task. It is a greedy op-
timization algorithm that extracts non-overlapping communities by optimizing the mod-
ularity metric of the network. Modularity is a measure of the density of edges inside
communities compared to edges outside of them. This method can be performed directly
on an undirected projection of the graph using the Graph Data Science Library. It is the
same projection detailed in Section 3.2. The result of the process can be directly stored
on the graph nodes by writing their corresponding communityId as a new property.

3.3.1. Analysis of Community Detection Results

The execution of the algorithm partitioned the network into 173 distinct communities,
achieving a good modularity score of 0.713. This score suggests that the graph possesses
a significant and well-defined community structure.
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Figure 3.7: Plot Showing the Full Distribution of Community Sizes, Ranked in Descending
Order.

The distribution of laws among the 173 communities is highly unbalanced, a common
characteristic of real-world networks known as long-tail distribution. As illustrated in
Figure 3.7, a small number of very large communities dominate the graph, followed by a
large number of smaller, highly specialized legal clusters.

3.3.2. Qualitative Analysis of Key Communities

To validate the hypothesis that the discovered communities correspond to coherent le-
gal domains, a quantitative analysis was performed on several large and representative
clusters. By generating word clouds from the titles of all laws within a community, it’s
possible to visualize its thematic focus and assign it a semantic label. In the following
paragraphs, some of the more significant examples are shown.

Community 5499: Agriculture This large community, containing 1694 laws, is cen-
tered around agriculture, possibly in the context of international trade. As shown in
Figure 3.8, dominant terms include prodotti agricoli, importazione, esportazione,
doganali, and OIAgr (Ordinanza sulle importazioni agricole).

Community 2266: Justice and Security This cluster, composed of 1339 law nodes,
reveals a fascinating intersection of state functions. The prominent words in Figure 3.9
include penale, codice, tribunale, alongside stranieri, asilo and polizia. This community
demonstrates that the legal framework for criminal law is deeply intertwined with laws
governing immigration, asylum procedures, and national security, grouping them into a
single "Justice and Security" domain.
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Figure 3.8: Word cloud for Community 5499, Highlighting its Focus on Agriculture and
Trade.

Figure 3.9: Word cloud for Community 2266, Showing an Intersection of Criminal Justice
and Immigration Law.

Community 2839: Transportation Comprising 1277 laws, this community focuses
on transportation. The key terms in Figure 3.10 are veicoli, circolazione, stradale,
stradale, and traffico. The community is very homogeneous with regard to the the-
matic area, with laws concerning the legislation governing vehicle standards, road traffic,
and infrastructure.
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Figure 3.10: Word cloud for Community 2839, Centered on Transportation law.

Community 3676: Banking and finance The word cloud for this community (Fig-
ure 3.11) is dominated by terms such as banche, FINMA (Swiss Financial Market Super-
visory Authority), finanziari, and DFF (Federal Department of Finance). This cluster,
composed of 1095 legal acts, identifies the highly interconnected body of law related to
the Swiss financial sector, including banking regulations, investment funds, and federal
supervisory authorities.

Figure 3.11: Word cloud for Community 3676, Confirming its Theme of Banking and
Finance.
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3.4. Languages Comparison

The Swiss Legislation publishes the same law in three different languages: Italian, French,
and German. Each version of the law has the same legal validity. It means that the three
texts are written to express the same concepts using the same formulation, since they
need to have the same legal meaning. Therefore, there is the possibility to compare these
texts assuming they are perfectly equivalent with regard to their language.

The Swiss legislative system publishes each law in three official languages: Italian, French,
and German. All three language versions hold identical legal validity. Consequently, the
texts are crafted to communicate the same concepts using equivalent formulations to
ensure consistent legal meaning across languages. This allows for a direct comparison of
the texts, under the assumption that they are linguistically equivalent in terms of content
and structure.

To investigate this comparison, the following statistical distributions are computed on the
text of each law in all three languages:

• Sentence count: Number of sentences per article.

• Word count: Count of non-punctuation, non-space tokens per sentence.

• Character count: Count of non-punctuation, non-space characters per article.

• Sentence length distribution (in words): Distribution of sentences’ length in
words.

• Average word length distribution: Sum of all words’ length divided by the
number of words in a sentence.

• Article length distribution (in characters): Sum of all the characters of the words
of an article.

• Lexical Diversity Distribution: Number of unique lemmas divided by the total
number of lemmas in an article.

• Readability Score: Application of a formula that assesses readability from the
evaluation of the text’s verbosity.

The first three values are calculated in order to derive all of the others, but are not very
intelligible by themselves; that’s why this section contains visualizations based on the
other, more meaningful statistics.
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All evaluations have been performed on a sample of 100k articles, selected from the most
representative types of laws (Legge Federale, Ordinanza Federale, Trattati Internazionali).

The Python code used to process the metrics listed above relies on a couple of key libraries.
The first one is spaCy [11], an advanced NLP library for linguistic analysis. SpaCy is
crucial to perform the count of sentences and lemmas and to identify tokens and characters
to ignore. The other essential library is textstat [4], which includes functions with the
formulas necessary to compute the readability score.

3.4.1. Sentence Length Distribution in Words

Sentence length is a key indicator of syntactic complexity and readability in legal texts,
and it can vary a lot depending on the language.
Figure 3.12 and Table 3.8 show the statistics resulting from the computation, which can
be analysed in detail.

Figure 3.12: Average Sentence Length Distribution Across Languages.
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Language mean std min 25% 50% 75% max

Italianc 19.94 16.02 1.00 11.60 17.00 24.00 1060.00

French 12.78 9.19 0.22 7.93 11.38 15.71 853.00

German 9.22 5.88 1.00 5.40 8.48 11.67 231.09

Table 3.8: Additional Statistics About the Average Sentence Length.

Median Italian has the highest median sentence length by far, at 17 words, more than
double the German median. The main reason explaining why the German median is so
much lower is its ability to create extremely long compound nouns, a feature of Germanic
languages. Romance languages such as Italian and French are instead more reliant on
prepositional phrases, subordinate clauses, and conjunctions. These suppositions will be
better explained and confirmed by observing other statistics in Section 3.4.2.

The coloured horizontal line is the interquartile range, representing the middle 50% of all
sentences, and Italian has the thickest line. On the other hand, German and French have
both thinner lines, showing more consistency in the number of words employed.

Outliers The biggest outliers are sentences with an incredibly high number of words,
and Italian is the language with the longest one: 1060 words. Searching for this incredibly
long sentence in the documents, it emerges as the preamble to an international treaty.
It is structured as a list of phrases, which, since the subject is the same, are divided by
commas and visual formatting, in the form of white lines between them, to avoid repeating
the subject over and over again. This is a common strategy employed in preambles of
similar documents, and it explains the outliers in all three languages. Indeed, French
and German have their longest sentences as preambles; it is interesting to notice that, for
this reason, the proportion between median values across languages also applies to the
outliers.

Standard Deviation Another interesting statistic is the standard deviation (std),
which for the Italian language is almost twice the corresponding French value and more
than three times the German one. The std measures how much a given sentence devi-
ates from the mean, and it is a powerful indication of the variability and unpredictability
of sentences, which especially concerns Italian. The distribution is right-skewed towards
longer sentences, which is reflected in the mean being higher than the median in all three
languages.
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3.4.2. Average Word Length Distribution in Characters

It is computed by summing the length of all words and dividing by the number of words.
This statistic should give a lot of insights, because, assuming all languages have a similar
throughput, it should appear as the dual of the average sentence length. The results are
shown in Figure 3.13 and Table 3.9.

Figure 3.13: Average Word Length Distribution Across Languages.

Language mean std min 25% 50% 75% max

Italian 5.38 0.57 1.0 5.12 5.40 5.68 12.13

French 4.91 0.57 1.0 4.63 4.93 5.22 13.00

German 6.34 1.23 1.0 5.79 6.26 6.78 14.67

Table 3.9: Additional Statistics About the Average Word Length.

Median As expected, German has the highest median, confirming the linguistic feature
of compound words, heavily employed in the German text. The legal framework might
even accentuate the compounding ability of the German language, which allows for density
and precision without increasing sentence length. However, to achieve this result, the word
length is way higher than in the other two languages.
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French has the lowest median, which means words that are shorter on average than
in Italian. This is likely due to the high frequency of short articles, prepositions, and
pronouns.

Outliers The picture is even clearer by looking at the outliers on the plot. The density
of outliers is visually comparable between all languages until an average of around 9
characters per word. However, after the value 10, both French and Italian have very few
outliers, while German keeps going at the same density until 14 characters per word. This
means that there are a lot of sentences in German text where every word is, on average,
composed of up to 14 characters. The fact that the German distribution is so densely
represented over the whole span of characters transpires numerically from the std, which
is more than twice that of the French and Italian values.

Trade-offs What stands out the most is the approach followed by the German language
to achieve informational density through morphological complexity and syntactic simplic-
ity, in the form of shorter sentences with longer words. On the opposite side, the Romance
languages adopt syntactic complexity by building longer and more elaborated phrases to
achieve the same informational density. Confirmation for this theory of morphology and
syntax duality comes from the results of Section 3.4.4.

3.4.3. Article Length Distribution in Characters

To complete the examination, going from the particular to the general, the number of
characters in each chapter can show the bigger picture. Each language needs to express the
same concepts through the article text. The character is the smallest unit of information
that can be expressed and counted, and Figure 3.14 plots it for each article.

The result presents German as having by far the smallest median, and therefore the
shortest article length. To convey the same amount of information, the German language
takes about 25% fewer characters than either Italian or French. German uses shorter
sentences with longer words, but it still manages to employ fewer characters overall.

3.4.4. Lexical Diversity

This section explores the morphological characteristics and compares them between lan-
guages. The goal is to compute a score that synthesizes lexical diversity. Lexical diversity
can be defined using the Type-Token Ratio (TTR) [36]: the ratio between the number
of unique word types and the total number of words.
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Figure 3.14: Article Length Distribution in Characters

To make the measure more meaningful, the word types are defined on the set of lemmatized
versions of each word. A lemma is the root or dictionary form of a word, and lemmatization
is the process of converting each word into its lemma. This way, variations or conjugations
of the same expression have the same word type.

Another crucial remark about the scope of the TTR is that computing it on the article text
and then averaging the scores makes the final result more reliable. The reason is that TTR
is highly sensitive to text length; if a text is too short, there might not be a chance to
repeat words, and if it is too long, some repetitions are inevitable.

Finally, the outcome of this process is visualized in Table 3.15. The German language
has a median value substantially higher than Italian and French, which have around the
same median. This result is the direct consequence of the morphological complexity of
the German language, especially when compared to the Romance languages.

An example can be examined to practically understand the structural differences inherent
to the languages.
In German, to express new concepts, new words are created through morphology:

• Gesetz (Law)

• Datenschutzgesetz (Data Protection Law)

• Bundesdatenschutzgesetz (Federal Data Protection Law)

In Italian (or French), to express the same concept, existing words are rearranged using
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syntax, for example:

• Legge (Law)

• Legge sulla protezione dei dati (Law on the protection of data)

• Legge federale sulla protezione dei dati (Federal law on the protection of
data)

Figure 3.15: Lexical Diversity Across Languages.

3.4.5. Readability Scores Distribution

The scores in Figure 3.16 have been calculated using the Flesch Reading Ease [35], a test
to measure the degree of readability of a text. The formula combines the average sentence
length and the average syllable count per word, with the idea that longer sentences and
longer words are harder to read. A higher score means a more readable text.

From all the previous findings and given the formula structure, it is possible to understand
the results of the test: Italian has by far the longest sentences and it’s in second place
concerning average word length, German has the shortest sentences but the longest words,
and French has medium sized sentences and shorter words, making it the highest scoring
language.

Italian has a very low standard deviation, meaning that sentences are consistent in their
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level of difficulty. On the other hand, German is rewarded for short sentences, but the
high standard deviation means that there are plenty of cases where sentences score as
extremely difficult.

Figure 3.16: Readability Scores Distribution Across Languages.
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4| Conclusions and future

developments

The goal of this thesis is to develop a graph-based system for exploring the structure of
the Swiss legislative corpus. The resulting system collects all available legal data, orga-
nized according to a clearly defined schema, producing a fully queryable graph database
that integrates extensive metadata and multilingual content for each law. To further en-
hance the search and analysis capabilities of the system, additional information, such as
article-level topics, was generated using transformer-based models. Taking advantage of
the availability of each law in the three official languages, a linguistic comparison was con-
ducted, focusing on syntactic and morphological differences, to identify which language
communicates information most efficiently.

This work draws inspiration from a similar project developed for the Italian legislative
corpus, which demonstrated the effectiveness of graph databases in representing complex
legal systems. Following the Italian example, the long-term aspiration is to improve the
tools available for legislative research, with the hope of simplifying and accelerating the
work of legal experts. Moreover, as seen in this project, this type of structured dataset
offers significant potential for linguistic studies, with the opportunity for even deeper
future analysis.

However, the system currently presents some limitations. The graph includes only texts
from 1998 onwards, as these were the only documents available in a standardized, cata-
logued digital format. Earlier documents exist in fragmented, unorganized archives, which
would require greater technical resources and effort for proper extraction and organiza-
tion. Additionally, the system is not yet publicly accessible, and although each pipeline
component has been tested and is operational, full end-to-end automation has not been
developed at this time.

Future developments could focus on making the system accessible and continuously up-
dated through a public web platform. The extensive dataset could also serve as a basis
to train specialized language models capable of answering queries about Swiss legislation,
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potentially extending interaction with the system beyond Cypher queries. Additionally,
the generated topics and ministry classifications enable additional analyses, such as track-
ing the evolution of specific themes over time.
Given the similarities with the previous Italian project [7], a comparative study between
the two legislative systems could also provide valuable insights into their respective struc-
tures and evolution, further advancing legal research.
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