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Abstract

Amidst the pressing need in healthcare, particularly among general practitioners, to al-
leviate workload during free hours and streamline documentation processes, the research
delves into recent Al advancements in healthcare, facilitating a comparison with similar
existing solutions leveraging Al and automatic speech recognition (ASR) in the health-
care sector. Focused on speech technology, specifically ASR working alongside a Large
Language Model (LLM), we propose a comprehensive framework for implementing soft-
ware aimed at supporting diagnosis in general practice settings. The framework comprises
three key components: simple ASR, decision support, and automated prescription email
generation. Results include a qualitative analysis of decision support system output and
a quantitative analysis of Concatenated minimum-permutation Word Error Rates (cp-
WER) in experimental settings. By automating tasks and reducing administrative bur-
dens, this solution aims to strengthen medic-patient relationships and potentially improve

diagnostic outcomes.

Keywords: Healthcare, Artificial Intelligence, Automatic Speech Recognition, Diagnosis

Support, Workflow Automation
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1ii

Abstract in lingua italiana

In considerazione della pressante necessita di alleggerire il carico di lavoro dei medici
di medicina generale durante le ore libere e di snellire i processi di documentazione, la
ricerca analizza i recenti progressi dell’IA nel settore sanitario, facilitando il confronto
con soluzioni analoghe gia esistenti che sfruttano I'TA e il riconoscimento automatico del
parlato (ASR) nel settore sanitario. Concentrandosi sulla tecnologia vocale, in particolare
sul’ASR e sui modelli di linguaggio di grandi dimensioni (LLM), si propone un quadro
completo per I'implementazione di un software di supporto alla diagnosi in medicina
generale. La struttura comprende tre componenti chiave: semplice ASR, supporto deci-
sionale e generazione automatica di e-mail di prescrizione medica. I risultati includono
un’analisi qualitativa dell’output del sistema di supporto decisionale e un’analisi quantita-
tiva del tasso di errore di parola minimo concatenato (cp-WER) in contesti sperimentali.
Automatizzando i compiti e riducendo gli oneri amministrativi, questa soluzione mira a

rafforzare il rapporto medico-paziente e potenzialmente a migliorare i risultati diagnostici.

Parole chiave: Sanita, intelligenza artificiale, riconoscimento vocale automatico, sup-

porto alla diagnosi, automazione del flusso di lavoro
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1 ‘ Introduction

The healthcare industry is undergoing a signi cant transformation driven by technologi-
cal advancements, changing patient expectations, and the increasing need for e cient and
e ective healthcare delivery.

In this era of digital innovation, the integration of technology into healthcare systems
has become imperative to enhance patient care, streamline processes, and improve overall
outcomes.

This thesis explores the intersection of technology and healthcare, focusing on key areas
such as big data, electronic health records (EHR), and the role of arti cial intelligence (Al)

in this sector, giving insights about already achieved solutions, ongoing research and po-
tential applications revolving around the domain-speci c topic of clinical decision-making.

The rapid evolution of technology is revolutionizing various industries, and healthcare
IS no exception. The adoption of electronic health records, telemedicine, wearable de-
vices, and health apps is paving the way for a more connected and data-driven healthcare
ecosystem.

In addition to this, arti cial intelligence mixed with LLMs and their capabilities are be-
coming popular and easy to use thanks to inspiring user interfaces and simple methods
of use, enabling more and more diverse elds of business, such as healthcare, to gain
increasing interest in the potential applications of such technologies in everyday working
life.

These technological advancements have the potential to improve patient outcomes, en-
hance diagnostic accuracy, and optimize treatment plans. However, with these opportu-
nities come challenges such as data security and management of protected health infor-
mation (PHI), interoperability issues, and the need for healthcare professionals to adapt
to new technologies both from an ethical and pragmatic point of view.

Despite the progress made in integrating technology into healthcare, there are still signif-
icant gaps and ine ciencies that hinder the full realization of its potential bene ts.
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One of the key challenges is the siloed nature of healthcare data, which limits the ability

to harness the full power of big data analytics for personalized medicine and population
health management.

Additionally, the lack of standardized data formats and interoperability between di erent
EHR systems poses obstacles to seamless information exchange and collaboration among
healthcare providers. The current situation puts pressure on physicians and reduces the
quality of their work experience and the medical service itself, potentially giving hasty or
low-quality assessments.

This thesis aims to address these challenges by proposing a comprehensive framework that
leverages medical data management, Al-driven clinical decision support systems, and in-
teroperable EHR systems to enhance the quality and e ciency of healthcare delivery. In
particular, this paper deals with Speech-to-Text techniques and methods for combining
them with the capabilities of LLMs, taking advantage of o -the-shelf tools and solutions.

By integrating these technologies and promoting data sharing and collaboration, health-
care organizations can unlock new insights, improve care coordination, and empower
patients to take an active role in managing their health.

This thesis is structured into several chapters that delve into di erent aspects of technology-
enabled healthcare innovation.

Chapters 1 and 2 provide an overview of the current landscape of healthcare technology,
highlighting existing solutions and identifying gaps that need to be addressed.

Chapter 3 explores the theoretical foundations of the proposed solution, including the role
of expert systems and Al in clinical decision-making.

Chapter 4 outlines the implementation strategy adopted and practical considerations for
deploying the proposed framework in real-world healthcare settings.

Finally, Chapter 5 comprises the experiments done through synthetic but real-world-
based data, collecting and discussing qualitative and quantitative results, also debating
the potential impact of this technology-driven approach on patient outcomes, healthcare
e ciency, and the future of healthcare delivery.

In conclusion, the integration of technology into healthcare holds immense promise for
improving patient care, enhancing clinical decision-making, and driving operational e -
ciencies. By embracing innovation and collaboration, healthcare organizations can navi-
gate the complexities of the digital age and deliver high-quality, patient-centered care in
a rapidly evolving healthcare landscape.



2 ‘ Technologies & Scientic
Context

This chapter analyzes the technologies useful to explain and understand the already work-
ing solutions as well as the ones useful to test the experimental idea behind this work.
Its focus is on the established technologies essential to building an innovative solution,
backed by the upcoming Al-powered technologies of the last years, everything carefully
placed in the actual global and national scienti ¢ context.

2.1. Determinants of the Health Industry

2.1.1. An Economy-Driven Growing Interest
In recent years the the healthcare sector has been deeply in uenced by digital technologies:

The total global market for healthcare apps was valued at just $2.4 billion in
2017.

In 2020, it had already risen dramatically to $40.05 billion. Experts predict that
this will continue to rise by 17.7% from 2021 to 2028. If this trend continues,
the market could be worth a staggering $125.32 billion in 2028.

The benet of improving patient care and patient experience is the main con-
tributing factor to this increase. The impacts of COVID-19 have also caused
this number to rise with remote doctor's appointments, patient monitoring, and
telehealth.

The popularity of healthcare apps is also boosted by the growth percentage of
smartphone users which has risen from 1.86 billion in 2015 to over 3 billion
today. This growth is expected to continue and exceed 4 billion by 2023 which
will further increase healthcare app usage in the woré]

OECD's Data about health expenditure and nancing in the last 8 years also show a
slight increase in the global economic interest in this eld, interest shaken by the afore-
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mentioned stimulus linked to COVID-19 as well as the potential practical uses of recent
technologies to be integrated with the new and constant needs of medicine.

"Health spending indicators are key guides for monitoring the ow of resources, inform-
ing health policy development, and promoting the transparency and accountability of health
systems"[156] Figure 2.1 below depicts the overall increasing health spending as a share
of GDP(2.1): "The gross domestic product (GDP) of a nation is an estimate of the total
value of all the goods and services it produces during a speci ¢ period, usually a quarter
or a year."[164]

GDP =C+I1+G+(X M) (2.1)

(2.1)where: C = consumer spending, | = business investment, G = government spending,
(X-M) = net exports.

Regardless of the income cluster, it's interesting to look at the almost overlapping gures
of "low-income" countries and "upper-middle” ones as well as the wide gap of nearly 4%
between the "high-income" cluster and the "lower-middle" income one, while every line in
the graph shows a little pike w.r.t. 2020s data because of the expenses related to covid-19
that a ected anyone, regardless of the cluster.

Figure 2.1: Health spending as a share of GDP over 20 years, divided by Country-income
level[156]
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2.1.2. The SDGs Trigger

Every kind of e ort in aligning the focus of di erent countries towards the same goals is
also pushed forward thanks to the United Nations Development Programme’s[26] SDGs
goals: "The Sustainable Development Goals (SDGs), also known as the Global Goals, were
adopted by the United Nations in 2015 as a universal call to action to end poverty, protect
the planet, and ensure that by 2030 all people enjoy peace and prospelfity.3].

One of the goals, the 3rd one, relates to "Good Health and Well-being" ghting against
the main causes of death and diseases and trying to increase life expectancy; the greater
focus is on developing countries due to their potential growth and actual situation. Re-
gardless of the signi cant amount of resources received by world organizations during the
pandemic, "the actual increase in health spending in 2020, both as a share of GDP and
in real terms, was lower than the preliminary estimates suggested.8]

N.B: LIDCs:[...]" are Fund member countries where gross national income (GNI) per
capita lies below a threshold level and where external nancial linkages and socioeconomic
indicators have not lifted them into emerging market statug67]

EMEs: "An emerging market economy is the economy of a developing nation that is be-
coming more engaged with global markets as it grow206]

AEs: "[...] 41 advanced economies [...]The seven largest advanced economies in terms
of GDP (Canada, France, Germany, Italy, Japan, United Kingdom, United States) con-
stitute the subgroup of major advanced economies, often referred to as the Group of Seven
(G7)" [68] DD Countries: Congo, Ghana, Grenada, Lao P.D.R., Malawi, Sao Tome and
Principe, Somalia, Sudan, Zambia, and Zimbabwe[69]

Figure 2.2: Domestic general government health expenditure(Percentage of GDP)[16]
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Figure 2.3: Real health expenditure growth(Annual percentage change)[17]

Figure 2.2 and Figure 2.3 above show that, despite being health expenditure a signi cant
part of GDP in advanced economies, more than other categories, the real biggest growth
has been seen in LIDCs and countries in debt distress.

The aforementioned estimates of an increase in spending have been then corrected due
to:"[...] rstly, the estimates were based on a survey conducted in mid-2020 by IMF sta ,
and countries may have adjusted their plans as the scal year progressed. Secondly, the
health sector often faces challenges in executing its budget e ectively, with some coun-
tries not fully utilizing up to 40 percent of the allocated resources[73]. Finally, inadequate
transparency in procurement processes and the lack of timely audits of public spending in
the health sector have been observed[188], leading to large discrepancies between projected
and actual spending.[18]

Despite the aforementioned alarm bell ringing during the pandemic, several parts of the
world are showing a slow retreat in health investments, according to CGD this behaviour

is "due to rising debt-to-GDP ratios [See projections of Figure 2.4]and the increasing
share of revenues dedicated to interest payments on both domestic and external debt. The
normalization of monetary policy in advanced economies has led to higher interest rates
for EMEs, LIDCs and DDs. Combined with currency depreciation, interest payments in
local currency on loans contracted when international interest rates were low have risen
signi cantly. Additionally, the ongoing con ict in Ukraine and resulting higher oil prices

for a substantial period in 2022 23 have further strained these countries' ability to service
their debt."
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Figure 2.4: Public Debt Trends(Percent of GDP)[183]

The overall Real GDP growth is by the way on average over 0%, see Figure 2.5, as stated
in the IMF World Economic Outlook of April 2023: "The baseline forecast is for growth

to fall from 3.4 percent in 2022 to 2.8 percent in 2023, before settling at 3.0 percent in
2024."[70]

Figure 2.5: Real GDP's growth projections by region[19]
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2.2. The Health Side of Big Data

2.2.1. Data Impact & Volume

The volume of data produced in the world is growing rapidly, from 33 zettabytes in 2018
to an expected 175 zettabytes in 2025[44].
All the elements mentioned in the previous section lead directly and indirectly to the cur-
rent growing mass of data related to personal health and the healthcare industry itself,
accumulated up to the present day.
It's challenging to gather in a single statistic the di erent behaviours of the sub-sectors
composing the healthcare industry but focusing on the growth of the most well-known sec-
tors can help in doing so:"Global Big Data in Healthcare was USD 14.25 billion in 2020
and is predicted to reach USD 42.8 billion by 2028]...]the leap from USD 14.25 billion in
2020 to an expected USD 42.8 billion by 2028 in Big Data usage underlines the sector's
increasing reliance on data-driven decisions. [...]The global eHealth market size was esti-
mated at USD 106.5 billion in 2020, and it is expected to withess a CAGR2) of 28.5%
over the forecast period from 2021 to 2028. [Trying to sum up]The global healthcare mar-
ket size is projected to reach USD 12 trillion by 2027, expanding at a CAGR of 8.6§218]
L !
EV

CAGR = —— 1 100 2.2
BV (2.2)

(2.2)where: EV = Ending value, BV = Beginning value, n = Number of years

The compound annual growth rate (CAGR) is the rate of return (RoR) that would be re-
quired for an investment to grow from its beginning balance to its ending balance, assuming
the pro ts were reinvested at the end of each period of the investment's life spad]

But one of the most signi cant statistics relates not only to the clear growth of the market

in that sense or about the respective surge of medical data, it conversely relates to the
e ective and e cient usage of that mass of data, as stated by Veri ed Market Research,
"Healthcare Data Analytics Market size was valued at USD 26.70 Billion in 2022 and is
projected to reach USD 122.20 Billion by 2030, growing at a CAGR of 23.12% from 2023
to 2030; [where healthcare analytics is referred as]The utilization of massive volumes of
collected data to o er enterprises meaningful insights[207]

The vast majority of data collection in healthcare relies on surveys, which are essential
tools for assessing patient satisfaction, identifying those in need of additional care, gauging
sta competency, understanding the patient experience, and evaluating overall healthcare
system performance; As de ned by the National Library of MedicinéSurveys are an im-
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portant means of collecting health and social science information from a sample of people
in a standardized way to better understand a larger population. There are many methods
used to conduct surveys, including questionnaires and in-depth interviews via phone, mail,
email, and in-person.'[141]

Another new way to both collect data and o set costs is remote patient monitoring (RPM),
which "is a technology to enable monitoring of patients outside of conventional clinical
settings, such as in the home or a remote area [...] involves the constant remote care
of patients by their physicians, often to track physical symptoms, chronic conditions, or
post-hospitalization rehab.[59]

Figure 2.6: Growing projections of RPM users in the US[88]

As supported by what depicts Figure 2.6;57% of provider organizations already use RPM

to monitor patients' vital signs at home, according to a January 2022 survey conducted
by Sage Growth Partners on behalf of Rhythm. And, by 2024, over 75% of US medical
practices will be leveraging the technology87]
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2.2.2. Data Usage

Data collectors have recently experienced how this volume of data can be almost useless
if interpreted in the wrong way or if being poorly heterogeneous or badly collected, giving
the possibility to produce sharp projections in some cases and leaving them to produce
fragile estimates in other cases, as happened during the pandemic.

In that period data fooled collectors more than once giving the impression that COVID-19
has been a "rich-country" disease and so that developing countries have been almost left
unscratched, this has been due to several factors:

" The even now constant high share in reported COVID-19 mortality of High-income
countries (HICs), now stabilized at around 42%, being HICs 15% of the global
population, along with simple implications about demography having HICs older
societies and so more exposed to COVID-19.

" The subsequent again simple demographic implication is that developing countries
with younger populations have seen mild consequences.

This led to e orts to undermine the call for global vaccine equity, focusing on giving
more to the ones with more urgency according to data.[163]

The above pragmatic example touches on 2 of the main pillars of proper data usage, data
quality and critical thinking. Data quality measures how well a dataset meets criteria
for accuracy, completeness, validity, consistency, uniqueness, timeliness, and tness for
purposg82].

Critical thinking is part of data literacy. It is the ability to question the logic of arguments
or assumptions and to examine evidence to determine whether a claim is true, false, or
uncertain[109].

2.2.3. Data Value

Given that almost any kind of data analysis can benet from high data quality and a
good critical thinking approach, some data are more valuable than others in terms of the
attention that they attract due to their potential applications and economic results.
Focusing on the size of the industry that revolves around electronic medical records
(EMRs) is more meaningful when it comes to healthcare data.

The global electronic medical records (EMRs) market size is estimated to be valued at US$
17.6 billion in 2023 and is projected to surpass a valuation of US$ 32.3 billion by 2033.
The adoption of EMRs is likely to rise at a CAGR of 6.2% during the forecast peri[&6].
When it comes to gathering attention, it can come from both good and bad sources, so
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the EMRSs, being able to move the above numbers, are one of the major targets of cyber
attack attempts.

The HIPAA Journal, where HIPAA stands for "Health Insurance Portability and Account-
ability Act" (a United States Act of Congress[119])the US alter-ego of the European
GDPR (General Data Protection Regulation (GDPR) is the toughest privacy and secu-
rity law in the world]...]it imposes obligations onto organizations anywhere, so long as
they target or collect data related to people in the EU[72has compiled healthcare data
breach statistics in the US from October 2009 until recent days, showing with its statistics
that there has been an upward trend in data breaches over the past 14 years, with 2021
seeing more data breaches reported than any other year since records rst started being
published by O ce for Civil Rights (OCRS).

Between 2009 and 2022, 5,150 healthcare data breaches of 500 or more records have been
reported to the HHS' O ce for Civil Rights, see Figure 2.7those breaches have resulted
in the exposure or impermissible disclosure of 382,262,109 healthcare redd/8s].

Figure 2.7: Amount of "500+ records" data breaches over 14 years[180]

Another important piece of evidence is shown in Figure 2.8, The importance of securing
the supply chain was highlighted by the higher number of data breaches at business
associates than at healthcare providers in 2022.[135].
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Figure 2.8: Data Breaches clustered by data managing entity[181]

But how does the number of data breaches in the healthcare sector compare with other
sectors? Again the answer follows the reasoning done so famn analysis of data breaches
recorded on the Privacy Rights database between 2015 and 2022 showed that 32% of all
recorded data breaches were in the healthcare sector almost double the number recorded
in the nancial and manufacturing sectors'135].

Backed by the information reported in this paragraph, the HIPAA Journal article stated
"There are so many more data breaches in the healthcare sector than in other sectors
because healthcare data is more valuable on the black market than any other type of data.
This is because it takes longer for healthcare fraud to be discovered and stolen data can
be used for longer compared to (for example) a stolen credit card which can be stopped as
soon as the breach is discovered'35].

2.3. Advancing Electronic Health Records (EHRS)
Management

Electronic Health Records(EHRS) have grown as a cornerstone of the digital revolution
that involves the healthcare industry rede ning how professionals collect, store and utilize
patient information within healthcare systems worldwide; E ective management of EHRsS

can impact patient care, safety and the overall quality of health services.

This section aims to shed light on the intricacies of EHRs management, from data inter-
operability to patient privacy and regulatory compliance[56].
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2.3.1. Data Interoperability and the Role of Standards

One of the paramount challenges that emerge in EHRs management is trying to exchange
healthcare information seamlessly, this could ensure that patient records, diagnostic re-
ports, treatment plans, and a myriad of healthcare data elements can be accessed and
utilized e ectively by healthcare professionals, regardless of the systems they employ.
From a comprehensive point of view, EHRs interoperability may involveslectronic health
information that is shared appropriately between healthcare and public health partners in
the right format, through the right channel at the right timg62].

All 6 dimensions of quality of care outlined by the Institute of Medicine (loM) framework
could be negatively impacted by lack of interoperability: safety, e ectiveness, patient-
centeredness, timeliness, e ciency, and equity[146].

While being a challenging objective to reach, interoperability of EHRs has been shown to
bring clear bene ts such as improving healthcare worker productivity, facilitating public
health disease surveillance and research, and even generating cost savings[161]; on the
other hand, current evidence of speculated further bene ts like care coordination and
care continuity remains mixed and unclear[219].

Interoperability and data sharing are gradually favoured by the adoption of EHR stan-
dards. The purpose of EHR standards is to ensure that EHR systems can communicate
with each other seamlessly, without any loss or alteration of data, they help to ensure
that healthcare providers can exchange data regardless of the EHR system they use. The
adoption of EHR standards has been slow, despite their bene ts. The absence of a uni ed
approach to EHR standards is one of the reasons for this, with various standards being
utilized in di erent regions and by di erent organisations. [122].

The O ce of the National Coordinator for Health Information Technology (ONC) has
developed a set of standards:

" HL7: a set of international standards for exchanging electronic health information
" FHIR: based on modern web technologies such as RESTful APIs and JSON
C-CDA: standard for exchanging clinical documents

DICOM: standard for the communication and management of medical imaging in-
formation

LOINC: standard for identifying laboratory and clinical observations

IDC: standard for coding medical diagnoses and procedures
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A~

SNOMED CT: standard for clinical terminology

N.B. Above de nitions according to EHR Logic.com[122].

The need for e cient standards usage became urgent when looking at related statistics[144]:

" According to ONC, 19% of patients had to bring their prior lab test results to an
appointment because a doctor couldn't access them remotely[148].

" Google states that 75% of healthcare executives state that data interoperability
adoption is one of the top priorities in their medical organizations[13].

" Insider intelligence found that starting from 2023, more than 50% of healthcare
organizations plan to increase their spending on data interoperability adoption year-
to-year[179].

Health Level Seven International (HL7) is a non-pro t ANSI-accredited standard develop-
ment organization that develops standards that provide for global health data interoperability[78].
The 2.x versions of the standards are the most commonly used in the world[46].

The number 7 in the standard's name refers to the layer it applies to in the OSI model[38],
the Application level.

The HL7 EHR functional model enables healthcare systems to exchange data using mes-
sages formatted according to speci c clinical data standards. Di erent software solutions
can be connected using an integration engine that turns domain-speci ¢ data into HL7
messageld 44], see Figure 2.10.

The latest and most versatile creation of HL7 is the Fast Healthcare Interoperability
Resources (FHIR, pronounced " re", see Figure 2.9)standard, a set of rules and speci -
cations for exchanging electronic healthcare data. It describes data formats and elements
(known as "resources") and an application programming interface (API) for exchanging
EHRs. FHIR builds on previous data format standards from HL7, like HL7 version 2.x
and HL7 version 3.x. But it is easier to implement because it uses a modern web-based
suite of API technology, including an HTTP-based RESTful protocol, and a choice of
JSON, XML or RDF for data representation[80].

Figure 2.9: HL7's FHIR standard logo[79]

As discussed in the following subsection there are also di erent regulations to respect in
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developing and implementing IT solutions that involve EHRSs, doing so with HL7-driven
solutions can help to comply with major regulations like HIPAA, the 21st Century Cures
Act or the European GDPR being HL7's FHIR standard, as instance, compliant with all
of them[96][97][1].

2.3.2. Regulations & Industry Initiatives

Under HIPAA regulation, EHR/EMR data is considered PHI[2], Protected Health Infor-
mation, and the same re ect with GDPR.

The HIPAA Journal de nes PHI as follows: Protected health information means indi-
vidually identi able health information transmitted by electronic media, maintained in
electronic media, or transmitted or maintained in any other form or mediurf102].

As instance:

A broken leg is health information.
Mr. Jones has a broken leg is individually identi able health information.

" If a covered entity records Mr. Jones has a broken leg the health information is
protected.

The Health Insurance Portability and Accountability Act of 1996 (HIPAA), a federal law
in the USA, mandates the establishment of national standards to safeguard con dential
patient health information from disclosure without the patient's consent or knowledge[63];
While Europe has an almost similar and comparable law, the GDPR, for a brief GDPR
de nition see 2.2.3.

The key di erence between GDPR and HIPAA is the focus. GDPR focuses on protecting
EU citizens' PHI, hence, any organization that handles an EU patient's information can
be subject to GDPR. In contrast, HIPAA focuses on organizations covered entities and
business associates that handle PHI within the United States[85]. The widespread di -
culties that the entire world has faced in the last 5 years led to a general higher awareness
of the need for proactive initiatives.

During the rst most critical phases of the pandemic, the European Commission developed
a proposal called "The European strategy for data”, which aims at creating a single mar-
ket for data that will ensure Europe's global competitiveness and data sovereignty[36].

A key pillar of the European strategy for data, the "Data Governance Act", seeks to
increase trust in data sharing, strengthen mechanisms to increase data availability and
overcome technical obstacles to the reuse of data; The Data Governance Act entered
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into force on 23 June 2022 and, following a 15-month grace period, is applicable since
September 2023[35], it would promote sharing of personal and non-personal data gener-
ated during the use of digital devices and related services, including medical equipment
and wellness devices[104].

The Commission's European Data Strategy (2020) announced the creation of several
sectoral data spaces with a view to create large data pools that could be used for research
purposes. The Data Governance Act (Regulation (EU) 2022/868; DGA) provided legal
infrastructure that could be used to create and manage data spaces at EU level. This cre-
ated an opening to provide for a European Health Data Space (EHDS) that is part of the
Health Union package adopted in November 2(J204], this is how the EU commission
introduced the just mentioned latest initiative in trying to improve the management of
EHRs in the European context.

The EHDS expresses its objectives as being empower natural persons through increased
control of their personal health data and support their free movement by ensuring that
health data follows them; to foster a genuine single market for digital health services and
products; [and] to ensure a consistent and e cient framework for the reuse of natural per-
sons' health data for research, innovation, policy-making and regulatory activiti¢$04].

The EHDS initiative is presented mainly as an extension and improvement of the EU
GDPR but it goes beyond Article 20 GDPR concerning the portability of personal health
data, it tries to empower subjects to e ectively exercise their data portability rights, how-
ever, it can also be seen as an intermediate objective that gives individuals more choice
in the selection of health service providers, reduces healthcare costs, speeds up diagnosis
and treatment, and enables individuals to obtain better health outcomes[104].

On the other hand, there's a colossal US law, The "21st Century Cures Act" is a United
States law enacted by the 114th United States Congress in December 2016 and then
signed into law on December 13, 2016. It authorized $6.3 billion in funding, mostly for
the National Institutes of Health[167].

While the aforementioned initiatives go deep in exposing challenges and solutions to adopt
regulations but making them lightweight to pragmatically implement, this thesis limits
their scope in helping to understand the legal boundaries to be followed and the Global
steps now in development to craft something tangible in terms of upcoming outcomes.
Lastly, is also mandatory to follow some technical requirements in developing and imple-
menting a medical device, one of the most important is the 1ISO 13485.
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ISO 13485 Medical devices Quality management systems Requirements for regulatory
purposesis a voluntary standard created by Steven Essery, published by International
Organization for Standardization (1ISO) for the rst time in 1996, and contains a compre-
hensive quality management system for the design and manufacture of medical devices;
The current ISO 13485 edition was published on 1 March 2016.[89]

2.4. Al's Role in Advancing Healthcare

Arti cial Intelligence (Al) has become a focal point in healthcare research due to its
potential to drive signi cant advancements.

This section examines the impact of Al on the healthcare sector, highlighting its practical
contributions and, by delving into real-world applications, assesses how Al can improve
healthcare processes and outcomes.

Moreover, it addresses the ethical and operational aspects associated with Al integration
providing a comprehensive overview of its role in the healthcare eld.

As stated in an article by Google,The next step is to apply Al and machine learning to the
harmonized data for insights that can supplement human expertise.[then it recalls the main
and most common challenges]More than two-thirds of healthcare organizations surveyed
by Google Cloud and Fierce Healthcare are not yet implementing Al, mostly because they
lack in-house talent. Of that group, more than half say they plan to start using Al and
machine learning within the next two yearfl3]
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(a) Why not implement Al

(b) Companies Al's implementation plans

Figure 2.11: Google surveys about Al's actual and future adoption.[12]
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2.4.1. The Most Signi cant Outcome is the Diagnosis

After the shocking realization that 12 million people per year left their doctor's o ce
with a potentially harmful misdiagnosis[107], many doctors turned to technology to help
improve their diagnostic accuracy.

A potential misdiagnosis is just one of the many drivers of the growing trend of self-
diagnosis.

According to a survey about self-diagnosis conducted by Tebra.com's "Thelntake" on
1,000 people in the US: 1 in 4 people have self-diagnosed based on social media infor-
mation, 43% of those who self-diagnosed followed up with a medical professional about a
disease or illness they discovered on social media, 82% of those who visited a doctor after
social media self-diagnosing had their diagnosis con rmed.[116] More broadly, studies re-
port that between 67.5%[136] and 81.5%[121] of American adults have looked online for
health-related information.

A simple but meaningful statistic enhances the topic above, according to Google, globally
5% of all Google searches have been said to be health-related.[162]

Therefore, both the potential misdiagnosis and the rising trend of self-diagnosis converge
in the real-world situations that clinicians have to face every day at work, as stated by
Dr Hardeep Singh, a patient safety researcher at the Michael E DeBakey VA Medical
Center and Baylor College of Medicine, in HoustorClinicians think and act in chaotic,
time-pressured, clinical environments while dealing with uncertainty, which is integral to
the diagnostic process|...] Things are not always black-and-white when patients' symp-
toms and disease conditions are unfolding and dynamically evolving. Now add to this the
currently immature and disconnected data information systems and you get the perfect
storm of risk".[107].

In this context, a non-invasive and complementary Al solution can help clinicians save
time and relieve pressure while also giving back patients the e ciency and e cacy they
demand.

2.4.2. Medtech's Generative Al Opportunity

According to a UBS research of February 2023, OpenAl's ChatGPT is théastest-growing
consumer application in history”, having reached its rst 1 million user milestone in a
weeKl105], this relevant statistic leaves no doubts about the attention that this trending
technology has gathered as well as the potential that investors and people in general see
in generative Al.
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Generative Al can be de ned as type of arti cial intelligence technology that can produce
various types of content, including text, imagery, audio and synthetic dgtal]

Must be said that Generative Al was introduced in the 1960s in chatbots but in 2014
with the introduction of a machine learning algorithm called generative adversarial net-
works (GANS) it started to create convincingly authentic images, videos and audio of real
people.[71]

Focusing back on the Healthcare industry, a BCG article emphasizes th&br medtech
companies, the technology [referring to Generative Al] can make processes more e cient,
help companies personalize customer interactions, unlock innovation through unconven-
tional creativity, and better access enterprise data and knowledge to create value in new
ways."[45] The same article states that'Generative Al is projected to grow faster in
healthcare than any other industry, with a compound annual growth rate of 85% through
2027, to reach a total market size of $22 billion.{See Figure 2.12)

Figure 2.12: Generative Al growth projection, comparison by industry[24]

The potential applications are di erent and heterogeneous across the entire value chain,
like:[45]

" Increased e ciency through reduced manual work or higher-speed processes
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" Unprecedented personalization of customer interactions
" Improved creativity to develop novel designs and products
" More comprehensive use of enterprise data and knowledge

Must be taken into account that these large language models (LLMs) include biases sim-
ply by being trained inherently with biases due to the sources used in training, often
containing attitudes, beliefs and prejudices of their authors.[158]

For this and many reasons, there are concerns common among health organizations like
the World Health Organization (WHO), worried that "caution that would normally be
exercised for any new technology is not being exercised consistently with LLMs"[214], or
the Food and Drug Administration (FDA), whose commissioner Robert Cali in a speech
of May 2023 seeéthe regulation of large language models as critical to our futurfl'25]

. Furthermore, in October 2022 Biden administration released a blueprint for an Al Bill
of Rights, outlining 5 principles to "guide the design, use, and deployment of automated
systems to protect the American public in the age of arti cial intelligence[147]

2.5. Key Theoretical Concepts for Solution Develop-
ment

The solution proposed in this thesis intends to be aimed at supporting diagnosis in general
practice settings and it's made of 3 building blocks: simple Automatic Speech Recognition
(ASR), decision support, and automated prescription email generation.

The concept is based on a specic type of Al-powered solution, the so-called Expert
system (ES).

An ES is a domain in which Arti cial Intelligence stimulates the behaviour and judgment

of a human or an organization containing experts. It acquires relevant knowledge from its
knowledge base and interprets it as per the user's problem. The data in the knowledge
base is essentially added by humans who are experts in a particular domain. However,
non-experts use the software to gain information.

Breaking down an expert system essentially is Al software that uses knowledge stored in
a knowledge base to solve problems, ES are usually intended to complement, not replace,
human experts, thus is often used in various elds like medical diagnoses, accounting,
coding and more.

ES have some key characteristics: have high-performance levels, are easy to understand,
are completely reliable, and are highly responsive; they also have di erent capabilities,
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in our case we can focus on advising, assistance in human decision-making, diagnosis,
interpreting inputs and providing relevant outputs.
There are 5 Components of expert systems:

1. Knowledge Base: It contains knowledge in speci ¢ domains along with rules to solve
problems and form procedures that are relevant to the domain

2. Inference Engine: Able to acquire relevant data from the knowledge base, interpret
it, and nd a solution to the user's problem.

3. Knowledge acquisition and learning module: functions to allow the expert systems
to acquire more data from various sources and store it in the knowledge base

4. User Interface: essential for a non-expert user to interact with the expert system
and nd solutions

5. Explanation module: (Not always present) helps in providing the user with an
explanation of the achieved conclusion.

Figure 2.13: Blocks diagram to explain the ow of component interactions in an Expert
system[187]

The Inference Engine uses the following strategies to recommend solutions: Forward
Chaining and/or Backward Chaining.

In our case, we focus on backward chaining, which is useful to answer the question "Why
did this happen?", depending upon what has already occurred, the inference engine tries
to identify the conditions that could have happened in the past to trigger the nal result.
Generally, ES can be classi ed into ve categories: rule-based, frame-based, fuzzy, neural,
and neuro-fuzzy; we focus on rule-based, simple ES that describes knowledge as a collec-
tion of rules.

Is important to mention that ES di er from traditional systems because in ES the problem-
related expertise is encoded in data structures only, also, ES can provide explanations and
simplify the understanding of a particular conclusion[187].
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Looking at Figure 2.13 we have a specic ES, a rule-based advisory system using back-
ward chaining, similar to the one intended to be developed; In the diagram, the goal is

to provide advice, thus the inference engine starts with the goal and works backwards to

determine what facts are needed to achieve the goal. For example, if the goal is to provide
medical advice, the inference engine may need to determine the patient's symptoms, the
patient's medical history, and possible diagnoses.

Having expressed the theory of the core of our solution, we have to mention the theory
behind what queries the solution and so the input mechanisms.

In the ideal context under analysis, the solution should work as a clinical decisional sup-
port system to assist and advise general practitioners during their daily encounters. To
provide a simple and non-intrusive solution we need something that listens to the con-
versation, converts it into structured text, grasps the signi cant information from the
text and leverages them to provide, as output, possible advice for the physician as well
as easy treatment reminders; now we will express the theoretical principles behind such
functioning.

As regards the act of allowing a machine to grasp the audio source out of a conversation, we
can talk about Ambient Intelligence (Aml), the ability to continuously and unobtrusively
monitor and understand actions in physical environments[137] and so without the need
to be prompted; Some speci ¢ solutions talk about Ambient Clinical Intelligence (ACI)
when focusing in using this technology in the healthcare eld (See Subsection 3.6.2). In
our case, the prompt is an essential part which allows the medic to have exibility and
full control of the instrument he or she is using.

Automatic Speech Recognition (ASR) is the Al macro-category that covers this need, it
can be de ned as the process of deriving the transcription of speech, known as a word
sequence, in which the focus is on the shape of the speech wave[48]. One of the latest and
easiest approaches to ASR is the End-to-End Deep Learning Approach: with an end-to-
end system, you can directly map a sequence of input acoustic features into a sequence of
words in one package, using deep learning methods; CTC, LAS, and RNNTs are popular
Speech Recognition end-to-end Deep Learning architectures.[4][106].

The "end-to-end" approach refers to training a model to perform a task without relying

on handcrafted feature engineering, it doesn't strictly de ne the learning technique used;
supervised learning is the dominant paradigm in ASR, is a machine learning approach
that's de ned by its use of labelled datasets, by using labelled inputs and outputs the
model can measure its accuracy and learn over time; Unsupervised learning uses machine
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learning algorithms to analyze and cluster unlabelled data sets[93]; However, labelled
samples are often di cult, expensive, or time-consuming to obtain. By contrast, the
unlabelled data is usually abundant and can be easily or inexpensively obtained. Con-
sequently, it is desirable to leverage a large number of unlabelled data for improving the
learning performance given a small number of labelled samples. For this reason, semi-
supervised learning (SSL) has been a hot research topic in machine learning in the last
decade, therefore, adopting SSL for deep learning settings leads to deep semi-supervised
learning (DSSL)[143][215][216].

The tricky part of understanding what comes out of a simple ASR process belongs and
relies on the presence of a component, Large Language Models (LLMs).

LLMs are arti cial intelligence neural network models that can carry on a dialogue[75],
technically they are pre-trained foundational models that are self-supervised and can be
adapted with ne-tuning to a wide range of natural language tasks[211].
Transformer-based LLMs are key in ASR tasks: the Transformer Architecture was in-
troduced by Google researchers in 2017 [11], it explains how these models can take the
context of the processed words into consideration, which allows for a more nuanced un-
derstanding of related words and concepts, through the notion of attention.

The concept of attention can be modelled in machine learning where attention is a simple
weighting of data; Transformers are also autoencoders which encode the input data to a
hidden space and then decode those to another domain, the encoder gets an input and
converts it to a context vector and the decoder gets the context vector and converts to
an output. Considering now a sequence of tokens, e.g., a sequence of words which make
a sentence be translated from one language to another, Sequence-to-sequence model[41]
is the name of the model which transforms a sequence to another sequence, and here
every word produces a so-called hidden vector. A sequence-to-sequence model can be
"with attention"[90], which means that this model has a context vector for every word
and every vector is a weighted sum of all the hidden vectors, hence, this weighted sum
for a speci c word in the sequence determines which words this speci c word attends to
more, this notion of weighted impact is called "attention"[20].

LLMs built on transformer-based architectures are a subset of Natural Language Process-
ing (NLP) models.

NLP is a sub eld of computer science (CS), arti cial intelligence (Al), and linguistics,
with machine translation, reading comprehension, dialogue systems, document summa-
rization, text generation, and others, as applications[75]; NLP pipeline is the sequence of
processes that takes in the raw text as input and outputs structured data that can be
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used for various applications.[193].

Further developments, such as understanding arguments, or the di cult functions of la-
beling people speaking in a multi-actor speech or summarizing a conversation, fall within
the area of NLP tasks.

Pragmatically, the explanation of the theoretical underpinnings aforementioned helps to
make clearance between the technical intricacies that should allow our solution to address
the needs of general practitioners.

Following an ideal usage example of the solution: the rst part of note generation should
perform a general speech-to-text task followed by a speci ¢ NLP task called Text mining
(or Text analytics), an Al technique that converts unstructured data into structured data
by using NLP to enhance the analysis using machine learning algorithms[5]; then, to allow
the system to grasp information from the structured data to integrate them with EHRs
and retrieve advice or insights, the solution should perform an information extraction
(IE) task, automatic extraction of concepts, entities, and events, as well as their relations
and associated attributes from free text [199]; The nal part of the ideal usage, the one
related to the automatic setting of a reminder about therapies to be followed, is a simple
integration with a communication mechanism triggered by speci c information extracted
as just mentioned, about dosages, periodicity of use, and similar.

That said, the following sections focus primarily on established scienti ¢ achievements and
already existing solutions that can automate patient-physician interactions, all designed
to free up doctors' time to better focus on the patient at work and also on their personal
lives.[91]
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Figure 2.10: HL7 general usage technical example[145]
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3 ‘ Related Works and Platforms

Having highlighted the market conditions and the technological foundations in the rst
chapter and with the forthcoming explanation of our idea in the third chapter, this section
serves as a bridge, connecting the theoretical underpinnings to practical innovation.

In this chapter, we turn our attention to the current landscape of scienti ¢ clinical so-
lutions supporting medical sta of various specialities in achieving signi cant results in
everyday working life. A particular focus is posed on solutions for everyday check-ups,
mainly the Al-powered ones but also the most used and representative of the workforce.
Rather than revisiting the foundational aspects discussed in the rst chapter, we shift our
focus to existing real-world implementations.

We aim to understand how Al is actively contributing to healthcare practices today and
what are the state of the art solutions used, thus setting the stage for our contribution.

This exploration provides a valuable context for our innovation, allowing us to identify
gaps, challenges, and unexplored opportunities. By studying the scienti ¢ results and
existing solutions, we can gain insights that inform the development of our Al solution,
ensuring that it complements, challenges and enhances the current state of healthcare
practices.

By the end, we'll be well-prepared to unveil our innovative idea in the subsequent chapter,
armed with a deep understanding of the current software landscape in medical support.

3.1. Scienti c Achievements & Experiments

As time passes since the rst days of Al's adoption in di erent elds, the web is now
populated with much evidence of the powerful applications that it has, is having and
can have. A rough glimpse of this can be seen in an article from WIRED, published in
the rst days of the COVID-19 pandemic, reporting that a Canadian health monitor-
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ing platform had beaten both the World Health Organization and the US Centers for
Disease Control and Prevention in notifying the public of a u-like outbreak in China:
[The company, BlueDot] now has 40 employees physicians and programmers who devise
the disease surveillance analytic program, which uses natural-language processing and ma-
chine learning techniques to sift through news reports in 65 languages, along with airline
data and reports of animal disease outbreaks.[Also here Al doesn't replace human evalu-
ation but supports it] Once the automated data-sifting is complete, human analysis takes
over[...JEpidemiologists check that the conclusions make sense from a scienti ¢ standpoint,
and then a report is sent to the government, business, and public health cli¢b8&

Al's signi cant growth comes with a signi cant obligation to create fair and precise solu-
tions that do not cause harm, the following lines will show some examples of pragmatical
contributions.

A recent study from the American Journal of Perinatology showed that using automated
machine learning and intrapartum factors improved the accuracy of prediction of the
probability of a vaginal delivery over both previously published models based on logistic
regression; This allows medics to curb unnecessary cesarean sections, which account for
about a third of births in the U.S.[64], a serious surgery that carries risks for both the
patient and their baby.[134]

An article published in mid-2023 in the Journal of Multidisciplinary Healthcare explained
the role of Al in cancer treatment: Al applications in oncology include risk assessment,
early diagnosis, patient prognosis estimation, and treatment selection based on deep knowl-
edge. Machine learning (ML)[...] has been highly e ective at predicting various types of
cancer, including breast, brain, lung, liver, and prostate cancg23]

Al is being also used in two main elds which involve image reconstruction and image

acquisition, Computed Tomography (CT - a fast series of X-ray pictures) and Magnetic

resonance (MR). PHILIPS has developed solutions in both elds.

In CT, patient mispositioning is a common challenge, which can result in increased
radiation dose to the patient or image noise[130]. Al-enabled camera technology can
automatically detect anatomical landmarks in a patient to enable fast, accurate and

consistent patient positioning. In addition, Al-enabled image reconstruction can help

to reduce radiation dose and improve CT image quality, thereby supporting diagnostic

con dence[165][166].

The rising use of MR is increasing the pressure to e ciently scan more patients and to
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shorten the path from initial scan to nal diagnosis. PHILIPS SmartSpeed[171] solution

is an Al-based image reconstruction, which caaccelerate MR exams to increase depart-
ment productivity and reduce the cost per exam, while supporting diagnostic con dence
with high-resolution imagefglL70].

Tencent, a Chinese IT enterprise, has developed an Al (Arti cial Intelligence) that can

e ectively diagnose diseases, including several di erent types of cancer[209]. Also, Baby-
lon's Al chatbot has been used by over 3,000,000 users from the UK and Rwanda, the
system provides quick and easy-to-access advice for common diseases and according to
their results, the Al system outperformed the average human doctor.[107]

Al is also contributing to everyday life needs from both the patients' and medics' points

of view through Conversational Al, a type of Al that can simulate human conversation.
Patients are now becoming more knowledgeable and are seeking support and information
through digital channels, 64% of consumers say they nd 24/7 service the most helpful
chatbot functionality[111] and 74% of Internet users prefer using chatbots when looking
for answers to simple questions[174], also, a 2019 Accenture study shows that 68% of
patients were more likely to choose providers who o ered online ways to book, change or
cancel appointments[37]; So in this sense, an intelligent healthcare virtual assistants can
also be trained speci cally to help answer the most frequent questions.

This type of Al is also useful for medics to collect back key information about patients dur-
ing their interaction with it and can equally play a signi cant part in streamlining internal
day-to-day processes to increase productivity and e ciency, such as information retrieval,
and reduces team interdependence since sta members can instantly access the required
information instead of waiting for responses from other parts of the organization.[42].

3.2. Glossary

Before digging into this section it's necessary to introduce some other speci c concepts,
acronyms and terms to better understand the "how it works" of each of the following
solutions:

1. SOAP Note: The Subjective, Objective, Assessment and Plan (SOAP) note is
an acronym representing a widely used method of documentation for healthcare
providers.[...] is a way for healthcare workers to document in a structured and
organized way their annotations regarding medical examinations or interviews with
patients[212].

2. Natural Language Processing (NLP)efers to the branch of computer science and
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more speci cally, the branch of arti cial intelligence or Al concerned with giving
computers the ability to understand text and spoken words in much the same way
human beings can. NLP combines computational linguistics rule-based modelling of
human language with statistical, machine learning, and deep learning mode[84]

. Speech-to-text:A kind of NLP task: Speech recognition, also called speech-to-text, is

the task of reliably converting voice data into text data. Speech recognition is required
for any application that follows voice commands or answers spoken questi@4s.

. Machine Learning (ML): Machine learning is a branch of arti cial intelligence (Al)

and computer science which focuses on the use of data and algorithms to imitate the
way that humans learn, gradually improving its accurady3]

. Two-factor authentication (2FA): is an identity and access management security

method that requires two forms of identi cation to access resources and data. 2FA
gives businesses the ability to monitor and help safeguard their most vulnerable in-
formation and networks[133]

. Cloud-based solutionrefers to applications, storage, on-demand services, computer

networks, or other resources that are accessed with an internet connection through
another provider's shared cloud computing framewofk13]

. Medical coding: "[coding]is best described as translation. The original language is

the medical documentation about the diagnoses and procedures related to a patient.
This information is converted, through the coding process, into a series of characters
that describe the diagnoses or procedures in a standard manié7]

To assist in reading comprehension, the subchapters below will be divided into micro-
categories based on the type of help provided to professionals or the problem being treated.

3.3.

Solutions for Automatic Clinical Note Genera-
tion

Speech-to-text technology makes it possible to address one of the major problems that
leads physicians to spend more time than they should at work, often in o -hours, the bur-
den of documentation; Also explicable as the e ort put into managing professional duties
such as maintaining each patient's medical records, extracting key details of a medical
examination from the notes written during the examination, and similar tasks.
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A study conducted recently revealed that physicians spend approximately 49% of their
work time on administrative tasks, while only 29% of their time is spent caring for
patients[25].

According to Oxford University Journal JAMIA OPEN: Ambient clinical intelligence
(ACI) allows patients and clinicians to engage in conversation without the clinician need-
ing to focus his/her time on a keyboard or screen. When used in ACI, Al helps identify
the speaker, uses NLP to convert the voice conversation into text, maps the medical
terms and phrases to standardized nomenclatures, and organizes the conversation into a
properly formatted clinical note.[201]

For years, doctors have used various kinds of documentation assistance, in-
cluding speech recognition software and human transcribers. But the latest
Al is doing far more: summarizing, organizing and tagging the conversation
between a doctor and a patierjil91]

That's why there exist many solutions that e ectively tackle this problem.

3.3.1. DeepScribe

For the o cial website and general following references see:
https://www.deepscribe.ai/

Founded in 2017, DeepScribe is a medical technology rm based in San Fran-
cisco, California that supplies Al medical scribe solutions to healthcare com-
panies and medical professionals, helping them automate clinical documenta-
tion, improve patient care, reduce clinical burnout, save valuable time, and
increase revenue and reimbursement. With thousands of clinicians on their
platform, DeepScribe is the most widely adopted ambient Al medical scribe
in healthcare.[50]
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Figure 3.1: Deepscribe usage example[50]

Generally, DeepScribe will synthesize the information discussed during the patient visit,
format it into a standard SOAP note(see Section 3.2 intro. point 1), and then inte-

grate those ndings back into the preferred elds of a clinician's EHR. The exact note

turnaround time depends on the length of the recording.

It pragmatically works by recording the audio of a visit, made through the mobile App
only available for i0S14+ devices, then takes some time to turn that recording into a
well-formatted SOAP note (See Section 3.2 intro. point 3) with the essential elds ready
to be integrated with the preferred EHR.

The synthesizing of the conversation between medic and patient and converting it into
medical notes involves Al; Speci cally, Natural language processing (NLP, see Section 3.2
intro. point 2) is used to make sense of the conversation between clinician and patient
and convert it into structured data that can be reformatted into a standard medical note.
While Machine Learning (ML, see Section 3.2 intro. point 4) can improve by ingesting
data, here DeepScribe ingests hundreds of millions of clinical data points used to improve
its accuracy and reliability.
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It is 100% HIPAA compliant (See section 2.3.2) and it supports two-factor authentication
(2FA, see Section 3.2 intro. point 5) to ensure the security of sensible information.
Currently (As of [21-10-2023 last website inspection]), DeepScribe is only available for
providers who live and practice in the United States and its Al models are trained in
General American English. For other languages, it's necessary to leverage DeepScribe
through a translator or with post-visit summaries.

On average, new users of the solution are completely onboarded within 7 business days
of sign-up. The cost of this solution is variable and not clearly expressed by the website,
they state that pricing is dependent on multiple variables, such as practice size, medical
speciality, and EHR integration.

It is a cloud-based solution (see Section 3.2 intro. point 6) so it needs an internet connec-
tion to work seamlessly but recordings can also be submitted once an internet connection
Is available.

It is an overall advanced solution, widely used in the USA and very versatile being able
to adapt depending on the speci ¢ medical eld in which the medic who is doing the visit
works.

As stated in a benchmark study conducted by the DeepScribe team, it outperforms Ope-
nAl's GPT-4 by 32% on Al Medical Scribing when paired with domain-speci ¢ data;
Examples in the study highlighted how DeepScribe excelled in capturing crucial domain-
speci ¢ details for healthcare acceptance, while GPT-4 exhibited shortcomings due to a
lack of medical data training[49]

3.3.2. AutoScribe by Ambience

For the o cial website and general following references see:
https://www.ambiencehealthcare.com/

Autoscribe was launched on February 24th, 2023, by Ambience Healthcare, a US company
whose mission isto supercharge healthcare providers with Al superpowel37].

Ambience AutoScribe is a fully automated Al medical scribe that captures the
nuances of provider-patient conversation in real-time into comprehensive med-
ical documentation within the EMR, so providers can focus on what matters
most: caring for patients.[77]

It pragmatically exploits speech recognition features to produce a draft of the patient-
clinician meeting enabling the medic to simply have to review that draft and export it
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towards the EMR manager in use.

Similarly to Deepscribe (see Section 3.3.1) it has a simple work ow: The clinician starts
the recording, focuses on the patient as he/she normally would, stops the recording and
waits for the draft to be produced.

Di erently, it has full multi-modal support working for in-person, asynchronous chat,
phone calls, and video visits.

Again this solution intends to tackle the key problem of documentation burden that
occupies an important share of a clinician's shift often requiring extra time spent at work.
This solution declares to reduce on average the documentation time by 78% [76]

3.3.3. Others

Here we just mention two other existing solutions that o er a very similar solution con-
cerning the two just mentioned and that try to tackle the same problem:

https://www.abridge.com/
https://augmedix.com/

https://www.nabla.com/
% It also offers APIs to its service

3.4. Copilots

An Al copilot is a conversational interface that uses large language models
(LLMs) to support users in various tasks and decision-making processes across
multiple domains within an enterprise environment.[128]

The following solutions provide features to give an aided work ow through a combination
of the latest advancements in Al technologies like Automatic Speech Recognition (ASR)
and Natural Language Understanding (NLU).

3.4.1. Suki Assistant

For the o cial website and general following references see:
https://www.suki.ai/suki-assistant/

Founded in 2017, Suki is an already established company working in the US healthcare
sector providing dictation and documentation solutions.
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Recently it has started to exploit the newest Al technologies to build what they call "Suki
Assistant".

Suki assistant works as a copilot for physicians allowing them to go further the dictation
of a note or the auto- lling of it through ambient; It permits to invoke patient information

via voice commands working seamlessly in the Suki platform or the EHR manager, and it
always listens waiting for voice commands to |l any kind of forms or to trigger shortcuts
that allows to retrieve patient schedules, general data or to edit those contents.

This allows not only Al-powered features but also an always-ready assistant to reduce
even more almost any time-consuming task related to clicking or lling something.
Interesting to notice that this is one of the few companies which publicly shows their
pricing for this solution, set to $399 per user per month.

3.4.2. Doximity GPT by Doximity

For the o cial website and general following references see:
https://doximity-marketing.doximity.com/doximity-gpt-info

Founded in 2010, Doximity is the leading digital platform for medical professionals in
the US. The company's network members include over 80% of U.S. physicians across all
specialities and practice areas and have a larger membership than the American Medical
Association.[54].

Doximity provides digital tools built for medicine enabling physicians, via Mobile App, to
make easy compliant video calls that don't require extra software to practice telemedicine,
to make voice calls with covered custom caller ID or to nd expert colleagues within the
Doximity network.

In the rst weeks of February 2023 Doximity launched their open beta solution "Docs-

GPT", it is now working and stable, called Doximity GPT; It is a full Al assistant helping

in many tasks like drafting preauthorization and appeal letters to insurers, easing the bur-
densome preauthorization process, or simply helps in writing letters of patient support
automatically generating letterheads and signature lines.

Despite covering a small con ned task it helps rmly in lowering the weight of such time-

consuming administrative activities.
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3.5. Clinical Decision-Making Solutions

This subgroup of solutions represents services intended to facilitate knowledge sharing
among doctors for clinical decision-making, both providing an easy-to-access and refer-
ence solution that is well re ned and enriched with a substantial database of clinical
knowledge, as well as diagnosis suggestions based on an indirect scan of patients' records.

3.5.1. Regard

For the o cial website and general following references see:
https://withregard.com/

Founded in 2017, formerly HealthTensor, Regard provides some already-seen features like
note generation or medical coding but embeds into the EMR and works as a virtual med-
ical resident to curate all patient data and suggest new diagnoses.

Figure 3.2: Regard usage example[184]

The interesting feature provided by Regard refers to the ability of Regard's copilot to
embed into the EMRs and review all data to provide potential diagnoses or treatment
plans based on the entire patient record (See Figure 3.2).

It is also capable of checking documentation against clinical guidelines for more accurate
auditing.
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Being also HIPAA Compliant it shows suggestions and potential corrections to physicians
but the full control is always in the medics' hands.

3.5.2. GlassAl by Glass Health

For the o cial website and general following references see:
https://glass.health/

Founded in 2021, Glass Health intends to facilitate knowledge sharing among doctors for
clinical decision-making.

Recently, on September 11, 2023, the company raised $5M funding to empower their
Al-Powered Clinical Decision Support Platform, GlassAl.[43]

Figure 3.3: Glass Health usage example[43]

GlassAl exploits a ne-tuned clinical knowledge database combined with a LLM with
evidence-based peer-reviewed clinical guidelines, overcoming the typical limitations of
base LLMs like ChatGPT, and providing reliable and updated treatment plans and diag-
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noses within seconds.[43]

It pragmatically asks to prompt a patient summary following a speci ¢ format and then
Is capable of providing both a draft of di erential diagnosis so that a clinician can take
into account di erent alternative evaluations, and also a potential clinical plan to follow.

3.5.3. MedQuestio

For the o cial website and general following references see:
https://www.medquestio.it/

MedQuestio is an online free-to-use solution provided by HPR Digital Medicine s.r.l, a
small Italian company.

The company works in partnership with the Italian Interdisciplinary Society for Primary
Care (SIICP) being so able to provide a ChatGPT-like solution in which physicians prompt
guestions like "How to treat ..." and the tool answers back with detailed and updated
treatment plans according to SIICP articles with the link to the related source.

It is noticeable that it's free-to-use and seems to be one of the few solutions present in
Italy when browsing the web for a solution like the ones already discussed.

3.6. Multi-tool Solutions

The next solutions are more structured and backed by solid infrastructures which allows
them to not provide a single solution with many small features but instead di erent stan-
dalone tools that can work in combination between them.

3.6.1. Corti

For the o cial website and general following references see:
https://www.corti.ai/

Founded in 2016, is a multi-tool medical Al focusing on text and audio data.
The proprietary Al software o ers real-time guidance during patient inter-
actions and emergency calls. It then supports documentation & coding (see
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Section 3.2 intro. point 7), triaging and quality assurance following the interac-
tions. Corti covers approximately 100 million patients a year, and augmenting
professionals over 150,000 times a day. Corti's ultimate goal is to o er global
access to fast, consistent, and high-quality healthcare advice at a much lower
cost.[40]

Figure 3.4: Corti usage example[39]

Pragmatically it is a multi-tool Al solution, composed of:

A

Corti Triage: A patient triaging tool that helps call takers, care coordinators and
nurses handle situations on a phone call by giving real-time support through a
series of oating and scrolling windows that follow the phone call as it develops.
It automatically collects relevant details as the call taker interviews the patient,
compiling a continuously updated summary that synchronizes with other software.
It also o ers analytics to monitor and improve the handling of calls for managers.

Corti Clear: A monitoring tool useful to grasp working trends across individuals or
teams, generally speaking, to track ROI, spot problems and enable to better engage
employees.

Corti Code: Helpful in medical billing in the USA context in which insurance com-
panies pay medics, and are paid by patients, according to the codes they register
once a medical service ends; A key problem in the USA context that leads to $4.9m
in average loss per hospital due to denials.[99]

N.B. Not useful to go deep in this tool being far from the idea to develop in this
thesis.

Corti Suggestions: An Al-powered decision support to help call takers in real-time,
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the Al listens in to the interview and makes suggestions prompting the call taker
with advice and instructions (See Figure 3.4). Allows also builds custom alerts based
on keywords and suggests the context and related responses according to delicate
topics.

For informational purposes, in September 2023, the company has raised $60M in Series
B funding.[40]

3.6.2. Nuance by Microsoft

For the o cial website and general following references see:
https://www.nuance.com/healthcare.html

Nuance Communications, Inc. is an American multinational computer software tech-
nology corporation founded in 1992 that now markets speech recognition and arti cial
intelligence software, it was acquired by Microsoft in March 2022 in a $19.7B deal.[149]

The company o ers a suite of tools that empower physicians throughout the entire patient
journey, see below:

A

DAX Copilot: The Dragon Ambient eXperience (DAX) is Nuance's copyrighted
Al-powered ambient clinical intelligence (ACI) solution that automatically docu-
ments patient encounters, like the aforementioned Deepscribe it uses a Desktop
App and a companion App to record the clinical conversation and summarizes it
standardizing the outcome according to speci ¢ templates based on the medic's spe-
ciality eld

Di erently from the previous solution, it captures even multi-party conversations
ambiently, which means more than just 1:1 conversations; It also exploits the im-
portant amount of data and solid infrastructures of the Microsoft group to train
such solution on over 10M encounters and 1B+ minutes of medical dictation.[142]
It has also been already widely applied in 2022 giving the possibility to have di er-
ent video case studies as well as rich ROI resources to evaluate technically its quality.

Dragon Medical One: A conversational Al work ow assistant and documentation
companion or simply a speech-driven tool useful in doing general actions all over
the digital medical procedures simply by using the voice.

Allows to dictate notes and create voice commands and triggers.
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" Nuance CDE One: a clinical documentation integrity assistant, as mentioned in
the above solution "Corti Code" (See subsection 3.6.1), useful to properly encode a
patient treatment according to US regulations; Not furtherly described.

" Other solutions to monitor performance.

This, as previous solutions, is mainly intended to tackle the problem of clinicians obliged
to take notes during an encounter to grasp useful information or rely on memorizing them
but then forced to reserve time to produce a structured clinical note to be integrated into

the EHRs; The time required to produce the notes and the part of attention removed from

the conversation to take notes, both can be saved using a solution like Nuance's DAX,
improving the free time of clinicians and patient experiences.

3.7. Comparing the Solutions

The project explored in this thesis intends to show itself as a solution that can be easily
used by various medical gures, but particularly by primary care physicians. This ap-
proach focuses on the perceived need of such professionals to manage the daily volume of
patients that populate their o ces each day.

The next section will go into the speci c triggers that shaped the idea.

Taking existing projects in this area as a point of mention, the following solution aims
to provide a tool for listening and summarizing the doctor-patient conversation, taking
advantage of the information gathered from it and then comparing it with the patient's
medical record. This allows the physician to receive hints and reminders concerning pos-
sible forgotten routine questions or necessary follow-ups of ongoing therapies or the like.
Such mnemonic activities would take time for the physician to prepare the visit in advance
requiring additional preparation time between visits or forgetting them would produce an
inaccurate and incomplete visit and a ect the quality of the service.

Is also essential to remember that the solution intends to be used rstly in an Italian
market and context and this gives the reason why some features like "Coding" which
refers to the encoding of medical treatment, are left behind.

Last but not least, the proposed solution intends to have a simple but essential compo-
nent capable of grasping from the conversation the drugs just prescribed along with the
therapy to be followed, using this data to set an auto reminder to be sent to the patient
according to the schedule de ned in the therapy.

Such component and respective features is not mentioned in table 3.1 since our solution
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is the only one implementing it; technically represents a small building block but demon-
strates how this solution is tailored to the needs of general practitioners and their working
habits.

Therefore, the table below tries to give a quick lookup of what the other existing solutions
already o er in a more or less structured way and what my solution (highlighted in blue)
would like to o er.

NoteGeneration Coding* | Copilot DSS* | Monitor
Deepscribe X
Autoscribe X
Suki X X X
DoximityGPT X
Regard X X X
GlassAl X
MedQuestio* X
Nuance* X X X X
Corti* X X X X
SOLUTION X X

Table 3.1: Easy lookup on what every solution o ers in terms of features

*Referred to Medical Coding, see Point n.7 in Section 3.2

*Decisional Support System (DSS)

*MedQuestio is the only Italian solution in this comparison

*Notice that both Corti and Nuance are by de nition multi-tool solutions so they have
many features usually using inner tools with speci ¢ names.
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4 ‘ A Decision-Making Solution for
Primary Care

In this chapter, we dive into the conceptual foundation that forms the groundwork of
our proposed solution. Having scrutinized existing solutions in Chapter 3, this segment
elucidates the theoretical underpinnings, providing a comprehensive understanding of the
principles and ideas upon which the proposed solution is built.

Theoretical frameworks not only contextualize the proposed solution within the broader
landscape but also contribute to the formulation of hypotheses and the design of our sub-
sequent implementation in Chapter 5.

This chapter is key in establishing a coherent connection between the identi ed gaps in
existing solutions and the novel approach we aim to introduce.

Through a detailed examination of relevant literature and established theories we present
a theoretical framework that doesn't only underlines the necessity of our innovation but
also lays the basis for its practical manifestation.

Starting with the theory, the next chapter will smoothly move to the practical side, ex-
plaining how we'll make our solution work.

4.1. Focus on General Practice Context

Out of the technical and technological context understood in Chapter 2 and the recent
industry reaction in Chapter 3, can be understood that some sectorial needs are common
and some others are more or less tackled or considered urgent.

The analysis conducted until here made clear that while some IT-based tools and solutions
are shaping or have already shaped the progress of the healthcare sector, some others
have the potential to do so but need to focus on a narrower scope, not being less relevant,
but focusing on some other medical needs that are not related to the primary scope of
healthcare, to cure, but focused on the e ciency of the process of doing so.

In this context we focus on the need to reduce the amount of time spent in writing down
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notes out of a medical examination, the possibility of having an Al-powered copilot to
assist physicians in ending a visit without missing relevant details and the comfort of both
patient and medic to have self-set reminders about therapies.

The three cases just mentioned take up some of the most delicate phases of a visit while
also trying to shake up an ingrained behaviour of both the patient and the clinician in
dealing with a visit: Thus the need for the patient to focus on expressing the problem
correctly but also to be focused on remembering the doctor's suggestions and treatments,
as well as for the clinician to be focused on taking notes and keeping in mind the right
connections between what he or she hears and what he or she knows about the patient.
Dealing proactively with these situations that hide in between lines some key needs can
potentially boost the productivity of physicians, a study conducted on the impact of
medical scribes on family physicians and their patients at an urban safety net health
clinic showed the signi cance of this need in terms of productivity: time spent facing
the patient increased by 57%, time spent facing the computer decreased by 27% and the
proportion of the visit time that was spent face-to-face increased by 39%. [118]

Memory should not be "the" essential skill in both being a good doctor and a patient
enjoying an encounter, by one hand the physician can't literally remember every technical
information learned during studies as well as the entire and detailed medical record of
a patient without allocating time to reading it in advance, on the other hand di erent
studies show that patients tend to remember few advices or treatments presented as the
volume of these information increases.[160]

Having brie y highlighted the signi cance of the identi ed needs, the following section
will respect a speci ¢ structure intended to allow the reader to trace the reasoning process
behind the development of this idea, we are going to:

1. identify the needs
. express the theoretical underpinnings that support the idea
. clarify the three components, their purpose and functionality

2

3

4. justify the development rationale

5. describe some application scenarios
6

. compare with existing models
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4.2. Needs

All the distracting factors mentioned above, such as having to take notes or being forced
to remember a part of the speech, lead both actors to devote a major part of their at-
tention to something that is not strictly related to the exact moment they are talking to
each other, depriving the conversation of its natural spontaneity or requiring to Il the
discourse with silent intervals, useful to take notes, that interrupt and elongate the visit.
Therefore, is important to focus on three main needs: The need to reduce time spent on
taking notes, the need to allow physicians to feel less pressure in worrying about forget-
ting something, which implies a longer preparation in between each visit, and the need of
patients to easily remember and follow treatments, that also re ects in an overall better
service o ered by the medic.

From now on the thesis will be mainly focused on the role of fully quali ed general prac-
titioners (abbreviated GPs), and so by de nition"a doctor who provides general medical
treatment for people who live in a particular area]52]

The rst need, reducing time-consuming activities, is strictly related to the growing vol-
ume of patients seen by a general practitioner each year, as instance, according to the
O ce for national statistics, in England the number of patients per fully-quali ed GP has
risen over recent years from 2,100 to 2,300 between October 2018 and October 2022[3];
While in Italy, according to a report by the "Agenzia Nazionale per i servizi sanitari"
(AGENAS), over 42% of GPs has more than 1,500 e ective patients while the GPs con-
tract stipulates that each GP should see a maximum of 1,500 adult patients, the report
also predicts to 2025 a Di erence (GP incoming - GP outgoing) of -3,632 GPs and high-
lights an interesting datum on seniority, in 2021, out of 40,250 GPs, the proportion with
more than 27 years of seniority is 30,303 (75 percent). [14]

Globally, a 2009 projection made by WHO according to a 2006 report by themselves,
states that there is a global shortage of health workforce that will reach 12.9 million miss-
ing physicians in 2035.[208]

This can somehow turn directly or indirectly into further workload pressure on practi-
tioners, but the turning point in this context can be indeed to focus on possible solutions
that act operationally on the most common activities making them more e cient through
the use of technology like Al that "do the magic" thus avoiding to add extra tools to be
learnt to handle.

"Operational failures" are the operational activities that don't start and nish seamlessly;

a study conducted by the British Journal of General Practice showed, via a time-motion
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monitoring approach, that problems related to technology, EHRs or paperwork stu, ac-
count for nearly 16,2% of total operational failures[30].

What just expressed was put into action in a Medscape report in which they show that
GPs, so the ones covering the speciality area of "Family Medicine", have the highest
demographic of all, and again con rm how 60% of practitioners state that too many

bureaucratic tasks are the leading cause for burnout[114] (See Figure 4.1).

(a) Burnout Causes

(b) Specialty Demographics

Figure 4.1: Charts from Medscape report[114]

The second need goes along with the rst one and it will with the third as well as they all
deal with the macro-topic of what could be better in the workdays of physicians. Here we
focus on general burnout occurrences and what is increasingly missing in daily encounters,
respectively related to free time for medics and the value of the personal doctor-patient
relationship.
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A study published in Mayo Clinic Proceedings conducted at the end of 2021, roughly 21
months into the COVID-19 pandemic, showed how in the US more than half of physicians
reported at least 1 manifestation of burnout, the highest incidence since 2011[47].

The pandemic has irrevocably shaken the global health care system, leading also to anti-
science attitudes in patients altering medics' relationship with them[159], this behaviour
undermines the building of empathy, considered by many an essential building block
to understanding the subjective state of patients and so to grasp that untold useful
information[92], but also considered by others a possible cause for burnout and com-
passion fatigue when practitioners struggle to maintain a clear distinction in between
negative emotions[95].

Continuity of care is something which is tightly linked to a personal doctor-patient rela-
tionship and is highly valued by both patients and GPs[110], thus, in a context in which
Is easy to incur fragmentation of care where patients tend to have trust issues with a
physician they are seeing for the rst time or once in a while[103], can be powerful to
have a supporting tool to behave as a physician who doesn't miss relevant questions or
data.

The third need is a collateral one, which can ease another small but relevant step of
the journey of a patient-medic encounter, the closing; An average GP visit ends with a
prescription or a de nition of a treatment to follow and there the challenge arises, the
problem of patients recall of the information provided.

Up to 80% of health care information discussed verbally is forgotten by patients after their
clinic visit[175], beside this, numerous studies have shown that patient nonadherence to
medication regimens adversely a ects treatment outcomes [213]; These adverse outcomes
can lead to preventable hospitalizations [101] and may create major barriers to the health
of a nation [169].

Another point of view states that inadequate patient knowledge may contribute to med-
ication nonadherence [197] and, in parallel, patients would like more information from
their physician[131], moreover, Patients who receive more information about their medi-
cations have higher rates of adherence and better therapeutic outcomes[27].

Studies indicate that physicians often do not discuss important information when pre-
scribing new medications, such as directions for use and potential side e ects [60], while
some physicians say they do not always educate patients because of worries about patient
information overload[100].

A study[53] combining direct observation of the patient encounter with patient recall of
the information provided, gives a turning point; It showed that only 64% of patients
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recalled all of the information provided to them, importantly, there was no association
between the amount of information provided and patient recall, this suggests that when
initiating a new prescription, physicians should not let worries about information overload
deter them from providing all of the key elements of information about a new prescrip-
tion.

In such conicting context, a recent study by Dartmouth Institute about public and
physician attitudes on recording clinical visits stated that 16% of respondents reported
recording a clinic visit with permission, while only 3% did so secretly, moreover 63% of
individual respondents were interested in recording a visit in the future and only 10% of
respondents said their clinic o ered recordings of visits for personal use, usually because
of obstacles by policy makers[172].

Therefore, the intersection of the three needs just mentioned allows us to have a clear idea
of how to develop the following framework; the next section will highlight the essential
theoretical foundations for discussing the components of the solution.

4.3. Components

The solution itself is made of 3 components, recalled separately and numbered only to
favour better explainability but pragmatically working seamlessly in an ideal use case.

The rst component is a note-generator and deals with the need to alleviate the collateral
duties of general practitioners and patients during daily encounters, one of these duties
being the obligation to reserve part of one's attention and concentration to remembering
relevant parts of the conversation. Doctor-side, he/she is obliged to take notes interrupt-
ing the talk to do so, or to focus on writing, perhaps interrupting a potentially essential

ow of logic obstructing proper listening, which could be determinant[178]; also, even

if a medic simply takes drafts, he/she has to produce a structured note afterwards, in
avoidable extra-work time.

The second component is a decision support system (DSS) which addresses the need to
avoid potential missed questions, and necessary expedients, provide essential reminders,
and avoid missed opportunities in providing the right diagnosis, a strongly documented
event that can happen and has already happened causing various levels of damage.[31][177].
The third component recalls what has just been said for the rst one but on patient-side,
thus the need also for patients to reserve attention to avoid forgetting valuable advice or
key details in following a treatment; especially regarding treatment, this component is
designed to produce reminders to be sent to patients but structured automatically out of
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the information extracted from the text produced by the rst component.

Therefore, the rst component transcribes the simple audio taken from the conversation,
labelling the actors talking and producing a transcription of it, performing a general ASR
task; also, the transcribed text must be structured, like in a SOAP note (See Section 3.2)
to be best consulted[123], maybe shared with patients[200] and to be easily integrated
with the EHR manager in usage.

The second component should perform a NLP task powered by a healthcare-speci ¢ LLM
to grasp from the text the new information just discussed during the conversation, such
information mixed with the medical record of the patient should trigger potential sugges-
tions, advice or even hypothetical diagnoses. Clearly, due to actual limitations provided
by real-time speech-to-text solutions[185] and according to the outcomes of following im-
plementation and testing phases, we will better de ne later on which approach gives better
feasibility given the actual state-of-the-art tools to aid the implementation of the solution.
Also, pragmatically focusing on an ideal encounter held by a general practitioner, we will
test if a simple not specialized LLM can still give su cient results.

The third component simply gives an additional feature again out of the information
extracted by the text, also thanks to usually identi able patterns in drug prescriptions
shaped by common habits of general practitioners[32], it creates an automatic memo for
patients scheduled according to that information and sent in a formal but easily accessible
way (e.g. email or sms).

Figure 4.2: Components and their Interactions
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This can be compared to what DeepScribe does (See Section 3.3 and subsection 3.3.1)
but focuses on the general practice specialization which requires a vocabulary more bent
towards the one of each patient encountered thus usually leading to a lower level vo-
cabulary concerning other specialities[108][139]. And tends to have a greater volume of
patients than other specialties[3], leading the physician to potentially greater di culty in
managing Visits.

Must be considered that the solution can be eventually implemented to work not in real-
time but give a fast outcome once the core conversation has ended, allowing the physician
to receive care gap reminders from the DSS component.

As just stated, the three components pragmatically work all together and support each
other giving an overall e ective solution; the text transcribed is useful per se but also
allows the second and third components to work properly.

The following section clari es the rationale behind the development of the idea of this
thesis and the ongoing explanation steps.

4.4. Development Rationale & Potential Limitations

This section wants to trace the reasoning process which drives the development of the
idea under analysis, making it straightforward and easily understandable.

The 3 components structure is mainly intended to allow a precise focus on the role of
each component and the respective theoretical underpinnings going into action, proposed
to cluster both the features and the explanations, despite the clear operational synergy
between them.

Furthermore, this development framework intends to follow a reasoning process necessary
for aligning an IT-based idea with a technically distinct context, such as healthcare. The
section structure aims to provide a clear path: initially presenting the idea and its fea-
tures, then outlining the needs and showcasing their signi cance, subsequently de ning
the theoretical principles and their interconnections, and brie y elucidating the rationale
for this structure. Subsequently, through illustrative scenarios and comparisons, the the-
oretical argument's conclusion paves the way for implementation.

One of the main research goals of this thesis is to estimate the feasibility and potential
impact that an Al-powered solution exploiting the latest technologies can have on the
direct labour of a general practitioner and more broadly on the healthcare industry.

From a European and national point of view, in Italy, there are contrasting steps forward
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and backward concerning Al adoption and support to favour IT improvement in health-
care. On the 14th of June 2023, the EU Parliament approved the Ai Acthe world's

rst comprehensive Al law]...]to ensure better conditions for the development and use of
this innovative technologj140] an attempt to nd a trilateral agreement between France
Italy and Germany on regulation in the use of Als, still ongoing at the date of writing
(07/12/2023) and that anyway could need two years to be e ective once an agreement
is found.[29]. On the other hand, in Italy the 15th of November 2023, The National
Agency for Regional Health Services (AGENAS) introduced a 2023-2025 National Health
Technology Assessment (HTA) Programme to promote a better collaboration between
the Ministry of Health, AGENAS and the Italian Regions and Autonomous Provinces to
develop and implement HTA-based tools for more comprehensive and e ective governance
of medical devices.

From a technical point of view, a solution with such features, thanks to cloud computing,
can contribute actively to the data ingestion problem since it has become a necessity
because of the increased volume, velocity and variety of healthcare data, and the need to
facilitate data correlation and large-scale analysis[182].

It is now important to recall the standard typical scenario of a medical encounter that
hints at its limitations and triggers the composition of the solution as is, followed at the
end of the section by potential mitigations to the highlighted limitations.

An ideal encounter starts with some initial formalisms, that don't need to be converted
into text, to align both the physician and the patient concerning previous meetups, then,
once the physician prefers, he/she can manually start the solution to trigger the ASR as
well as at his/her discretion he/she can interrupt it; otherwise, we would have had an
indirect rst limitation due to standard ambient Al which can struggle in identifying the
initial phase of a speech as well as the end-of-speech (EOS) moment.[205]

Throughout the meeting, the solution should also provide a kind of reminder of care gaps,
but this kind of aid to the physicians opens up a very current and hotly debated topic,
that of job replacement[204] and the ethical use of AIs[98]; It should be noted that users
control the activation and deactivation of this healthcare decision support solution, along
with many others. Once the processing result is obtained, physicians can validate it and
then use or share it as needed. Dierent from other Al-powered healthcare solutions like
oncological imaging,[81] which pose the role of such solutions at the end in the position
of evaluating data collected through other instruments, this solution is meant to facilitate
the data collection process, being placed in the rst moments of each medical encounter
and to be used frequently.
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Another potential limitation is the retention of electronic protected health information
(ePHI) in doing ASR, failure to comply with ePHI regulations could result in nancial

or criminal penalties or both; protected health information refers to anything that can
reasonably be used to identify a patient[112]. As for asynchronous ASR, the limitation
lies in having to save the audio that has just been heard to process and convert it to text,
which forces the solution provider to deal with regulatory policies; a possible solution lies
in no data recording-retention, thus Al-powered synchronous live transcription tools[194]
with just patient consensus needed to operate.

During the research has often happened to also encountered a frequent concern in devel-
oping and scaling ASR solutions, the large grammar and dialects concerns. It is known
that generally, the performance of end-to-end deep learning-based ASR solutions depends
on the amount of training data[8] and to properly adapt a speech-recognition solution to
speci ¢ grammars or dialects we should need speci cally labelled big-data for each lan-
guage to dive into, but unfortunately is also well-known the problem of data scarcity in
language and speech analysis[190].

Potential mitigations concerning problems related to grammars or dialects are under devel-
opment and testing, such as an error correction thesaurus[129] or a multi-domain ASR[195]
and others.

Must be also considered a wide topic which has recently been triggered due to ground-
breaking advancements in Al solutions all over industries of almost any kind, the job
replacement threat.

Many articles recall this topic: someone reports that experts are debating at what rate,
and to what extent, technology could be used to replace humans in occupations, and what
actions could mitigate the unemployment that would result, studying the automation risk
of di erent occupations[7]; others are trying to glean from these studies and from the
innovation pace what jobs may be most di cult to automate[126](See Table 4.1).
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Table 4.1: Types of (non-routine) tasks that are most di cult to automate[126]

Type of
task

Attributes that are di cult
to automate

Example

Manual

Cognitive

Social

Object recognition, Mobility in
unmapped space, Fine dexterity

Creativity, Innovation, Abstract
Analysis

Leadership, Collaboration and
Negotiation, Teaching, Human
interaction

Sorting and (un-)packing random objects,
Restaurant table service, Janitor, Law enforce-
ment, Surgery, Live music, Beauty Services

Research, Invention, Law and consulting ser-
vices

Executive, Project Manager, Politician, Or-

chestra conductor, Sports coach, Professor,

Teacher, Career Coach, Nursing, Mental
health counsellor, Bartender, Sales.

53

The healthcare sector is one of the most interesting when it comes to potential innovative
applications of Al, again several articles argue for the need to develop solutions (such as
the one in the proposition) that give full operational control to the physician and only
act as a support or aid[10].
An interesting study about job replacement has been reported in a paper written by many
important gures from Harvard and Warwick Business Schools[61][57]. This paper states
that, out of this study conducted on 758 consultants from Boston Consulting Group,
consultants using Al nished 12.2% more tasks on average, completed tasks 25.1% more
quickly, and produced 40% higher quality results than those without (See Figure 4.3).

Figure 4.3: Distribution of output quality across all the tasks[57]

But the most interesting result, also related to the rationale behind the development of
this thesis, is that the use of Al has been way more e ective as a skill leveller (See Figure

4.4).
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Figure 4.4: Performance impact di erence depending on skill level[57]

The consultants who scored the worst when assessed at the start of the experiment had
the biggest jump in their performance, 43% when they got to use Al[61][57].

This result can be easily compared with general practitioners' administrative tasks, look-
ing at the proposed solution as a leveller and enabler in decreasing the workload of medical
notes, lowering the time required to prepare a visit thanks to the aid of the DSS as well
as providing an extra service thanks to the automatic reminders.

Moreover, studies demonstrate that skills levelling promotes group work as well as helps
in preventing burnout[74].

To conclude this section, it is necessary to mention that the approach in the development
of the proposed solution also clearly considers the presence of general regulatory challenges
in the adoption of Al solutions in healthcare, with widespread di erences in restrictions
among countries participating in its adoption[22]. This solution tries to provide general
value with a focus on the Italian context, thus on the GDPR presence and respective
regulations to comply with, at least from a theoretical point of view.

The next section seeks to provide hypothetical or real scenarios to demonstrate the op-
eration of the framework in di erent contexts, analyze the adaptability of the framework

to di erent situations, bring to light eventual potential challenges in the application, and
formulate possible solutions.

4.5. Scenarios

This section wants to list both some common and particular use cases of the solution in
a classical day at work of a general practitioner at little used to work with the proposed
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aid, to theoretically skip the cold start phase in which he/she needs time and practice to
align the solution along the work ow.

In the case where a general practitioner uses the tool in the rst period of his or her
career, this solution can be adopted as typical behaviour of such a physician, therefore
also patients can become used to always have a fully focused medic during each visit.
Also, the medic him/herself can exploit the note generation component to better classify
his/her encounters from the rst days and save time each day that can be spent looking
again at the structured notes for personal improvement and learning. Again, supposing
the presence of integrated EHRs which can belong to another or previous medic, the DSS
can be essential for novice professionals in having a link w.r.t past encounters.

Now we focus on another case in which a GP has an encounter with an elder patient,
which on average represents the biggest share of patients referring to family medicine as
the primary source of care and thus to GPs[28][189], a professional gure that has anyway
the highest demographic[114]; here the likelihood of prescribing drugs that may generate
harmful interactions with drugs already being administered is greater than usual[115].
Here the therapy auto reminder can collect data about prescribed drugs and advise the
medic to give attention to potential drug interaction con ict without needing to rely on
pure memory or on the declarations of the patient, which can be wrong themselves, or
simply reducing the human error rate.

The 2 use cases just mentioned symbolize particular cases, but to touch every component
mentioned we must consider also a common everyday use case. In an ordinary encounter
between a GP and a patient, maybe an adult male with a common blood pressure problem,
every component of the proposed solution can be useful. Maybe being the rst occur-
rence of such a problem for the patient, can be essential to track and report a detailed
note of the encounter, useful in that single case but also to be compared with following
encounters. Also, in setting down the therapy to follow, the GP can prescribe blood tests
according to the patient's declarations of the last tests done, while the DSS can advise
that the memory of the patient is lacking precision because some tests have never been
made and must be done. Moreover, when receiving a prescription for certain drugs for
the rst time, the patient could need support in following precisely the entire therapy,
support given by the therapy reminder component.

Because it consists of three separate components, all of which can function as stand-alone
but together provide a tool with general and heterogeneous validity, the proposed solution
provides theoretically broad and exible adaptability.
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Must be taken into account that there are also di erent potential challenges in its appli-
cation.

From a technical point of view, we have already mentioned in Section 4.4 that focusing
this tool on the Italian language can be a potential challenge itself due to data scarcity
needed for training w.r.t English even if Italian, as happened for other country-specic
languages[192][55], can be ne-tuned with di erent techniques and technologies such as
modular learning[217].

An article by PWC[176] has highlighted another potential challenge, the lack of trust by
patients in using a "voice recording" tool; The study stated that one of the three main
reasons why users are scared to experiment with voice tech is simply a lack of trust, along
with limited knowledge of the full breadth of capabilities and hesitation due to complexity
or price. Despite being a study focused on active direct usage by users, it easily links with
the proposed solution being anyway used at the same time by both medic and patient even
if it doesn't require continuous prompting like can be needed for a voice-assistant. The
same study somehow also draws the path for a solution, it showed that general usage of
voice assistants will continue to increase but consistency must improve for wider adoption
as users agree that voice-triggered tools should aim for certain criteria like being accurate
and consistent, understand accent every time someone speaks, save time and help make
life easier.

Incremental adoption of a properly crafted and ne-tuned medical solution can satisfy all
these criteria by facilitating users to trust this kind of new technology.

The following section wants to be the prelude to the conclusion of this chapter and it
links the previous chapter 3 with the deep explanation of the proposed solution going on.

4.6. Comparison with Current Solutions

To better understand this brief section is useful to look back at the comparison table 3.1

in chapter 3.

The solution presented can be compared with other solutions that only focus on dealing
with one or two tasks to simplify the user experience of physicians but can be also com-
pared with more structured ones which give complex diagnosis advice or suggestions to
speci ¢ professional gures.

The advantage here is that dealing with the necessities of general practitioners, the diag-
nosis side of the solution, backed by the DSS, can be eased in both usage and deployment
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since has just to deal with data easier to be matched to provide suggestions or advice
themselves easy to be read and reported to patients.

Also, as has already been mentioned, the components can work as standalone tools that
spring into action when prompted, like the DSS that can be silent if there's nothing to
suggest like the therapy auto reminder if the encounter ends without drug prescriptions,
leaving a seamless user experience to medics.

This solution also tries to overcome the limitation of adopting such solutions in the Italian
context, limitations both present from a technical implementation and from an adoption
point of view (See section 2.5).

4.7. Concept Summary

The explanation framework just used aims to allow the reader to follow the same reasoning
path followed by the writer. We have brie y introduced the general idea, followed by an
in-depth explanation of the identi ed needs supported by the respective sources, to reach
the section which lists the essential theoretical underpinnings to provide the reader with
the minimal required knowledge to connect the dots just cited; Afterwards, describing in
detail the components that are part of the solution under proposal along with the rationale
behind such composition and some realistic use case scenarios, we paved the way leaving
undiscovered only the implementation side of it.

The needs section is the deepest of this chapter since it's essential to have the broadest
and most detailed perspective on the needs which trigger the development of the idea
behind this thesis, this has been made to properly link with the previous descriptions
of the general context and the similar solutions as well as to align the reader with the
triggering elements that will shape the implementation phase.

Now we have detailed and explained everything that is needed to deal with the following
implementation and subsequent testing phases.
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5 ‘ Implementation Experience

In this chapter we address the implementation phase, putting into practice the theoretical
framework described in chapter 4. We move through the design of the system components,
with a clustered approach aimed at their nal integration. The move from conceptualiza-
tion to practical implementation sets the stage for extensive and speci ¢ experimentation
in the next chapter, where the e ectiveness and performance of the system through its
interaction with synthetic but real-world adherent data will be examined.

When necessary, we will refer to this system by an invented commercial name namely
"BridgeHealthAl", born of the idea of providing something that can bridge the gap be-
tween physicians and the world of arti cial intelligence solutions in healthcare.

5.1. System Overview & Architecture

The implementation directly follows the thinking process behind chapter 4 and so to build
a solution made of components that can both work as a standalone solution but which
give a full Al-powered supporting solution if used all together.

Being the purpose of this thesis is to build a working prototype the approach has been
bent towards programming single building blocks but intended to work and to be easily
put together once nished the entire process, so the decision of the programming lan-
guage has bee®ython, thanks to its low learning curve and exibility[6]. In particular,

we usePython 3.11 for compatibility reasons with APIs and libraries used all along the
project until the end, PyCharm as IDE, everything tested running on an M1 Macbook Pro.

The rst steps started by importing a Python script to record audio directly from the
IDE , to save time and to directly manage recordings for testing. The recording from the
PC microphone intends to simulate the real usage of such a solution in a context in which
a physician is in front of a patient with his/her computer including since rst implemen-
tation instances all the factors related to hardware limitations linked to the microphone
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or ambient noise and so on.
As discussed in the previous chapter, due to real-time ASR limitations, the actual solution
will work asynchronously by working right at the end of an encounter.

The system is made of 3 components:
1. Speech-to-text tool
2. Decisional support system

3. Automatic therapy reminder

They are all capable of working independently, if needed, but are designed to work one
after the other seamlessly.

The rst component has to listen to the conversation between the medic and patient to
transcribe it to provide a useful synthesis of the information discussed; Then, the second
component uses the transcript of the conversation to extract key health information and
align them in a prede ned and usable format according to medical standards. Then, the
selected Al engine matches this datum towards another datum which simulates an already
present EHR of the patient under analysis, clearly the fake EHR itself is synthetically pro-
duced by the same Al engine to be sure to use in each step only mock and random health
data whose task is only to simulate a possible existing real clinical case.

Afterwards, the third component, with a behaviour similar to the rst phases of the sec-
ond one, extracts just the key information about the prescription provided by the medic
to the patient, summarizes them and structures an email following a pre-de ned format
to be sent automatically according to a schedule that follows again instructions directly
extracted and interpreted out of the conversation.

The following UML Component diagram wants to represent the entire implementation
from a high-level point of view, just before we go into a detailed explanation of how the
individual components work.
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Figure 5.1: High-level Component Diagram about implementation

As depicted above, the Al engine mainly used in this work, both for ne-tuning the
speech-to-text task and for the management of data extracted from the text, is OpenAl's
ChatGPT 4 Turbo, recalled in the following code snippets as modgpt-4-1106-preview
according to OpenAl's API o cial website since, as of writing, it's their latest and most
powerful product available with a 128.000 tokens context window and training data up
to April 2023.[152]

From this point, onwards, GPT 4 Turbo will be only called "GPT" for simplicity.

5.2. Data Flow and Integration

Every aspect regarding data in this thesis has been handled as for real protected health
information (PHI) and so by respecting well-known global structural standards such as
HL7, which has been directly used in this work, but producing them in a synthetic and
supervised way.

The synthetic production has been entrusted to GPT again by asking, for each sampled
patient used in the testing phase, to produce a simulated anonymous EHR for a random
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man or woman but respecting conditions that could re ect an existing possible real EHR.
On the other hand, the supervision has been entrusted by a professional working general
practitioner who has actively contributed to this work thesis, Alessandro Corina, whose
references can be found at the end of this work; His presence has guaranteed an overall
formal and speci c correctness of medical terms used, credibility of synthetic EHRs used
and has been crucial to ensure domain speci city in the experiments discussed in the next
chapter.

Also, thanks to a recent update introduced by OpenAl during their latest developer con-
ference of 6th November 2023[154], GPT can directly produce valid JSON outputs thanks
to the new JSSON modeto be speci ed in theresponse_format parameter when calling
the API. This allows, in our speci ¢ case, to extract a live EHR directly from the transcript

of the conversation that just ended; This can be done by introducing in a prompt the
JSON version of the standard to follow plus asking GPT to extract from the transcribed
text the medical information useful to Il a new EHR of the patient under analysis, also
leaving blank elds if some information has not been discussed and specifying, through
the response_format parameter, to give as output a JSON.

The other most relevant integration of this solution with external services through APIs
has been done with AssemblyAl's API[15].

This integration has been crucial since OpenAl's Whisper has no o cial buil-in diariza-
tion capabilities[65]; Speaker diarization aims at partitioning an audio recording into tem-
poral segments denoting the boundaries of each speaker's utterances, in other words, it
addresses the problem of who spoke when? , without any prior knowledge of the speakers’
identities[117]. Along with the introduction of a domain-speci ¢ vocabulary, diarization

is a key pre-processing step to e ectively allow subsequent GPT interventions to work on
a detailed and precisely structured text version of the conversation held.

That said, AssemblyAl's model has a built-in diarization function, enabled just by de n-
ing as True the speaker_labels variable when calling its API.

In building the complete system, this feature was used in parallel with the addition of
vocabulary to the pure transcript, so both pre-processing steps produced an improved
version of the transcript and were subsequently mixed with the help of GPT; Pragmat-
ically, the whisper output has been used as the reference transcript and so to properly
report the single words of the dialogue, on the other hand, the post diarization output of
AssemblyAl has been used as a useful frame of reference just to better understand the
roles during the conversation but especially the beginning and end of each speech by each
of the speaking actors.

With proper prompt engineering, GPT can consider the two transcripts exactly as de-
scribed above producing as output the precise diarized transcript of the conversation, key
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input for the second component of the system, in charge of giving suggestions.
The following ow chart expresses the entire data ow at a glance, also detailing the
format of the moving data to better show the di erent mutations undergone by them.

Figure 5.2: Data ow Flowchart
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5.3. Speech-to-Text ( rst component)

As you can see in this rst OpenAl's GPT API call example, here the key parameters are
system and user, respectively used to help it understand the context and boundaries of
the following request prompted and to de ne the request itself along with instructions to
ne-tune the output.

Listing 1 Usage example of GPT 4 Turbo

completion = client.chat.completions.create(
model="gpt-4-1106-preview",
messages—|
{"role™: "system", "content": "Sei un medico esperto."},
{"role": "user", "content": "Indica un rimedio contro il mal di testa"}

]
)

print(completion.choices[0].message.content)

Going into details, as of the rst component, it's necessary to have a speci c service to
accomplish the speech-to-text task, so here OpenAlWhisper it's the choice; Whisper

IS a general-purpose speech recognition model based on an end-to-end encoder-decoder
Transformer architecture, already discussed in Section 2.5. It is trained on a large dataset

of diverse audio and is also a multi-task model that can perform multilingual speech
recognition as well as speech translation and language identi cation[155].

The version of 'model’ used is théarge-v2 , according to Whisper o cial GitHub page[151],
here called onlywhisper-1 . The following code snippet shows the use that has been made

of Whisper APIs:

Listing 2 Example of Whisper API call

audio_file= open("./audio/recording.wav", "rb")
transcript = client.audio.transcriptions.create(
model="whisper-1",
file=audio_file,

language="it",
response_format="text",
temperature=0.2
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The role of extra parameters likdanguage,response_format,temperature  will be ex-
plained in another section about performance optimization, later on in this chapter.

Now the transcript  variable stores the transcript of the conversation in text format, so

it can be easily used as input for GPT.

The rst work done by GPT on the raw transcription, to properly have a transcript in
such a medical context, is to introduce in the context a custom vocabulary containing, as
instance, proper spelling of commercial names of drugs. Here the implementation of this
is done by using two variables as input to another GPT API call:vocabulary and the
transcript  itself. The call is encapsulated in a function de nition for readability and
formal correctness purposes.

Listing 3 Introduction of a custom vocabulary via prompt engineering

vocabulary

Sei un medico esperto il cui compito & quello di correggere eventuali discrepanze
ortografiche nel testo. Assicurati che i nomi commerciali dei seguenti farmaci siano
scritti correttamente: BRUFEN.

Aggiungi solo la punteggiatura necessaria, come punti, virgole e maiuscole,

usa solo il contesto fornito.")

def generate_corrected_transcript(system_prompt, audio_file):
response = client.chat.completions.create(
model="gpt-4-1106-preview",
temperature=0,
messages=|
{"role": "system", "content": system_prompt},
{"role": "user", "content": transcript}

)

return response.choices[0].message.content
corrected_text = generate_corrected_transcript(vocabulary, audio_file)

)

What is done here with the variablevocabulary is a perfect example of the power of
proper prompt engineering. Prompt engineering is known as the practice of designing, re-
ning, and implementing prompts or instructions that guide the output of large language
models (LLMs)[21].

Now we have a full transcription of the conversation between the physician and the pa-
tient, ne-tuned with all the domain-speci c terms that could have been automatically
missed by Whisper, ready to be used as a standalone transcript which can be, as instance,
summarized and shared with the patient, or to be leveraged by the following components.
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5.4. Algorithm Implementation (second component)

As widely described in chapter 4, the second component of this system has the task of
producing concise and quickly readable suggestions that are useful for the physician to
understand at a glance whether the diagnosis can be supplemented or whether something
has been forgotten.

Suggestions are produced by matching di erences between the stored EHR in JSON for-
mat, used as the reference of known truth about the patient, and the JSON just produced
at the end of the conversation (See JSON Mode in the previous section) lled with the
meaningful health information found in the conversation.

The complex task of nding the so-called "di erences" between these two JSONs was
again entrusted to GPT, which has been able to provide excellent results but only by
receiving a long detailed and ne-tuned input prompt.

Fine-tuning the prompt, in this case, was essential to allow GPT to understand which of
the two JSONSs should be considered as truth references and which instead represents only
non-veri ed data collected from a conversation and thus potentially completely or even
partially incorrect data. This distinction has been essential to allow GPT to focus on any
kind of discrepancies between one JSON and the other; Discrepancies like an incorrect
date of the last time blood exams were done or a forgotten allergy when talking for the
rst time to a new medic as instance after a change of reference physicians, these are all
circumstances that can potentially happen and that has been handled in designing this
component.

A minor, but crucial, part of the prompt was devoted to providing the correct and bind-
ing instructions for GPT to in e ect produce a direct and concise hint, going against the
default behaviour of LLMs that tends to give descriptive and redundant outputs[33].
Another meaningful use case links this component with the following one since the settings
provided to GPT also enable it to warn the general practitioner, through a speci cally
highlighted hint, about potential drug con ict between the drug just discussed during the
conversation and the drugs present in the ongoing therapy detailed in the stored EHR-like
JSON, so that, clari ed the con ict, the next component can be triggered.
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5.5. Email Automation System (third component)

This component has a simple and e ective idea behind it, that of reducing to almost zero
the attention required by patients to the details provided by a physician when prescribing
a drug and thus everything related to dosage, duration of therapy, and frequency of use
and/or any other arrangements.

Through an additional speci c instruction placed at the end of the design of the rst com-
ponent, this component takes advantage of a specic JSON produced at that time and
contains all the necessary details to be able to compose a complete and detailed therapy
reminder.

Again, the extraction of information from the conversation is done by following a reference
pattern, in this case, useful to avoid unnecessary information by simply carping about the
full dosage of the prescribed medication. Next, an additional instruction provided to
GPT allows it to generate a detailed calendar-like schedule in a standardized format by
interpreting the information in the above JSON, and also by translating generic phrases
used by physicians such as "before meals" into standardized schedules.

This standardized schedule is then provided as input to a system that can schedule emails
to be sent from an email created ad-hogridgehealthai@gmail.com to patients on those
speci ¢ days, at speci c times, and for the exact duration of therapy, as discussed verbally
in conversation with the physician.

The pragmatical implementation of this has required the creation of a custom Gmail
account with enabled two-factor authentication to produce an app-speci ¢ password re-
quired by PyCharm to properly send emails through thesmtplib library, on the other
hand, the emails sending has been scheduled thanks to a proper setup ofapscheduler
library which has taken as input the schedule in a standardized format as described above.

5.6. Integration Testing

The development of this system was designed from the outset as a necessarily modular
development, based on the gradual bottom-up implementation design[124] of small pieces
of the 3 components aforementioned.

The gradual implementation made it possible to iteratively test the development of each
addition that implied a new feature or that interacted with features already implemented,
following an incremental approach that started with the basic version of each necessary
function and then went to improve its operation, ending with the integration of it with

the rest of the system implemented until that point.
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At rst, the process of transcribing the conversation into properly formatted text began
with the simple transcription, evaluating the outputs, and then ne-tuning the output

by adding a vocabulary; Once the subsequent outcome showed the desired improvements
and resistance to errors, we integrated the transcript with the feature responsible of di-
arization to obtain, step by step, the desired detailed transcript.

The diarized transcript has been used as input to the decisional support system trying
to ease its e ort of extracting information out of it. This component was ne-tuned with
speci ¢ prompt engineering steps and works in conjunction with a JSON generator to
allow better comparison of data in standardized formats.

Then the email automation system, whose functioning comes after the DSS, again takes
information out of the transcribed conversation and exploits the JSON generator to take
as input a precise schedule in a standardized format and, thanks to tl&PScheduler
library is capable to accomplish its task.

The following owchart depicts at a glance the bottom-up approach just described and
the integrations adopted.



68 5| Implementation Experience

Figure 5.3: System integrations owchart

5.7. Performance Optimization

The iterative experimentation described in the previous section allowed for a performance
optimization approach that was also iterative and constant.

From the earliest calls to the GPT API, the model used as the core of LLM was the
aforementioned GPT 4 Turbo for its powerful request handling and context understand-
ing capabilities. Whisper, for its part, was set with criteria for receiving audio in Italian,
inhibiting the automatic mode and thus increasing accuracy and latency, and was also
forced to produce output directly in text format for operational simplicity.

The "temperature" parameter, already mentioned in section 5.1, according to OpenAl
de nes the sampling temperature to be used, ranging from O to 2. Higher values, such as
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0.8, will make the output more random, while lower values, such as 0.2, will make it more
focused and deterministic[150], that's why we mainly set this parameter to values near or
equal to 0 to keep the outputs as constant and determined as possible.

The aforementioned JSON mode ensured that a JSON was produced as output but, to
ensure that the JSON produced complied with a template structure each time, it was nec-
essary to specify which template to follow by inserting it in blank as part of the prompt
right after referring to it as the reference model, while also setting the temperature to
zero to minimize the risk of randomness in the output.

5.8. Challenges, Solutions, and Scalability

The framework followed and the implementation approach used has allowed us to face
almost zero challenges excluding common coding problems related to libraries versions
and similar, so from the initialization of the rst APIs to the integration of the di erent
working components everything has been smooth and no particular solutions have been
required.

The entire implementation phase has used GPT 4 Turbo through its pay-per-use APIs.
As of writing, according to OpenAl's pricing[153] and taking into account nearly 1 month

of implementation with more than 200 API requests for both GPT and Whisper, the
total cost accounted for less than 3$. This allows one to think directly about potential
scalability and commercial applications of the product in a regional or statewide context
of widespread application across multiple general practitioners.

Making a high-level simulation based on an interview with a young general practitioner
working in Italy following intensive working standards[186], he handles 2000 patients,
this means to sees nearly 35 of them per day with an average useful conversation time
of nearly 8 minutes can be translated in nearly 1000 words per conversation; According
with this simulated numbers, each usage of this system, per patient, should imply the
usage of nearly 1.400 API tokens for GPT 4 Turbo (You can think of tokens as pieces
of words, where 1,000 tokens is about 750 words[153]) with a cost of 0,03%$/1K tokens
for GPT and 0,006%/minute of Whisper usage; Mixing all these numbers with a yearly
workload of nearly 305 working days per year, the usage of this solution should cost 3,15%
per day or 960,75% per year.

For a general practitioner working in Italy with less than 3 years of experience with an
income of nearly 3.55§ per month, net of taxes[138], excluding other costs such as the
rent of the o ce, this means that such a system, considered as an investment, has a Pay-
back period of less than 7 working days; However, this is just a very high-level simulation
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