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1. Introduction

Modern cancer centers collect an enormous
wealth of diverse data that describe individual
patients in great detail, leading to comprehen-
sive, multimodal datasets that provide an en-
compassing view of each medical case. The re-
sulting availability of multiple data dimensions
has the potential to lead towards a personalized,
holistic framework in medical predictive model-
ing, where complementary information is inte-
grated from several sources. Survival analysis
models are tasked with the estimation of patient
prognosis and could substantially benefit from
such a paradigm shift. However, traditional ar-
chitectures are often not able to represent the
complexity of each individual case, calling for a
new approach which can refine survival predic-
tions and provide clinically meaningful results.
To address these challenges, the thesis aims to
develop a deep learning framework that could
extend the multimodal capabilities of current
survival models, ultimately improving predictive
performance and interpretability.

1.1. Purpose and Model Description

Survival analysis is a branch of statistics whose
objective is to predict the time until the occur-

rence of a specific event. This always entails the
estimation of a survival function, representing
the probability that the event has not yet taken
place at given times:

S(t) = P(T > t) . (1)

The scope of the thesis concerns the applica-
tion of survival analysis to the medical domain,
where the task translates to the study the prog-
nosis of patients suffering from a given disease,
or subject to a given treatment. The proposed
model seeks to take a step towards comprehen-
sive multimodal integration, aiming also to im-
prove the performance and interpretability of
current architectures. To achieve this, our model
should be expected to extract knowledge con-
tained in each single data modality, as well as
understand how multimodal interactions have
an impact on survival times. In recent literature,
the work of Chen et al. [1] has highlighted how
histological and genomic data possess comple-
mentary information which cannot be obtained
from a single modality, but can emerge through
a suitable fusion method that reaches a joint rep-
resentation of the two modalities. This idea will
be at the core of our framework, which is ex-
tended with additional data modalities, namely



textual data, in the form of medical reports, and
clinical data, such as age, sex and previous con-
ditions, in a tabular format.

2. State of the Art

Most of the advances in multimodal survival
models across recent literature have been driven
by attention-based frameworks. One of the first
models to apply this technique to survival anal-
ysis was the Multimodal co-attention Trans-
former [1] (MCAT) , which was first proposed by
Richard Chen et al. in 2021. The MCAT model
marked a milestone in understanding multi-
modal interactions between histological and ge-
nomic features, thanks to a genomic-guided co-
attention (GCA) module, which enables the se-
lection of WSI patches based on their correla-
tion with genomic data. The histo-genomic at-
tention maps produced by their model also al-
lowed for advanced model explainability, high-
lighting the potential of leveraging multimodal
interactions to navigate the complexity of WSI
information, and fueling a number of follow-
ing works. As some notable examples, Xu et
al. [4] (2023) deployed optimal transport theory
to guide the mapping between the distributions
of each modality, further improving the perfor-
mance of the model; Zhou et al. [8] (2024) used
knowledge decomposition and contrastive learn-
ing to analyze the different components of mul-
timodal interaction, separating synergistic, re-
dundant and single knowledge components from
each couple of modalities. They also applied
contrastive learning by placing patients into pre-
determined risk pools according to their super-
vised labels. Attention-based models represent
the current state of the art for survival analy-
sis, and our model will follow an analogous ap-
proach.

3. Method

In our study we used four cancer datasets
from The Cancer Genome Atlas (TCGA), a
public cancer data consortium (available at
https://gdc.cancer.gov/). All of these datasets
are comprehensive multimodal collections, pro-
viding clinical, genomic, histological and tex-
tual information for each observed patient. An
overview of the characteristics of each modal-
ity, along with their preprocessing pipelines, is
contained in section 3.1. We then provide a de-

scription of the fusion and prediction strategies
deployed in our model, in section 3.2.

3.1. Dataset Construction

Clinical Data

These include general information about pa-
tients, such as age, sex, weight, previous condi-
tions, tobacco smoking history, and current pres-
ence of tumor. The data also include informa-
tion about specific biomarkers and clinical test
results, all in a tabular format. Clinical data un-
dergoes a relatively simple pre-processing, con-
sisting in the normalization of numerical features
through standard scaling, and in the one-hot en-
coding of categorical features.

WSI Data

The whole slide image (WSI) portion of our
dataset consist of high-resolution digital scans
of entire histology slides, which depict samples
of cancerous tissue, and are encoded as a single
large image file that can be viewed at multiple
magnifications. WSI are notoriously complex to
utilize in supervised learning tasks, as a single
image can be as large as 150, 000 x 150, 000 pix-
els. As such, we cannot assume that the cor-
responding label is well represented across the
image. In fact, for WSIs, the label information
may be dispersed across the whole image, hid-
den inside complex cell interactions, or concen-
trated in a relatively small area [1]. This leads to
end-to-end training of WSI based models being
very impractical. To face this issue, we employ
a preprocessing pipeline, by first decomposing
each WSI into smaller patches, and then rely-
ing on a pretrained feature extractor (Gigapath
from Xu et al. [3]) to produce one embedding
vector per patch. The resulting unordered set of
feature vectors is then compressed into a more
compact, yet informative, representation, which
is obtained through a series of clustering and
pooling stages, in a DeepSets style encoding [5].
This results in a tensor of size [64x 1536 of com-
pressed WSI embeddings, with 64 as the number
of pooled clusters after compression, and 1536 as
the embedding dimension of Gigapath.

Medical Report Data

Most of the TCGA entries are accompanied by
medical text files, reporting clinical details of
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Figure 1: Overview of the proposed multimodal framework.

each individual case as well as descriptions of
relevant information about the patient and their
current pathological status. Many reports also
include precise information about the extent and
location of cancerous regions, which can be ob-
served in conjuction with the WSI samples. In
particular, we believe that guiding the selection
of WSI patches with medical report informa-
tion in an attention fusion module may enable
us to highlight the presence of localized infor-
mation in the image. As our model is not de-
signed to process textual data directly, we de-
ploy a preprocessing pipeline to extract embed-
dings from the reports. As a first step, we used
MedGemma27B [2] to summarize the reports.
At a later stage extracted vector embeddings
from text using LongClip [6]. Before feeding the
reports to LongClip, we split them in chunks cor-
responding to the context window length of the
model (248 tokens). The whole process results in
a [60x768] tensor embedding from each report,
where 60 represents the number of chunks (after
padding) and 768 is the embedding dimension of
LongClip.

Genomic Data

Our TCGA datasets comprehend a large array
of genomic data, consisting of 4 subtypes,
namely mRNA and miRNA expression, DNA
methylation and copy number variation (CNV),
mainly extracted from tumor tissue. Raw
genomic data contain a substantial amount

of redundant information, and thus need to
be refined before entering the model. To this
aim, a popular strategy in recent work [1, 4, §]
has been to group genomic features based on
pre-defined gene sets representing biological
signatures. In this framework, features can
belong to one of 6 pre-determined functional
categories, such as ‘“oncogenesis” or “tumor
suppression”, according to their biological
interpretation. = However, this strategy has
been subject to criticism, mainly due to the
lack of transparency and the coarse-grained
approach [1]. For this reason, we opted for
a reproducible preprocessing strategy, where
raw data for each genomic subtype underwent
modality-specific elaboration, followed by a
unified variance-based feature selection:

MicroRNA (miRNA): miRNA-seq files
were aggregated by summing counts across
isoforms for each miRNA identifier. Expression
values were normalized using reads per million
(RPM) mapped miRNA reads. We retained
only features with RPM > 10 in at least
5% of samples. Subsequently, the top 4,096
highest-variance features were selected.

Messenger RNA (mRNA): Transcripts per
million (TPM) unstranded expression values
were extracted for each gene. Missing values
were imputed as zero. Low-expression genes
were filtered by removing features with TPM <
2.0 in more than 90% of samples. Finally, the



Table 1: Comparison of our model performance with respect to the state of the art (C-index). Results
of each model are taken from their respective papers. Best results are highlighted in blue. Our model
is referred to as MCTCAT, to be intended as MCAT with Clinical and Textual additions.

| [ BRCA | BLCA | UCEC | LUAD |
MCAT [1](2021) 0.580 & 0.069 | 0.624 + 0.034 | 0.620 £ 0.032 | 0.620 % 0.032
MOTCAT [4](2023) 0.673 +0.006 | 0.683 = 0.026 | 0.675 = 0.040 | 0.670 % 0.038
CMTA [7](2023) 0.668 & 0.043 | 0.691 + 0.043 | 0.698 £ 0.041 | 0.686 % 0.036
CCL [8](2024) 0.684 + 0.033 | 0.686 = 0.025 | 0.703 & 0.048 | 0.696 + 0.023
MCTCAT - full modular | 0.769 +0.037 | 0.684 + 0.031 | 0.814 = 0.037 | 0.661 & 0.044

top 4,096 highest-variance genes were retained.
DNA Methylation (DNAm): Beta values
(B) were loaded from Illumina array files.
Probes with missing values in more than 5%
of samples were removed. The top 4,096
highest-variance probes were selected.

Copy Number Variation (CNV): Gene-
level copy number estimates were loaded from
SNP array-derived segmentation files. Genes
with missing values in more than 10% of
samples were filtered out.
values were imputed using k-nearest neighbors
(k=5). Copy numbers were discretized into
three categories: loss (-1), neutral (0), and gain
(+1) by subtracting 2 from the raw values and
binning using thresholds at -0.5 and 0.5. The
top 4,096 highest-variance genes were retained.

Remaining missing

3.2. Fusion and Prediction Layers

With the aim of balancing complexity and gen-
eralizability, our model deploys a combination
of intermediate and late fusion. More specifi-
cally, genomic and text data are fused with WSI
through two attention fusion modules, where
text and genomic modalities act as two sepa-
rate queries, while WSI act as key and value in
both modules.
and textual information to drive the selection of
WSI patches, learning two parallel joint repre-
These are later concatenated, and
fed through a series of transformer layers and a
final attention pooling layer. This strategy was
designed to explore the complexity of WSI infor-
mation through two parallel perspectives, con-
sisting of textual and genomic interactions. On
the other hand, clinical information can benefit
from not being diluted through many network
layers, as it is much more directly interpretable

This approach allows genomic

sentations.

and does not require overly sophisticated pro-
cessing . As a result, we opted for a late fusion
solution of clinical data, which are fed through a
dedicated multi-layer perceptron, and then fused
just before the prediction layer.

This final layer is a simple feed-forward layer
which concatenates all of the late features and
maps them into 30 output neurons, represent-
ing the discrete times of our model. The final
layer uses a sigmoid activation function, effec-
tively formulating survival analysis as a multi-
label classification problem. Each output neu-
ron is to be interpreted as the probability of the
event happening at time i, given it did not hap-
pen before. That is, the hazard rate of a patient
at a discrete time i:

O;=hi=P(T =ilT >1i). 2)

A complete overview of the proposed survival
model is provided in Fig. 1.

3.2.1 Loss Function

Concerning the choice of the loss function, we
followed the strategy adopted by other recent
work [1, 4, 8], which use a formulation of the
cross-entropy that considers censored samples
explicitly. The function was used for all model
variants and is formulated as follows:

Lpe=—(1-¢)-log(S(y—1) + hy) (3)

(4)
(5)

Where ¢ indicates a censored sample, and S(y)

is the estimated survival function at time y, ob-
tained as the cumulative product of the inverse

Lc: _C'S(y)

L=Ly+al.



hazard rates h; (as produced by the model):

Y

Sty) =T —h) (6)

i=1

where the label y can correspond to the event
or censorship time, according to the censorship
status of that sample. The hyperparameter o
has been set to 0.4 following other previous
work [1, 8]. The benefit this function is that it
gives higher relevance to non censored sample,
while not discarding censored ones, which make
up a consistent portion of the datasets (= 40%).

4. Experiments

We trained our model on the following 4
datasets from TCGA: Bladder Urothelial Car-
cinoma (BLCA) (n = 437), Breast Invasive
Carcinoma (BRCA) (n = 1022), Lung Ade-
nocarcinoma (LUAD) (n = 515), and Uterine
Corpus Endometrial Carcinoma (UCEC) (n =
538). The training procedure was carried out
using k-fold cross-validation on 30 randomized
train/validation folds (70/30), implying poten-
tial overlap between different splits. Each fold
was trained on a maximum number of 20 epochs.
In order to assess the validity of different train-
ing procedures, we tested 3 alternative pipelines,
whose results are reported in Table 2. In the
end-to-end version, the same gradients are prop-
agated across the whole model in a single train-
ing loop. In the late clinical, a clinical mlp
is trained first, then its feature extraction part
(up to the last hidden layer) is collected, frozen
and fused with the rest of the model, which is
trained in one loop. The full modular strategy,
instead, trains each of the modalities indepen-
dently in a dedicated feture extraction model,
then freezes their weights. This way the joint
model focuses on learning the weights of fusion
modules. We tested each strategy against the
same 30 randomized folds of our 4 datasets. Re-
sults highlight the superior performance of the
modular training strategy, proving the effective-
ness of formulating the training procedure as a
series of separate subtasks.

We then performed a set of ablation studies,
with the goal of isolating the contribution of dif-
ferent modalities and interactions. The clinical
modality is present in every studied configura-
tion, while the rest of the modalities are incre-
mentally added in various combinations. Re-

sults, as reported in Table 3, indicate that the
textual modality is the most meaningful single
addition to the clinical one. The genomic sub-
modalities instead emerge as a secondary con-
tribution, yielding meaningful performance only
when merged with WSI data, which supports
the effectiveness of the GCA module.

We also evaluated our model performance
against other successful models in the literature.
The resulting comparative study is reported in
Table 1. Comparison is based on the C-index
metrics, which is the most popular and generally
adopted across the considered survival models.
The results show very promising performance,
indicating that our model achieves state-of-the-
art scores across the 4 datasets. Moreover, our
framework stands out as the best-performing
model in the BRCA and UCEC datasets, sug-
gesting the validity of our fusion and training
strategies.

5. Conclusions

In this thesis we proposed a novel multimodal
model for survival analysis in pathology. Our
model relies on 4 different data modalities (clin-
ical, genomics, WSI and textual) and employs
a combination of intermediate (attention-based)
and late fusion strategies. We also utilize
a tailored training strategy, consisting of sin-
gle modality training subtasks, with successive
modular integration. Results highlight state-of-
the-art performance, and show a notable im-
provement in the C-index metrics on 2 out of
4 datasets (BRCA and UCEC) compared to
considered models. Moreover, ablation stud-
ies reveal the added value of textual informa-
tion, which emerges as the most relevant single
modality to fuse with clinical data, suggesting
the presence of complementary inter-modality
information. To conclude, we can summarize
the main contributions of this thesis as the fol-
lowing:

(i) A reproducible preprocessing pipeline for
genomics, WSI and medical report data of
TCGA datasets in deep learning models.

(ii) A deep learning framework for survival
analysis that integrates clinical, genomic,
WSI and textual data.

(iii) A tailored training procedure consisting of
single-modality subtasks and modular inte-
gration.



Table 2: Performance (C-index) of various training modalities on 4 TCGA datasets.

| [ BRCA | BLCA | UCEC | LUAD |
MCTCAT - end-to-end | 0.667 £ 0.077 | 0.602 £ 0.022 | 0.740 £ 0.042 | 0.569 + 0.048
MCTCAT - late clinical | 0.770 = 0.011 | 0.656 £ 0.021 | 0.800 £0.029 | 0.653 % 0.056
MCTCAT - full modular | 0.769 % 0.037 | 0.684 % 0.031 | 0.814 £ 0.037 | 0.661 = 0.044

Table 3: Ablation Study results (c-index) on 4 TCGA datasets. Best results are highlighted in blue.

BRCA BLCA UCEC LUAD
Clinical only 0.744 +0.002 | 0.654 £0.037 | 0.790 +0.044 | 0.628 + 0.047
Clinical 4+ Omics 0.678 +0.047 | 0.630 £ 0.031 | 0.682 4+ 0.048 | 0.640 + 0.032
Clinical + Text 0.768 + 0.041 | 0.699 £ 0.026 | 0.808 +0.029 | 0.673 + 0.033
Clinical + WSI 0.763 +0.043 | 0.681 £0.023 | 0.799 4+ 0.031 | 0.662 =+ 0.039
Clinical 4+ WSI + Omics | 0.767 +0.045 | 0.678 £0.031 | 0.796 +0.036 | 0.676 £ 0.041
Clinical + WSI + Text 0.769 + 0.046 | 0.679 £ 0.032 | 0.796 +0.033 | 0.657 + 0.050
Clinical 4+ Text + Omics | 0.676 + 0.044 | 0.631 +0.026 | 0.683 + 0.047 | 0.639 + 0.032
MCTCAT - full modular | 0.769 + 0.037 | 0.684 + 0.031 | 0.814 + 0.037 | 0.661 + 0.044
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